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FOREWORD 
 
The effective authentication of personal identities on the Internet has 

become the subject of considerable attention over the past few years. 

The impetus for this is the introduction of an increasing range of 

Internet applications requiring a reliable means of identifying users for 

access control and for preventing unauthorised launch of online 

operations. There are numerous examples of such applications including 

Internet banking, online transaction of funds, online trading, remote 

management of confidential databases and access to personal 

information such as tax files and medical records. On the other hand, it is 

widely acknowledged that the conventional means of identification such 

as passwords and personal identification numbers (PINs) can easily be 

compromised, shared, observed or forgotten. 

 

A major facet of the Europe's response to this growing requirement has 

been the launch of COST Action 275 in June 2001. COST is an 

intergovernmental framework for European cooperation in the field of 

scientific and technical research. Action 275 is within COST-TIST 

(Telecommunications, Information Science and Technology) which itself 

operates under the European Commission DG-INFSO. Further 

information on COST and COST-TIST can be found on their websites at 

"http://cost.cordis.lu" and "http://www.cordis.lu/cost/tisthome.htm" 

respectively. 

 

COST Action 275 is concerned with biometrics-based recognition over 

the Internet in order to facilitate, protect and promote financial and 

other services over this telecommunication medium. The word 

biometrics is defined as an automated technique for measuring a 

physical characteristic or personal trait of an individual and comparing it 

to a database for the purpose of recognising that individual. The main 

attraction of biometrics is that it bases the recognition on an intrinsic 

aspect of a human being. Consequently, it is not susceptible to the 

problems associated with the conventional means of identity verification. 

Although the work in COST 275 involves recognition based primarily on 

voice and facial characteristics, other types of biometrics and their 

potential usefulness are also considered. 
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Since its launch in June 2001, the Action has grown rapidly and now 

involves over thirty participating establishments from fourteen signatory 

countries. These countries are Italy, United Kingdom, France, Spain, 

Ireland, Slovenia, Belgium, Portugal, Croatia, Greece, Sweden, 

Switzerland, Poland and Slovakia. A by-product of this integration of 

expertise in the field has been that of providing the main basis for the 

newly founded European Network of Excellence in Biometrics. The Action 

has also established mutually beneficial links and cooperation with a 

number of other organisations and projects. Further information on 

various aspects of COST 275 (Biometrics-based Recognition over the 

Internet) and its activities are provided on its website at 

http://www.fub.it/cost275. 

 

This workshop is the first in a series of events primarily intended to 

serve the dissemination objectives of COST 275. Additionally, the 

Workshop is expected to provide a useful forum for the evaluation of the 

Action progress to date. The scope of the event covers various important 

areas in the field such as speaker recognition, face recognition, data 

fusion, operational conditions and assessment. The technical programme 

consists of seven regular sessions and two special sessions covering 

contributed papers as well as five keynote papers by distinguished 

researchers in the field. The special sessions are concerned with the 

future structured activities in the field based on the above-mentioned 

network of excellence.  

 

We would like to express our gratitude to all the sponsors and 

supporters of the Workshop and, in particular, COST-TIST, ISCA, IEE, and 

ISCTI. We are also grateful to the members of the Programme/Scientific 

Committee for reviewing the paper proposals in a relatively short period 

of time, and for their efforts in ensuring high standards for the technical 

programme. Finally, we would like to thank all the authors and co-

authors for their valuable contributions. 

 

Aladdin Ariyaeeinia 

Mauro Falcone 

Andrea Paoloni 
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A PROPOSAL FOR STRUCTURED ACTIVITIES IN
BIOMETRIC IDENTITY AUTHENTICATION

Bernadette Dorizzi and Aladdin M Ariyaeeinia∗

Institut National des Télécommunications, France
∗ University of Hertfordshire, UK

ABSTRACT

This paper details an expression of interest (EoI) in the area
of “biometric identity authentication”. This EoI was
submitted in response to an invitation made by the EC as
part of its preparation of the Sixth Framework Programme.
The work in this area is to be supported by a proposed
network of excellence (NoE). This will be formed by
regrouping the critical mass of expertise required to
promote Europe as a leading force in the field. The paper
discusses the main objectives of work in this area, and
proposes an approach to achieving these. The
appropriateness of European-wide activities in the field of
biometrics is justified, and a discussion on the availability
of the expertise and resources for achieving the objectives
is presented. Finally, it is shown that the proposed network
of excellence can significantly facilitate progress in the
field through an appropriate integration of research
activities in Europe.

1. INTRODUCTION
The proliferation of information access terminals coupled
with the increasing use of information sensitive
applications such as electronic commerce, e-banking and
health care have triggered a real need for reliable, user-
friendly, and commonly acceptable control mechanisms for
accessing private and confidential information. The
purpose is to protect the individuals who use such
applications as well as the organisations offering them.

In addition to controlling access to personal information
and preventing fraud, such mechanisms are also required for
the purpose of security in general, i.e. ensuring of the
safety of citizens and society at large. The recent worldwide
events have indeed confirmed the importance of providing
the law enforcement and security agencies with effective
means to establish the identities of individuals.

The conventional means of identity verification for access
control such as passwords/passports, and personal
identification numbers/identification cards can easily be
compromised. In view of this, it appears that the required
optimal reliability in determining the identities of
individuals may only be achieved through the use of
biometrics. The main advantage of biometrics is that i t
bases the authentication on intrinsic aspects of a human
being. Although, up until quite recently, the use of
biometrics was limited to that in forensic applications, its
potential advantages and the great promise it holds have
resulted in the technology being considered for a variety of

other applications. Because of this, recent years have
witnessed considerable acceleration in research activities in
various aspects of biometrics ranging from devices and
methods for capturing biometric data to techniques and
algorithms for biometrics-based authentication.

2. OBJECTIVES
The main objective is “to investigate biometric identity
authentication for the purpose of meeting the trust and
security requirements in our progressing digital information
society, through effective and dynamic technologies”.

In operational terms, the objectives are envisaged to
include the following.

 a. To investigate unimodal and multimodal
biometric methods for identity
authentication.

 b. To facilitate the practical utility and
employability of the technology by
identifying and addressing technical
challenges.

 c. To investigate effective solutions to
application specific problems.

 d. To contribute to the introduction of
standards and common means of evaluation.

 e. To explore and address social and legal
issues (e.g. attitudes of users, security vs.
privacy).

 f. To regroup European expertise in the
biometrics field in order to achieve the
critical mass required.

3. GENERAL APPROACH
The approach proposed consists of several categories as
defined below. Although each of these categories will be
undertaken by a different sub-net, it is envisaged that there
will be an appropriate degree of interaction amongst them.

3.1. Definition of a collaborative program
The study of biometrics has already been undertaken in a
number of European projects since 1994. Some of these
projects are COST 250, PICASSO, M2VTS, COST 275,
VIRSBS and BANCA. The first two projects in this field
(i.e. COST 250 and PICASSO) focused only on the use of
voice modality. A conclusion of these projects has been
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that identity verification based on voiceprint only has not
yet reached the level of reliability required for its wide use in
practice. In the M2VTS project the emphasis was placed on
multimodal verification schemes. The different modalities
present were face and voice.  One of the major conclusions
has been that verification using multiple modalities leads to
better results. The next natural step has been that of using
more than two modalities. The current investigations in
COST 275 are concerned with the use of fused-modalities for
identity verification over the Internet. The use multiple-
modalities for identity verification has also been the
objective of the BIOMET project in which research is based
on the use of up to five different modalities.

The intention of the proposed programme is to investigate
unimodal and multimodal biometrics on a far larger scale,
and without discarding any type of modality a priori. It i s
envisaged that this programme, which will be based on
structured cooperation, will significantly benefit from the
experiences gained in BIOMET and COST 275 as well as
those in previous projects.

3.2. Development and evaluation platform
Several databases have been produced in the framework of
the previously mentioned projects. One of the first goals of
the Network will be to collect all these databases and to take
advantage of the experience acquired previously to complete
them, particularly, in terms of modality types. These
databases will be distributed thanks to the association with
ELDA which has already distributed the M2VTS and Biomet
databases. The Network goals are, however, more
ambitious, and include generating a consistent follow up of
the scientific results obtained with the databases
previously. This will facilitate the plan for offering the
researchers, integrators and end-users a valid framework for
the evaluation of different biometrics solutions.

During the acquisition phase  (construction of the
database), the following points should be addressed.

 a. Initial design of the database, including the
choice of modalities and the definition of the
evaluation protocols;

 b. First acquisition campaign;

 c. Normalisation of the acquisition protocols
(including initial evaluations);

 d. Other large-scale acquisition campaigns (on
the same site and/or other sites), including
time lags to record the human intersession
variability.

During the exploitation phase  we suggest to address
the following topics.

 a. Design of a common evaluation protocol;

 b. Organisation of evaluation campaigns where
multiple sites will be using the common
evaluation protocol;

 c. Detailed study of the results, and the creation
of a common “repository” of all the

experiments, together with the results
obtained and conclusions. This repository
should be updated following each new set of
experiments with the database.

The creation of the repository is, in our view, one of the
main goals of this part of the project. It will help avoiding
the repetition of experiments that have already been carried
out by others, and will lead to better exploitation of the
database. This repository will lead to a better exploitation
of the database.

3.3. European certification centre
Up to now, biometrics (except for fingerprint) has
essentially been experimented at a restricted level
(employees, members of a specific group) with more or less
success, and its introduction in everyone’s everyday life
raises some non-technical, societal and usage-related
questions. Biometrics can be employed in a great variety of
applications ranging from PC/network access, physical
access, citizen identification, retail and point of sale, e-
commerce, surveillance and criminal investigation.
Biometric network access and e-commerce identification i s
expected to grow at a rapid pace in the next few years. PKI
and encryption can secure data over the network but they
don’t necessarily identify who is communicating.
Biometrics can be used to identify those at both ends of the
transaction. Moreover some modalities necessitate an
explicit action from users. Therefore they can lead to a legal
verification tool. It is believed that the relationships
amongst biometrics, cryptography and network security
will have to be revisited and re-established in more depth.

Different types of biometrics modalities have been
introduced so far which can be classified as physiological
ones: fingerprint, facial-scan, iris-scan, retina-scan, hand-
scan and behaviour ones: voiceprint, dynamic signature,
keystroke-scan. Physiological modalities are considered as
more robust but they are also more intrusive, contrary to the
behaviour ones. Some products concentrate on one
modality only (for example fingerprint or iris-scan) due to
their high discrimination power. However, the suitability
of each modality to a given application depends on various
factors including the attitudes of users and their personality
as well as, the operational environment and conditions.  

A common fear is that biometrics data could be stolen or
misused. Some American working groups have already
proposed certain principles in order to guarantee privacy
and to limit identity theft. They advise users to keep strict
control in private sector applications and propose the
introduction of new laws that carefully regulate the use of
biometrics in the public sector. These initial
recommendations will have to be studied in more depth in
the European context.

It should also be noted that the combination of biometrics
with smart cards gives an answer to many questions and
concerns about privacy issues, since it eradicates the need
for the global storage of biometric data. In addition, these
systems can work offline, without connecting to a central
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database server, eliminating the questions of network
security.

One sub-network will be devoted to the study of these
questions, particularly in relation to national
organizations, end-users, industry, and legal matters.

The tasks in this sub-network will include:

 a. the definition of scenarios in order to
evaluate the potential usefulness of different
biometric modalities in different commercial
situations,

 b. the description of the real commercial and
forensic conditions through specific
databases and the evaluation of algorithms
in real operational conditions,

 c. the definition of common programming
(coding) exchange rules or standards to test
and share biometric algorithms in the
commercial and forensic applications,

 d. the evaluation of the human acceptance of
the different modalities with respect to
privacy and security, and

 e. the development of large-scale pilot tests in
close collaboration with industry.

3.4. Technology integration
One of the important issues in biometrics is computation
and sensing technologies. Technology integration and
exploration are strongly related to different usage and
application contexts. In this perspective, we will conduct a
comprehensive and application-oriented survey and study of
the available technologies and their integration, including
biometric signature sensors, parallel computation, portable
computation platform such as PDA, smart cards, etc.

Integration of multi-modal biometric modalities is strongly
based on a thorough understanding of the different sensing
technologies and of the associated signal processing. A
fully successful multi-modal fusion can only be obtained
through this investigation.

The new emerging technologies, especially the sensing
technology related to micro machined sensing technologies
and integrated smart sensors, are expected to have a strong
impact on biometrics. Through their miniaturised size and
their particular characteristics, they are expected to provide
opportunities for new applications and at the same time to
introduce new technological challenges.

3.5. Society awareness
The Network will initiate the development of associations
for raising the awareness of the public, opinion makers and
policy makers about biometric technologies and their uses.
These groups will be mainly composed of manufacturers,
integrators and end-users of biometric technology. It i s
thought that such awareness is fundamental to the
acceptability of biometrics and also to the emergence of

new laws, like the « Electronic Signatures Act », for
example.

4. NEED AND RELEVANCE
i)  Currently, there are a number of commercial identity
verification systems developed using various types of
biometrics such as fingerprint, human face, hand shape, iris
pattern, retina map, voice, and handwriting signature.

However, some critical problems still exist:

- Performance:  Most of these systems use a single
modality (or at best, two modalities) and thus usually lead to
poor performance in real conditions (e.g. presence of
background noise, variable lighting).

- User-generated variability:  A biometric signature
is strongly related to the physical state of a person, which
can be either difficult to capture or even altered during
his/her life time (e.g. voice may be altered with illness, a
finger may be injured, presence/absence of a beard)

- User acceptance: This aspect is very often neglected
despite its primary importance to guarantee the success of a
biometric application. For example, fingerprint
recognition is sometimes perceived as linked with forensic
investigation and may therefore be directly rejected by
some users. Forensic biometric applications are also
sometimes rejected by the citizens, partly because of lack of
information and understanding.

- Sensor/condition variability: It is also well know
that the performance of biometric technology can
significantly degrade when a mismatch exists between the
training condition and testing environment.

These open questions are indicative of the necessity for a
common research program in the forthcoming years in order
to evaluate the different biometric modalities, and also to
enhance the effectiveness and acceptability of biometrics-
based identity verification for different applications and
under different operational conditions.

The study of multimodal person authentication will lead to a
more flexible integration of the unimodal methods, in
regard to the performance of the algorithms and to the user
profile. For example the choice of the modalities could be
driven by the degree of confidentiality needed for a certain
task and/or by the user preferences.

i i )  Obtaining a better understanding of the processes for
discriminating individuals based on biometric data, is a
common aim in several disciplines of forensic science:
analytical results from anthropometry, biometry and
biochemistry can be used to infer the identity of forensic
traces produced by human beings, e.g. marks (finger, ear),
behaviours (speech, handwriting), biological material
(DNA, hairs, bones, teeth) or still and moving images (face,
ear, height, walk).

On the one hand, a consensus exists in most of these
forensic disciplines upon a common theoretical framework
for the interpretation of the analytical results. On the other
hand, the practical application of this theoretical
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framework currently poses unsolved problems in most of
the forensic disciplines dealing with biometric data.

One sub-network, initiated by the Forensic Speech and
Audio Analysis Working Group (FSAAWG) of the European
Network of Forensic Science Institutes (ENFSI), will be
devoted to significantly improve the understanding and the
practical use of the theoretical framework for forensic
biometrics, and to develop an interpretation of the
analytical results that is consistent and common for all the
forensic biometrics. This approach is envisaged to help
provide the European judicial systems with relevant
forensic information in a way that is understandable and
useful for decision-making.

i i i )  Currently, as far as biometrics is concerned, each
European country has its own particularities regarding the
usage, legislation, ethic, privacy, etc. These issues will
have to be studied and discussed in some specific working
groups in order to come up with solutions that are
acceptable to all, if possible.

5. EXCELLENCE
Europe has already acquired valuable knowledge and
expertise in the field of biometrics through several actions
and projects. This Network will regroup the leading
universities and research centres in the field, which have
been involved in different national and European projects
and collaborations both in the past and at present.

GET (Groupe des Ecoles d e s
Télécommunicat ions)  is an Education and Research
public establishment in the field of Information and
Communications Sciences and Technologies. It was created
in 1996 to federate the ENST (Ecole Nationale Supérieure
des Télécommunications in Paris-Télécom Paris), the ENST
Bretagne (Ecole Nationale Supérieure des
Télécommunications de Bretagne, in Brest and Rennes), the
INT (Institut National des Télécommunications in Evry) as
well as 3 other affiliated institutes created trough
partnerships: ENIC (Ecole Nouvelle des ingénieurs en
Communication) with the Université de Lille, Eurecom with
the EPFL (Ecole Polytechnique fédérale de Lausanne), IAAI
(Institut des Applications Avancées de l'Internet) with the
Universités de l’Académie d’Aix-Marseille.

Research is the basis of teaching activities; GET has
established numerous links with the professional
organisations aiming at economic competitiveness and
social concern of the developed technologies; Various
institutes within GET take an active role in the national
research programmes in the field and participate in
numerous European and international contracts. The
research activities rely on a large set of competencies
spanning from basic technologies, signals and
communications, computer and telecommunications
networks, to social and economical issues of IT. They are
consolidated in a common program gathering 450 faculty
members, 300 PhD students in communication systems and
networks, multimedia information processing as well as
direct applications to the information society (e.g. e-

learning, e-health). GET has a great experience in the field
of Biometry. It has initiated the BIOMET (Multimodal
Biometric identity Verification) project, with two main
objectives: to build a database, from good quality sensors,
containing different modalities such as voice, speech,
dynamic signature, fingerprints etc…and to study the
potential benefits of biometric data fusion. BIOMET's
database will serve as a first test platform in Biomet-net.

COST 275 (biometrics-based recognition o v e r
the internet)  regroups a total of 17 partners covering a
broad spectrum of European countries.  The main objective
of this Action is to investigate effective methods for the
recognition of people over the Internet, based primarily on
voice and facial characteristics, in order to facilitate,
protect and promote financial and other services over this
growing telecommunication medium. As implied above, the
scope of the work also includes investigations into the
usefulness of other types of biometrics and their integration
into the proposed technology.

Besides these important academic forces, which will be
mainly involved in the technological aspects of the
research, the support of industrial partners will be
fundamental in order to study integration issues. Some
leading industrialists, who are involved in smart-card
technology or PDA integration, have already joined the
Network. Additionally, there are a number of potential end-
users in the proposed Network, who are envisaged to make
significant contributions to the usage research.  

Partners list:

The following members of COST 275 will participate in
this Network: France: GET, Université d’Avignon, Institut
d’Informatique et Mathématiques Appliquées de Grenoble,
IRISA, Rennes, Spain : Polytechnical University of
Madrid, University of Vigo, University of the Basque
Country, University Politecnica de Catalunya, Greece:
University of Thessaloniki, Italy : Fondazione Ugo
Bordoni, Universita di Sassari, United Kingdom :
University of Hertfordshire, University of Wales Swansea,
University of Surrey, Switzerland : Institut Dalle Molle
d'intelligence artificielle perceptive (IDIAP), Université de
Fribourg, Swiss Federal Institute of Technology Lausanne
(EPFL), Sweden  : Halmstad University, KTH Royal
Institute of Technology Belgium : Royal Military
Academy Belgium, Université catholique de Louvain,
Sloven ia : University of Ljubljana, Poland: Wroclaw
University of Technology, Croatia: University of Zagreb.

Belarussia : Belarus Academy of Sciences in Minsk,
Czech Republic : Czech Technical University, Turkey:
Bogaziçi University, Koc University, Istanbul, Bulgaria :
Institute of Information Technologies Sofia, Germany:
Darmstadt University, University Magdeburg and HTWK
Leipzig University of Applied Sciences, Austria: Vienna
University of Technology, Spain: University of Zaragoza,
Carlos III University, Madrid, Italy : Universty of
Bologna, United Kingdom: University of Buckingham.
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Forensic laboratories and organisations:

Fondatione Ugo Bordoni, Italy, the forensic Science
Service, United Kingdom, "Forensic Speech and Audio
Analysis Working Group" (FSAAWG) which is part of the
"'European Network of Forensic Science Institutes"
(ENFSI), Spain Guardia Civil, Basque Police (Ertzaitza,
Gobierno Vasco), National Institute of Forensic Expertise ñ
Ministry of Justice, Romania, Acoustics Research Institute
of the Austrian Academy of Sciences, ATVS-Polytechnical
University of Madrid (UPM), Bundeskriminalamt, Section
Forensic Speech and Audio, Germany, Forensic Science
Centre of Lithuania, The Institute of Forensic Science and
Criminology of Ministry of the Interior in Sofia, Institute
of Phonetics, Trier University, Germany.

Industrial partners and End-users:

France: ST Microelectronique, France Telecom, Bouygues
Telecom, Gemplus, OPSIS, ELRA/ELDA, Germany: ORGA
Kartensysteme GmbH, ZN Vision, Bochum, Spain :
Telefonica Moviles, Telefonica I+D, e-Business Innovation
Center of IBM, Madrid, Biometric Technologies, BBVA,
(Banco Bilbao Vizcaya Argentaria), Belgium : Keyware,
Lithuania: Neurotechnologija Ltd., United Kingdom :
OmniPerception Ltd, Fulcrum Voice Technologies Ltd.
Italy: Arakne, Informa, Biometrika.

Non-European partners: Panasonic Speech
Technology Laboratory of Panasonic Technologies
Company, USA.

6. INTEGRATION AND STRUCTURING
EFFECT

Most partners are largely involved in National actions.
IDIAP has recently been selected as the “Leading House” of
a large National Centre of Competence in Research in
multimodal/biometric interaction.

Moreover, a pan European co-operation already exists
through different types of projects: COST 275, which has
already been mentioned, is concerned mainly with
biometrics-based recognition on the Internet. Some IST or
ACTS 4th and 5th framework projects have also supported
the European research and development in the field of
biometrics, in the past ten years. M2VTS (ACTS, 1995-
1998) “Multimodal Verification for Telesurveillance and
Security Applications”, BANCA (IST-1999-n°1159)
“Biometric Access Control for Networked and e-Commerce
Applications” and VIRSBS (IST 21894) “Visual Intelligent
Recognition for Secure Banking Services” research
projects, all in biometrics, were co-initiated by the
members of this consortium. Some partners are (or were)
also involved in other EC projects: MUHCI (RTN, 2000-
2003) Multimodal Human Computer Interaction, EAGLES,
CAVE, PICASSO, ECVision (IST Project 35454), SAFE:
Secure Access Front End (TRIAL Start-Up -2000-2002),
MTM (speaker verification), BIOTEST which aimed at
developing standard metrics for comparing biometric
devices, and establishing testing facilities for such devices.

The AVBPA conference was born by initiative of EU
partners. AVBPA97 and AVBPA01 have been organized by

partners in this Network, while AVBPA99 was organized in
USA. The ISCA Workshop on speaker identification
(Martigny, 1994, Avignon 1998, Crete 2001), COST 250
workshops on speaker recognition (Spain 1996, Greece,
1997 and Turkey, 1998), BKA and OISIN II meetings on
forensic speaker recognition (Wiesbaden 1999, 2002), the
international workshop on Advances on Facial Image
Analysis and Recognition Technology (with the connected
special issue of the Image and Vision Computing journal)
and the international workshop on Biometric
Authentication have also been organized by partners in this
Network.

Although considerable experience and expertise have been
gained through the projects stated earlier, these activities
have been somewhat disjointed and have had limited
interaction. These together with the multidisciplinary
nature of the field indicate that the way forward in this area
should be based on the integration of coordinated activities
undertaken by a Network of excellence. It is believed that
such an approach would greatly enhance the progress in the
field and would facilitate the provision of effective
technologies to meet the security and access-control
requirements in different applications.

The Network will attempt to complete the existing
development material (e.g. databases), and research results
in order to provide real, up to date, biometrics solutions.

The Network will facilitate research and introduce
evaluation standards through the creation and management
of a European database with several modalities and through
the development of evaluation platforms.

Some biometric standards are beginning to emerge (BioAPI)
in order to help industry easily integrate the full range of
biometric devices into any solution. The Network will also
be involved in this kind of standardization efforts.

There will also be a structuring effect in Europe by raising
the related ethic and societal questions and by working in
association with European regulation authorities, to settle
common privacy rules, common social habits, etc.

The past experience of the consortium in the dissemination
of scientific results will be greatly helpful and used in the
organization of workshops, conferences and similar events.

Moreover, the Network will facilitate the transfer of
knowledge and expertise across Europe by introducing
research degrees programmes as well as Post-doctoral
programmes.

Exchanges between the participants will be facilitated by an
organization in sub-networks and by the use of e-
communications (e.g. emails, e-conferences).

The proposed Network will aim at establishing close links
with other “networks of excellence” and “integrated
projects” in the security domain. There are already close
links with a number of identified integrated projects. These
include IRISEP “Identification through iris patterns”,
coordinated by TRT/France, “Interoperable Multifunction
Personal Trusted Devices”, coordinated by Gemplus/France,
“Personal Trust Device” coordinated by IMEC and
Gemplus/France, Telecontract coordinated by
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INFORMA/Italy, ICAF “Identity Control with Automatic
Face Recognition”, coordinated by ZN vision/Germany and
Biometrics-based Authentication Infrastructures (BAI)
coordinated by Buckingham University/UK. Moreover,
some partners are also currently involved in certain aspects
of the Connex security including cryptography,
watermarking, and multimedia (NoE Semantic-Media
coordinated by GET/France).

7. CONCLUSION
An expression of interest in biometric identity
authentication has been described in detail. The need for the
advancement of the biometrics technology has been
discussed and the objectives to be met for this purpose have
been set out. As part of the discussions, an analysis of the
work required in order to achieve meaningful progress in all
aspects of biometrics is also presented. This has been based
on the overall objectives, and with reference to the ongoing
and completed activities in the field. Using this analysis, a
comprehensive plan of work has been presented which
covers various facets of biometrics ranging from
development tools and technology integration to social and
legal issues. Moreover, based on a description of the
available expertise and resources, it has been shown that
through a network of excellence, the activities can be
appropriately structured and the cooperation and progress in
the field effectively enhanced.
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ABSTRACT

We investigate the effect of representation on the Support Vec-
tor Machine approach to face verification. Two conventional
dimensionality reduction methods, namely the Principal Com-
ponent Analysis and the Linear Discriminant Analysis are stud-
ied and compared with the raw image space. The results of
the comparison show that the SVM is insensitive to the choice
of representation. However, a dimensionality reduction can
be beneficial if constraints on the size of the template are im-
posed.

1. INTRODUCTION

The problem of automatic verification of personal identity us-
ing biometrics has been receiving increasing attention lately.
Different biometric modalities are used for this purpose, from
finger prints, through voice, to faces. Faces have the advan-
tage that it is the biometric modality used for personal identity
authentication by humans. There is, therefore, a particular in-
terest in making this technology successful, although it is well
recognised that this modality is very sensitive to environmental
changes, such as illumination.

The problem of face verification involves four basic subprob-
lems: face detection and localisation, geometric and photomet-
ric normalisation, face representation, and decision making. In
this paper we shall not be concerned with the first two stages
of the face verification process. Instead, our focus is on the last
two stages with emphasis on face representation.

As far as face representation is concerned, the conventional
wisdom is to project the face image into a lower dimensional
space. The argument for dimensionality reduction is multifold.
Image data is inherently of high dimensionality and designing
a verification system in such a space would lead to a compu-
tationally complex decision rule. Even more compelling is the
reason based on the, so called, peaking phenomenon, which
dictates that the ratio of training set size and pattern dimen-
sionality should be of an order of a magnitude to prevent over
training. The training sets available for face verification sys-
tem design are notoriously small and therefore a significant
reduction in dimensionality is normally sought. Third, the
face image data is very highly correlated. The use of classi-
cal pattern recognition approaches on such data sets leads to

This work was partially supported by EU project Banca

unstable decision rules which generalise extremely poorly to
unseen patterns.

The most popular methods used for face representation are the
Principal Component Analysis [18] (PCA) and Linear Dis-
criminant Analysis (LDA) [1]. The former method projects
the input image into eigenfaces which decorrelate the image
data, whereas the latter maps the input image into fisher faces
which maximise the class separability. Recently, the Indepen-
dent Component Analysis (ICA) [12] has been investigated in
the context of face representation. While the identity of the
bases and the dimensionality of the space are naturally deter-
mined for the PCA and LDA solutions, the disadvantage of
the ICA technique is that there is no clear indication which
and how many of the ICA axes should be used to define the
dimensionality reducing transformation.

The classical feature selection arguments listed above do not
hold for the Support Vector Machine approach to pattern recog-
nition. If a decision rule is trained by minimising the structural
risk, the peaking phenomenon is not exhibited. Consequently,
there is no need for dimensionality reduction prior to classifier
design. This suggests that, using SVMs, one can design a face
verification rule directly in the image space without incurring
any additional classification error. It is then pertinent to pose
the question whether there are any benefits at all in performing
a dimensionality reduction and conducting the SVM verifica-
tion process in the feature space.

The aim of this paper is to address this question and to compare
the performance of an SVM decision rule in the original, PCA
and LDA spaces. Such studies have been carried earlier e.g. in
[5, 6, 2]. In the work of Jonsson et al [5, 6] SVMs in PCA and
LDA subspaces were compared and the results showed that
SVMs are very effective in extracting discriminatory informa-
tion from any data representation. In [2], a similar study was
performed to explore the relationship of PCA and ICA sub-
spaces. We complement this work in two respects. First of
all we focus the comparison on the relationship of the original
image space and PCA/LDA subspaces. Second, we shall in-
vestigate the effect of the dimensionality of the representation
space on the performance.

It will be demonstrated that the verification performance in the
PCA space asymptotically approaches that of the SVM design
in the original image space. A similar behaviour is observed
for the LDA space, although the best performance there is
slightly better than the error rates in the original image space.
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However, one could argue about the statistical significance of
these improvements.

We draw these conclusions based on experiments conducted
using the Banca database and the associated experimental pro-
tocol. Both the XM2VTS database [14] and the Banca database
are used individually to estimate the matrix of second order
statistical moments which define the dimensionality reducing
transformations.

For benchmarking purposes we also report the results obtained
with a conventional decision rule based on the normalised cor-
relation. The results show that the SVM method is better for
most of the configurations of the Banca experimental protocol.
The main advantage of the conventional verification method is
that it requires a very simple training.

The paper is organised as follows. In the next section the PCA
and LDA methods are briefly overviewed. Section 3 describes
the conventional and SVM approaches to face verification. In
Section 4, the experimental design, data sets and protocol are
introduced first. The results are then presented and discussed.
The paper is drawn to conclusion in Section 5.

2. FACE REPRESENTATION IN LINEAR
SUBSPACES

There are many approaches in the pattern recognition litera-
ture, for extracting and selecting the most efficient features for
decision making. Among them, the methods based on Princi-
ple Components Analysis (PCA) [18] or PCA followed by Lin-
ear Discriminant Analysis (LDA) [1] are particularly popular.
The face representation using PCA is considered as benchmark
for the performance evaluation purpose.

Consider a training set of � distinctive classes (subjects). By
concatenating the image columns or rows together, image data
can be considered as a high dimensional feature vector of di-
mension �. Suppose that class � contains �� samples, �� �
�
�. The mean image of each class, �� and the training set

mean image, �, are defined as:

�� �
�

��

���

���

�� and � �
�

�

��

���

�� (1)

where� is total number of image samples, i.e. � �
��

��� ��.
Because of the huge number of image pixels, it is not effi-
cient to use the original feature vectors directly for the face
recognition task. Moreover, since well-framed face images are
not distributed randomly in the � dimensional feature feature
space but instead lie on a manifold, it is possible to represent
the data in a lower dimensional subspace. The feature extrac-
tion involves a linear transformation that maps the original �
dimensional space into a � dimensional space, where � � �.

Pixel correlations are manifest in the off diagonal elements of
the data covariance matrix

�� �

��

���

��� � ����� � ��
� (2)

being non zero.

The objective of the Principle Components Analysis in image
data representation is to identify the subspaces which span the

face space and decorrelate the pixel values. The PCA subspace
can be found by calculating the eigenvectors, 	��	 of matrix
�� corresponding to the nonzero eigenvalues � by solving

��	��	 �	��	� � � (3)

These eigenvectors are called eigenfaces. A face image is then
represented by projecting it into the coordinate system defined
by eigenfaces.

The main problem of face data representation in the PCA sub-
space is that eigenfaces focus on capturing all information about
the input face images. A more efficient technique is to find the
optimal feature vectors that maximise discrimination between
classes. There are many ways to measure discriminatory infor-
mation context. The simplest notion, explained by the Linear
Discriminant Analysis is to measure the ratio of the volume
occupied by all the data irrespective of class (between class
volume) and the average volume occupied by each class in-
dividually (within class volume). An indirect measure of the
volume occupied by data is the determinant of the data scatter
matrix. The within class and between class scatter matrices are
defined by

�
 �
�

�

��

���

�

�����

��� � ������ ����
� (4)

�� �
�




��

���

��� � ����� � ��
� (5)

where� is the grand mean and �� is the mean of class ��. The
objective is to find the transformation matrix, 	��, which

maximise the ratio of determinants �
���
 �


���
 �
. This is the

main idea which supports the Linear Discriminant Analysis.
	�� is known to be the solution of the following eigenvalue
problem [3]:

��	 � �
	� � � (6)

where � is a diagonal matrix whose elements are the eigenval-
ues of matrix ���
 �� . The column vectors ��� (� � � � � �  
�
�) of matrix W are referred to as fisherfaces in [1].

In high dimensional problems (e.g. in the case where �� are
images and � is � ���) �
 is almost always singular, since
the number of training samples � is much smaller than �.
Therefore, an initial dimensionality reduction must be applied
before solving the eigenvalue problem in (6). Commonly, di-
mensionality reduction is achieved by Principal Component
Analysis [13][1]; the first ���
� eigenprojections are used to
represent vectors ��. The dimensionality reduction also allows
�
 and �� to be efficiently calculated. The optimal linear
feature extractor 	�� is then defined as:

	�� �	��	 �	��	 (7)

where 	��	 is the PCA projection matrix and 	��	 is the op-
timal projection obtained by maximising

	��	 � �����	



�	 �	 �
��	�
	��		 �

�	 �	 �
��	��	��		 �

(8)

Figure 1 shows the first 4 eigenfaces and fisherfaces obtained
on the XM2VTS face database.
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Fig. 1. The first four (UP:) eigenfaces and (Down:) fisherfaces
obtained by the XM2VTS database.

3. FACE VERIFICATION METHODS
One of the most important factors that contributes to the per-
formance of a face verification system is the matching scheme
used. With a few exceptions [4], the Euclidean metric is typ-
ically used in matching [17, 11, 10, 20, 9]. However, in the
recent years, it has been shown that in the face recognition
tasks the normalised correlation distance measure and the sup-
port vector machine (SVM) outperform the simple Euclidean
metric score [5] [7] [6]. In this section, the conventional met-
rics used for defining a matching score namely the Euclidean
distance and the normalised correlation are reviewed first. The
support vector machine technique is then discussed.

3.1. Scoring Functions
In a face verification system, a matching scheme measures the
similarity or distance of the test sample projection, � to the
template of the claimed identity, ��. Note that �� is usually
the projection of the class mean, ��, into the feature space. As
the simplest solution, a matching score, � for the probe and
the �th client mean can be defined as the Euclidean distance
between the two vectors, i.e.

�� �
�
������� ������ (9)

Whereas in the case of PCA representation, a host of differ-
ent definitions of matching scores have been suggested in the
literature, most of the papers on the use of LDA invariably de-
ploy the Euclidean metric. In [8], it has been demonstrated
that a matching score based on normalised correlation is more
efficient. The measure is defined as

�� �
���������
����

�
� ��

(10)

Note that this measure is not a metric. The normalised cor-
relation projects the probe vector onto the mean vector of the
claimed client identity, emanating from the origin. It effec-
tively uses just one dimensional space onto which the test data
is projected. The magnitude of projection is normalised by the
length of the mean and probe vectors. The normalised cor-
relation tessellates the probe space into hyper cones or hyper
frustums with the axes passing through the origin. It is ap-
parent that the normalised correlation score will be insensi-
tive to probe movements in the radial direction defined by the
class mean. However, the score will drop in value if the probe
moves away from this direction angularly. A threshold on the
normalised correlation then defines the acceptance region for
each client.

3.2. Support Vector Machines

A Support Vector Machine is a two-class classifier showing
superior performance to other methods in terms of Structural
Risk Minimisation [19]. For a given training sample ��� ���,
� � � ��� � , where �� � �

� is the object marked with a
label �� � ��� ��, it is necessary to find the direction �
along which the margin between objects of two classes is max-
imal. Once this direction is found the decision function is de-
termined by threshold �:

���� � ����� � �
 �� (11)

The threshold is usually chosen to provide equal distance to
the closest objects of the two classes from the discriminant
hyperplane � � �
 � � �, which is called the optimal hyper-
plane. When the classes are linearly non-separable some ob-
jects can be shifted by a value Æ� towards the right class. This
converts the original problem into one which exhibits linear
separation. The parameters of the optimal hyperplane and the
optimal shifts can be found by solving the following quadratic
programming problem:

minimise � �� 
 	
��
���

Æ�

subject to:
���� � �� 
 �� 
 �� Æ� Æ� 
 � � � � ��� �

(12)

where parameter 	 defines the penalty for shifting the objects
that would otherwise be misclassified in the case of linearly
non separable classes.

The QP problem is usually solved in a dual formulation

minimise
��
���

�� �
�

�

��
���

��
���

���������� � ��

subject to:
��
���

���� � � � � �� � � � � � ��� �

(13)

Those training objects �� with �� � � are called Support Vec-
tors, because only they determine direction �:

� �

��

���� ����

������ (14)

The dual QP problem can be rapidly solved by the Sequential
Minimal Optimisation method, proposed by Platt [16]. This
method exploits the presence of linear constraints in (13). The
QP problem is iteratively decomposed into a series of one vari-
able optimisation problems which can be solved analytically.

For the face verification problem, the size of the training set for
clients is usually much less than the one for impostors. More-
over, usually only a few training samples of a client are avail-
able. In such a case, the class of impostors is represented quite
well, whereas the class of clients has a very poor representa-
tion. Therefore, it is necessary to shift the optimal hyperplane
towards the better represented class [15]. In this work, we es-
timate the size of the shift on the XM2VTS database, which
has about the same ratio between the numbers of objects in the
training sets for clients and impostors.
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Fig. 2. Examples of the BANCA database images. UP: Con-
trolled, Middle: Degraded and Down: Adverse scenarios.

4. EXPERIMENTS

In this section the face verification experiments carried out on
images of the BANCA database are described. The BANCA
database is introduced first. The experimental results are then
presented and discussed in detail.

4.1. BANCA database
The BANCA database has been designed in order to test multi-
modal identity verification systems deploying different sen-
sors and develop under different scenarios. Different cameras
and microphones have been used and three different scenar-
ios, Controlled, Degraded and Adverse have been considered.
The data base has been recorded in several languages in dif-
ferent countries. Two sections of the data, English and French
database are now available. Each section contains 52 subjects
(26 males and 26 females). Experiments can be performed on
each group separately.

Each subject participated to 12 recording sessions in different
conditions and with different cameras. Sessions 1-4 contain
data under Controlled conditions while sessions 5-8 and 9-12
contain Degraded and Adverse scenarios respectively. Figure
2 shows a few examples of the face data.

Each session contains two recordings per subject, a true client
access and an informed imposter attack. For the face image
database, 5 frontal face images have been extracted from each
video recording, which are supposed to be used as client im-
ages and 5 impostor ones. In order to create more independent
experiments, images in each session have been divided into
two groups of 26 subjects (13 males and 13 females). Thus,
considering the subjects’ gender, each session can be divided
into 4 groups.

In the BANCA protocol, 7 different distinct experimental con-
figurations have been specified, namely, Matched Controlled
(MC), Matched Degraded (MD), Matched Adverse (MA), Un-
matched Degraded (UD), Unmatched Adverse (UA), Pooled
test (P) and Grand test (G). Table 1 describes the usage of
the different sessions in each configuration. “TT” refers to
the client training and impostor test session, and “T” depicts
clients and impostor test sessions. As we mentioned, 4 groups

of data can be considered in each session. The decision func-
tion can be trained using only 5 client images per person from
the same group and all client images from the other groups.

MC MD MA UD UA P G
1 TT TT TT TT TT
2 T T T
3 T T T
4 T T T
5 TT TT
6 T T T T
7 T T T T
8 T T T T
9 TT TT

10 T T T T
11 T T T T
12 T T T T

Table 1. The usage of the different sessions in the BANCA ex-
perimental configurations (“TT”: clients training and impostor
test, “T”: clients and impostor test)

4.2. Experimental results
The performance of three different decision making methods
based on the Euclidean distance, Normalised Correlation mea-
sure and Support Vector Machines is experimentally evaluated
on the BANCA database using the experimental configurations
discussed in the previous section. The evaluation is performed
in the original, PCA and LDA spaces. The original resolution
of the image data is ��� � ��. The experiments were per-
formed with a relatively low resolution face images, namely
����. The results reported in this article have been obtained
by applying a geometric face registration based on manually
annotated eyes positions. Histogram equalisation was used to
normalise the registered face photometrically. The thresholds
in the decision making system have been determined based on
the Equal Error Rate criterion, i.e. where the false rejection
rate is equal to the false acceptance rate.

Table 2 contains a summary of the results obtained on the test
set. The values in the table indicate the Half Total Error Rates
(HTER), i.e. the average of false rejection and false acceptance
rates. In these experiments the XM2VTS database was used
for calculating the PCA and LDA projection matrices.

As one can see, in most of the cases a better performance is
achieved using the SVM method. The only exception is the
protocol configuration UA where the Normalised Correlation
is better. Although it is true to say that the SVM classifier is,
in general, more powerful, in these experiments it has been
slightly favoured because the image size and shape has been
optimised for its benefit. Better results than those reported
here can be obtained with Normalised Correlation if the ge-
ometric normalisation is optimised for this matching rule. As
we wanted to retain as many parameters as possible fixed for
all the matching methods, this inevitably degraded the perfor-
mance of some of them.

The outstanding performance of the SVM verification method
in configuration MC and G demonstrates that this particular
approach is particularly good either when the environmental
conditions under which the data is collected are controlled or
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E.D. N.C. SVM
FAR FRR HTER FAR FRR HTER FAR FRR HTER

MC
Original 14.90 12.56 13.73 14.81 12.44 13.62 2.18 6.92 4.55

PCA 15.77 17.82 15.19 16.73 14.87 15.80 2.60 9.36 5.98
LDA 13.65 12.56 13.11 10.67 11.67 11.17 0.58 11.03 5.80

MD
Original 16.63 17.56 17.10 16.54 17.56 17.05 4.49 12.60 8.54

PCA 17.21 17.82 17.52 20.00 19.49 19.74 3.56 17.44 10.50
LDA 19.81 19.87 19.84 13.37 13.21 13.29 1.25 17.44 9.34

MA
Original 16.73 18.33 17.53 16.73 17.95 17.34 6.03 14.33 10.18

PCA 15.38 16.92 16.15 15.87 18.46 17.16 4.62 19.62 12.12
LDA 20.96 22.44 21.70 11.25 11.28 11.27 2.88 20.64 11.76

UD
Original 22.02 23.33 22.68 22.12 23.08 22.60 5.77 34.90 20.34

PCA 21.44 23.21 22.32 20.19 22.56 21.38 4.81 43.08 23.94
LDA 27.40 26.28 26.84 20.58 21.41 20.99 1.92 62.44 32.17

UA
Original 26.35 27.05 26.70 25.58 27.05 26.31 6.79 41.35 24.07

PCA 28.85 29.36 29.10 24.04 27.31 25.67 5.87 53.33 29.60
LDA 31.25 33.21 32.23 18.56 19.10 18.83 2.69 66.41 34.55

P
Original 27.18 26.41 26.79 26.57 26.62 26.60 4.91 27.72 16.32

PCA 26.54 28.03 27.28 24.20 25.77 24.98 4.42 35.26 19.84
LDA 27.82 27.01 27.41 24.10 24.19 24.15 1.73 46.62 24.17

G
Original 16.06 17.05 16.55 16.03 17.14 16.58 4.83 3.65 4.24

PCA 14.58 15.34 14.96 17.18 17.44 17.31 4.10 5.13 4.62
LDA 22.88 24.79 23.84 11.67 11.62 11.65 2.82 7.65 5.23

Table 2. ID verification results on the BANCA test configurations using different methods of decision making (Euclidean Distance,
Normalised Correlation and Support Vector Machine) in different representation spaces. FAR: False Acceptance Rate, FRR: False
Rejection Rate and HTER: Half Total Error Rate

when the size of the data set used for training this decision rule
is reasonably large.

One interesting difference between SVM and NC methods is
the effect of the scenarios on the false rejection and false ac-
ceptance rates. In the NC case, when the performance de-
grades, both false acceptance rate and false rejection rate de-
grade in a balanced manner. In contrast, SVM seems to main-
tain the false acceptance rate relatively low in all scenarios.
The overall rate, expressed as Half Total Error Rate, dramati-
cally increases mainly because of a disproportionate increase
in the false rejection rate. The differences in the behaviour
of these two verification methods could be exploited in in-
tramodal fusion where expert diversity is the key pre-requisite
of any improvements in performance of a multiple expert sys-
tem. These results also demonstrate that projecting the image
data into the PCA and LDA spaces, does not improve the per-
formance of the system based on the SVM method.

In the next step, we wanted to investigate the effect of the
dimensionality of the representation space on the verification
performance. We used the French part of the BANCA database
for selecting the best representive features for different num-
ber of features, �. These subspaces were then used for the En-
glish data representation. The verification experiments were
repeated in each subspace. In the PCA space, the � eigen-
vectors corresponding to the largest eigenvalues were consid-
ered as the best �-dimensional axes. In the LDA space, we
applied sequential feature selection methods (SFS, SBS and
plusL-minusR) to select an optimum subset of the LDA fea-
tures. Figures 3-9 indicate the experiments results for the dif-
ferent BANCA configurations. In the left plots the results in

the PCA space were shown while the right one show the results
in the LDA subspaces using plusL-minusR method of feature
selection.

The results in the figures show the overall tendency for the
performance monotonically to improve as more features are
added. In most of the experiments the improvements in perfor-
mance are rapid initially, but the error rates then saturate and
very little benefit is gained from increasing the dimensional-
ity. Thus the main advantage of dimensionality reduction is
in reducing the size of the template which may be important in
some applications. It cannot be overemphasised that the mono-
tonicity behaviour is characteristic only for the experimental
design adopted here where the feature selection is based on
a fully independent data set comprising records of a differ-
ent population of subjects. When the dimensionality reducing
transformation is based on the same population of subjects as
that involved in testing, the performance versus dimensional-
ity curves often exhibit peaking and in such cases we can not
only reduce the storage required but also the verification sys-
tem performance.

5. CONCLUSIONS

We investigated the effect of representation on the Support
Vector Machine approach to face verification. The study in-
volved two conventional dimensionality reduction methods,
namely the Principal Component Analysis and the Linear Dis-
criminant Analysis which were compared with the raw im-
age space. The comparison was carried out using a recently
recorded multimodal biometric database of talking faces, known
as the Banca database. The two representation spaces were
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Fig. 3. HTER vs. the number of features (MC).
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(b) LDA

Fig. 4. HTER vs. the number of features (MD).
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Fig. 5. HTER vs. the number of features (MA).
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Fig. 6. HTER vs. the number of features (UD).
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Fig. 7. HTER vs. the number of features (UA).
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Fig. 8. HTER vs. the number of features (P).
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Fig. 9. HTER vs. the number of features (G).
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determined using a population of faces which was completely
independent of the set of subjects used in testing.

The results of the comparison showed that the SVMs are very
effective in extracting discriminatory information from any data
and therefore they are insensitive to the choice of represen-
tation. In other words, the performance in the original im-
age space defines a target which the dimensionality reduc-
ing representation asymptotically approach as the number of
bases increases. There are minor exceptions to this behaviour,
especially when the environmental conditions change signifi-
cantly. In such circumstance the LDA representation may de-
liver slightly better results. Nevertheless, overall, not much
gain in performance can be expected from projecting the face
data into a subspace. However, a dimensionality reduction can
be beneficial if constraints on the size of the template are im-
posed.
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ABSTRACT

We investigate two trainable methods of classifier fusion
in the context of intramodal and multimodal personal iden-
tity verification involving up to eight experts. The experts
exploit voice characteristics and frontal face biometrics.
The trainable fusion techniques studied are the Decision
Templates and Behavior Knowledge Space rules. As base-
line classifier combination methods, simple fusion rules
( Sum and Vote) which do not require any training are
used. The results of experiments on the XM2VTS data
base show that all four combination methods investigated
yield improved performance. The trainable fusion strate-
gies do not appear to offer better performance than simple
rules. For all of them, choosing the best strategy based on
the evaluation set performance is problematic.

1. INTRODUCTION

Automatic authentication of personal identity based on
biometrics has many commercial applications. They in-
clude security and surveillance where access to services,
buildings or files should be restricted to authorised indi-
viduals. However low risk applications of the technol-
ogy also exist, such as the retrieval of faces from video
and image databases, video annotation, computer log-
ging, mobile phone security and countless others.

As there are many biometric characteristics that distin-
guish individuals from each other, many different sensing
modalities have been developed. The most widely used is
the finger print, as there are very cheap sensors that can
acquire finger print signature. Other popular modalities
include face and voice as these can be acquired during a
normal means of communication and interaction between
man and machine. More sophisticated sensing techniques
exploit the unique pattern of the iris or the thermal sig-
nature of the human faced acquired by infrared camera.
These can be used successfully individually, as exempli-
fied by the successful iris scan system deployed in the
banking sector and currently tested for airport security.
Voice modality, on the other hand, is unique in its appli-
cability over a telephone link.

This work was supported by EU project Banca

Over the last five to ten years interest has been growing in
the use of multiple modalities to solve automatic personal
identity authentication problems. The motivation for us-
ing multiple modalities is multifold. In the first instance
different modalities measure complementary information
and by this virtue multimodal systems can achieve better
performance than single modalities. This is particularly
advantageous when the system combines relatively weak
or fragile modalities such as voice and face image. Al-
though speaker verification using clean speech is very ef-
fective and reliable, it degrades rapidly in noisy environ-
ments. Similarly, face recognition and verification is se-
riously affected by lighting conditions and by variations
in the subject’s pose in front of the camera. Finger print
systems, on the other hand, can be affected by humid-
ity. The advantage of multimodal approaches is that the
resulting systems are likely to be more robust to environ-
mental conditions. Moreover, in good conditions their
joint use should lead to significantly better recognition
and verification performance than what can be achieved
with single modality systems.

The design of multimodal biometric system raises a chal-
lenging problem of multiple modality fusion. How should
the outputs of the recognition/ verification experts based
on individual modalities be combined to achieve lower
error rates? Should we combine their soft outputs or is
it preferable to fuse hard decisions? Such issues have
been the key subject of interest in the series of workshops
on Audio and Video Based Personal Identity Authentica-
tion [5, 1, 6] and elsewhere [27, 22, 24]. For instance
Ben-Yacoub [3] and [4] demonstrated the potential im-
provements that can be made by combining voice and
face based biometrics in personal identity verification. In
[15] these two modalities were augmented also by face
profile. Prabhakar and Jain combined fingerprint biomet-
rics with other modalities in [23].

The general issue of fusion of multiple experts has also
been of interest to the pattern recognition, machine learn-
ing and neural network communities who have been study-
ing multiple classifier systems for more than a decade
[14]. The particular problem faced in fusing biometric
modalities is that frequently the performance rates of in-
dividual biometric subsystems are significantly different.
The modalities may outperform one another even by an
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order of magnitude. It is then pertinent to ask under what
circumstances a poorly performing expert can still pro-
vide useful information that leads to an overall improve-
ment in the system error rates. These issues have been
addressed by several authors (see e.g. [19]).

The aim of this paper is to investigate decision level fu-
sion methods in the context of combining multiple speech
and frontal face personal identity verification modalities.
The fusion task is difficult as the experts are not only
correlated, but also their performance levels differ by as
much as an order of magnitude. We study both simple
fusion rules which do not require any training, such as
sum and vote, and trainable classifier fusion strategies
represented by two fusion methods: Decision Templates
[18]; the Behavior Knowledge Space [11] method. The
goal of the comparison is to establish whether by train-
ing the fusion stage we can achieve better results than
with the simple rules. More over, it is also of interest to
know whether any of the techniques investigated behave
less chaotically than simple fusion rules which may not
necessarily produce better results than the best expert if
too many experts of highly diverse performance are com-
bined. It is also pertinent to ask whether the selection
of the best subset of experts to combine can reliably be
made on the evaluation set (a set independent from the
training and test sets). We shall also explore the merits
of intromodal fusion, where multiple experts of a single
modality only, in our case frontal face, are combined to
improve performance.

Through extensive experiments on the XM2VTS data base
using the Lausanne protocol we find that all four combi-
nation methods investigated yield improved performance.
It would appear that trainable fusion strategies do not nec-
essarily offer better performance than simple rules.

The paper is organised as follows. In the next section
we outline the fusion methods investigated. In Section 3
we briefly describe the individual single modality experts
developed to solve the problem of personal identity ver-
ification and define the experimental set up. The results
of the comparative study and the findings are presented in
Section 4. In Section 5 we focus on a frontal face modal-
ity alone. The results of intramodal fusion are presented
in Section 6. Finally, in Section 7 the paper is drawn to
conclusion.

2. FUSION METHODS

We consider the task of personal identity verification as
a two class pattern recognition problem where pattern Z
(either speech or face image input) is to be assigned to
one of the 2 possible classes � � � � 	 �  . Let us assume
that we have L classifiers, each representing the given
pattern by some measurement vector. Denote the mea-
surement vector used by the � � � classifier � � .

Decision Templates: In the simple fusion rules such as
Sum and Vote the final decision is based on the amount
of support received for each class separately from each of

the experts. In the Decision Templates approach proposed
in [18] the support of all the experts for all the classes
jointly is taken into account in making the final decision.
This joint representation of expert outputs is captured by
the Decision Profile matrix

� � � � �
�����
�

� ! ! " " " � ! � " " " � ! )" " " " " " " " " " " " " " "� � ! " " " � � � " " " � � )" " " " " " " " " " " " " " "� , ! " " " � , � " " " � , )

/ 1111
2 (1)

Each entry
� � � of the decision profile matrix represents

the ’degree’ of support given by the classifier � to the hy-
pothesis that

�
comes form class � � . This support can

be expressed in terms of the class aposteriori probability3 � � � 6 � � �
, or a score value of a classifier confined to the

range 7 8 � 	 : .
For an unknown pattern

�
the fusion rule then compares

the Decision Profile
� � � �

with class specific templates� ? A � C � each of which defines a representative target ma-
trix for the respective class. They are obtained by the
means of training, based on a representative data set D �E � F � � � � H � 	 � " " � L � � � 	 � " " � O Q of cardinality O . In
our study the training is performed using an evaluation
set which is distinct from the set used for the training of
the individual experts. Let R � � an indicator of the class
membership of pattern � F � � �

taking values

R � � � U 	 � X � F � � � Z � �8 � X � F � � � Z � [ � ] _� � (2)

Then the trained decision template
� ? A � D � � 7 a � F b : for

class � can be defined in terms of its matrix elements a � F b
as

a � F b � c de g i j e A k l m o p l q � r tc de g i j e A (3)

Thus the decision template
� ? A

for class � � is the aver-
age of the decision profiles of the elements of the train-
ing set D from class i. When pattern

�
is submitted for

classification the Decision Template scheme matches the
decision profile

� � � �
to

� ? A � � � 	 " " " v
and produces

the soft class labels: w � � � � � x � � ? A � � � � � �
where x

is interpreted as a similarity measure. In our experiments
we used the Euclidean distance as a similarity measure.

Behavior Knowledge Space: The Behavior-Knowledge
Space (BKS) method proposed by Huang and Suen [11]
also considers the support from all the experts to all the
classes jointly. However, the degree of support is quanti-
fied differently than in the Decision Templates approach.
Here the decisions y � � of experts � � 	 � " " " � L regard-
ing the class membership � � � � � 	 � " " " � v

of pattern
�

are mapped into an L dimensional discrete space and the
BKS fusion rule is defined in this space. In order to be
more specific, let us designate the decision of the � � � ex-
pert about pattern

�
by } � � � �

which can be expressed
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as

� � � � � 	 �  � � � � �
� � � � � � � � � � �

(4)

Thus � � � � �
assumes integer values from the interval ! " $ % & .

The combination of the decision outputs � � � � � $ ' 	 " $ * * * $ -
defines a point in the - -dimensional discrete space, re-
ferred to as the Behavior Knowledge Space (BKS). We
can consider each point in this space to index a bin (cell).
The BKS fusion rule then associates a separate consen-
sus decision with each of the bins in the BKS space. The
class with the greatest number of votes in each bin is cho-
sen by the BKS method. In our experiments we consid-
ered different weights for the two different classes based
on the class a priori probabilities. Thus for each combina-
tion of classifiers we divided the number of occurrences
of each class by the respective numbers of samples in set

. .

3. EXPERIMENTAL SET UP

We conducted our experiments in decision level fusion of
biometric modalities in personal identity verification on
the XM2VTS database [2]. It is a multimodal database
consisting of face images and speech recordings taken of
295 subjects at one month intervals. The Lausanne proto-
col [21] splits randomly all 295 subjects into 200 clients,
25 evaluation impostors and 70 test impostors. The eval-
uation set contains 600 client shots (200 clients x three
shots), and 40000 imposter cases(25 impostors x 8 shots
x 200 clients). The test set contains 400 client shots (200
clients x 2 shots) and 112000 imposter cases (70 impos-
tors x 8 shots x 200 clients).

In the experiments described here we use 14 different ex-
perts, two of which are speech experts. All frontal face
verification methods use manually registered face images
which are then photometrically normalised. Five of the
face experts were designed at the University of Surrey.
They confirm or reject the claimed identity in the Fisher
subspace derived using the Linear Discriminant Analysis.
The LDA projection maximises the ratio of between class
and within class scatters. In the face recognition or face
verification application scenarios the within class covari-
ance matrix is invariably rank deficient, as the number of
training images is normally lower than the dimensionality
of the image data. For this reason the Linear Discriminant
Analysis is performed in a Principal Component Analy-
sis (PCA) subspace associated with the nonzero eigen-
values of the mixture covariance matrix. In this subspace
the LDA axes are known to perform pre-whitening of the
within class covariances. In other words, the within class
covariance matrix becomes an identity matrix.

Although in this situation the Euclidean metric should be
an ideal criterion for measuring the similarity between
probe and model images, we found that normalised cor-
relation yielded better results [20, 12]. The normalised
correlation projects the probe vector onto the mean vector
of the claimed client identity, emanating from the origin.
It effectively uses just one dimensional space onto which

the test data is projected. The magnitude of projection is
normalised by the length of the mean and probe vectors.

The best performance in the Fisher subspace was achieved
using a data dependent gradient metric which adapts the
direction in which the distance between the probe and the
template is measured according to the local configuration
of other clients. These clients are considered as represen-
tatives of potential imposters and therefore they can be
viewed as samples of the impostor distribution. The data
dependent metric is defined by the gradient direction in
the corresponding client and imposter aposteriori proba-
bility functions [16].

In all cases the claimed personal identity is accepted if
the appropriate score (distance or correlation coefficient)
is within a prespecified threshold. The threshold is deter-
mined experimentaly by computing the Receiver Operat-
ing Characteristics (ROC) curve on the evaluation set and
selecting the equal error rate operating point (equal false
rejection and false acceptance rates).

In summary, the five University of Surrey experts make
decisions about the claimed identity of the probe face im-
age in the LDA space. Expert 1 computes the normalised
correlation between the two vectors. Expert 2 measures
the distance between the probe vector and the clients tem-
plate using the Euclidean metric. Expert 9 performs the
comparison between the projected probe and template im-
ages in the one dimensional subspace of the LDA space
defined by the gradient direction. Expert 10 and Expert
11 use the same decision making scheme as Expert 1 and
Expert 2 respectively, but they deploy slightly different
geometric normalisation.

Three face experts were implemented by the Catholique
Université of Louvain la Neuve. One of the experts im-
plemented the normalised correlation method. Although
the algorithm is essentially the same, minor variations
in the way the geometric and photometric normalisations
were performed and in the computation of the LDA sub-
space resulted in slight differences in performance be-
tween this Expert 12 implementation and Expert 9. The
other two experts are based on the probabilistic matching
method of Moghaddam et al [17]. The method models
the difference between a probe and the client template by
a combined intrapersonal and imposter distributions with
the former defined in the PCA space and the latter in the
PCA space complement. The two implementations, Ex-
pert 13 and Expert 14, differ by the photonormalisation
technique employed at the preprocessing stage.

Expert 5 to Expert 7 were developed by the Aristotle
University of Thessaloniki and Expert 8 by the University
of Sydney. Their details are available from [2].

Expert 3 and Expert 4 are based on speech and have
been developed by IDIAP [4].

The threshold for each expert was selected so that the
false acceptance and false rejection error rates obtained
on the evaluation set are equal. Next, using these thresh-
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Set Error Expert Expert Expert Expert
type 1 2 3 4

Eval. H 5.366 3.500 0.615 0.090
C 5.367 3.500 0.830 0.170
I 5.365 3.500 0.400 0.010

Test H 7.185 3.105 4.205 0.740
C 6.750 2.750 7.000 0.000
I 7.620 3.460 1.410 1.480

Set Error Expert Expert Expert Expert
type 5 6 7 8

Eval. H 7.995 8.165 8.170 12.925
C 8.000 8.170 8.170 13.000
I 7.990 8.160 8.170 12.850

Test H 7.055 7.510 7.310 12.940
C 6.000 7.250 6.500 12.250
I 8.110 7.770 8.120 13.630

Table 1. Classification error rates of the single experts.
H, C and I denote half total, client and impostor error
rates.

old values we measured the client and imposter error rates
and their average on the test set.

The strength of the first eight individual experts which
have been used in multimodal experiments can be gleaned
from the single expert results in table 1. We note that Ex-
pert 4 is the best expert overall. The test set results con-
firm the superiority in performance of this expert. How-
ever, in general, the ranking of experts according to their
performance on the test set is not necessarily consistent
with the ranking obtained on the evaluation set.

When fusing the available experts we have the choice of
combining any subset of them. The number of experts
combined, L, could range from 2 up to 8. For each value
of L we find the set of experts that performs best on the
evaluation set and record the winning combination of ex-
perts. The same combination is then evaluated on the test
set. We repeat this experiment for all four fusion rules
described in Section 2. The results of the experiments are
presented and discussed in the next section.

4. MULTIMODAL FUSION RESULTS

In this section we conduct multimodal fusion experiments
involving the first eight experts. Let us first focus on the
baseline fusion rules Sum and Vote. As the two speech
experts perform very well on the evaluation set, one would
expect them to be picked up as the component classifiers
for the combined system. In fact this combination does
appear in all the best configurations with the exception
of the best pair selected for fusion by the Sum rule. We
notice from Table 2 that although Expert 1 has a lower
performance than Expert 2, it is preferred by both com-
biners, Sum and Vote. It is consistently selected along
with the two speech experts. Actually Sum selected Ex-
pert 1 and Expert 4 (SpeechB) for all values of L. This

confirms that we should not be looking for the best single
expert to combine but the most complementary ones.

Sum

Number of Experts and Their Combination
2 3 4 5 6 7

14 134 1348 12348 123468 not 7

0.09 0.09 0.09 0.09 0.12 0.17

Vote

Number of Experts and Their Combination
2 3 4 5 6 7

34 134 1348 12348 123478 not 5

0.09 0.09 0.10 0.10 0.49 1.17

Behavior Knowledge Space

Number of Experts and Their Combination
2 3 4 5 6 7

34 247 2478 24678 234678 not 8

0.0084 0.0084 0.0005 0.0001 0.0001 0.0001

Decision Templates

Number of Experts and Their Combination
2 3 4 5 6 7

45 234 2345 12345 123478 not 5

0.0087 0.0087 0.0075 0.0087 0.0087 0.0112

Table 2. The equal error rate of the best mixture of ex-
perts obtained on the Evaluation Set. The mixture of ex-
perts is indicated by their ID codes. To obtain expert
names from their ID codes, refer to Section 3.

The test set fusion results obtained with the best combi-
nations of experts for Sum and Vote are shown in Table
3. Overall, we can see that, initially, for small number of
experts ( � � � ) Sum is best. As the number of experts
increases Vote is better than Sum, but for � � 	 Sum out-
performs Vote. However, we fail to observe a monotonic
improvement of both fusion strategies.

Not surprisingly, Expert 4 (SpeechB), the best single ex-
pert, is always selected as one of the experts to be fused.
For the Sum rule, the performance for the combinations
of � � 	 experts on the evaluation set in Table 2 is mono-
tonically improving but for � � 	 it starts to deteriorate.

For the Vote rule the evaluation set yields the highest per-
formance rate when � � � or � � � . Considering the
largest L, the best component experts would be Expert
1, Expert 3 (SpeechA) and Expert 4 (SpeechB). Based
on the test set results we find that Vote fails to yield the
best performance at � � � or � . Its performance peaks
when � � � and 	 , which would not be considered given
the information provided by the evaluation set. Hence,
looking at the Vote rule performance at � � � , we note
from Table 3 that it is lower than that of the Sum rule.

Although Vote outperforms Sum when a higher number
of experts are combined, i.e. � � � or 	 , this conclusion
is made only retrospectively from the test set results. If
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the design is based on the evaluation set, Vote fails to
outperform Sum on the test set.

Sum

Number of Experts and Their Combination
2 3 4 5 6 7 8

H 0.69 0.62 0.56 0.56 0.57 0.60 0.82
C 0.25 0.00 0.00 0.00 0.00 0.00 0.00
I 1.14 1.24 1.12 1.13 1.14 1.20 1.64

Vote

Number of Experts and Their Combination
2 3 4 5 6 7 8

H 2.66 0.79 0.45 0.45 0.71 0.83 2.82
C 5.25 1.50 0.75 0.75 0.00 0.00 2.25
I 0.07 0.07 0.15 0.15 1.42 1.66 3.40

Behavior Knowledge Space

Number of Experts and Their Combination
2 3 4 5 6 7 8

H 0.68 0.57 0.56 0.49 0.50 0.68 0.75
C 0.25 0.00 0.00 0.00 0.00 0.25 0.50
I 1.12 1.14 1.12 0.98 1.00 1.12 1.00
A 0.68 0.04 0.03 0.03 0.02 0.02 0.02

Decision Templates

Number of Experts and Their Combination
2 3 4 5 6 7 8

H 0.72 0.73 0.73 0.73 0.72 0.72 0.72
C 0.00 0.00 0.00 0.00 0.00 0.00 0.00
I 0.34 1.45 1.45 1.45 1.44 1.43 1.43
A 0.17 0.72 0.71 0.71 0.71 0.71 0.71

Table 3. The Test Set error rate of the best mixture of
experts selected using the evaluation set. H, C, I and A
denote half total, client, impostor and aposteriori error
rates.

Let us now turn our attention to the trainable strategies,
namely Decision Templates and the Behavior Knowledge
Space method. We note that on the evaluation set the De-
cision Templates combination is always significantly bet-
ter than the best single expert. However, with the number
of experts increasing, the performance of the combined
systems exhibits some stochasticity. This applies also to
the performance of Decision Templates on the test set but
regrettably there is a very little correlation between the
respective fluctuations on these two sets. Although the
performance on the test set is never worse than the best
single expert rate, the improvement is not significant.

Similar behaviour was exhibited by the Behavior Knowl-
edge Space. On the evaluation set the error rates for
the best combinations of experts were significantly bet-
ter than that for the best single expert. Most importantly,
the improvements, as a function of the number of ex-
perts fused, are monotonic, but flat. However, these per-

EXPERT EVALUTION SET TEST SET

Expert 9 2.17 2.85
Expert 10 3.54 3.10
Expert 11 11.20 8.85
Expert 12 3.89 3.32
Expert 13 5.57 4.66
Expert 14 4.71 3.86

Table 4. Half total error rates of individual experts on the
Evaluation set and Test set in %

formance gains and monotonic properties do not prop-
agate to the test set. It appears that as we are adding
more experts to reduce variance, we may be including
experts which inject additional ambiguity in the output of
the multiple classifier system. Thus any gains in reduced
variance will have to be weighed against potential losses
due to increased ambiguity. This raises a serious method-
ological question of how to decide when the fusion of
more experts starts being counterproductive.

Recalling the results on the evaluation set obtained with
the sum rule, as a suitable cut off point on � we could
take the largest value of � up to which the evaluation set
improvements are monotonic. This strategy leads to good
fusion architectures for most of the rules tested.

The best combined system aposteriori performance is also
shown in the tables. It suggests that on the given test set
we could achieve a further improvement of an order in
magnitude. This could perhaps be achieved by design-
ing the fusion system using the leave-one-out procedure.
This will be investigated in future.

5. INTRAMODAL FUSION

The strength of the individual experts used in this in-
tramodal fusion study involving Experts 9-14 can be gleaned
from the single expert results in Table Table 4. They are
expressed as the half total error rates (HTER) of client
acceptance and impostor rejection. We note that Expert
9 is the best expert overall. The test set results confirm
the superiority in performance of this expert. It is also
interesting to note that the test set error rate using ex-
pert Expert 9 is about � times better than the error rate
achieved by the worst expert, Expert 11.

The choice of these experts is interesting because of the
strong correlations between some of them. For instance,
all the client errors of Expert 9 are included in Expert
11. This poses a challenging problem for the fusion meth-
ods and our goal is to investigate, how well they can cope
in such circumstances.

When fusing the available experts we have the choice of
combining any subset of them. The number of experts
combined, L, could range from 2 up to 6. For each value
of L we find the set of experts that performs best on the
evaluation set and record the winning combination of ex-
perts. The same combination is then evaluated on the test
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set. We perform this experiment for the two fusion rules
described. The results of the experiments are presented
and discussed in the next section.

6. RESULTS OF INTRAMODAL FUSION

In Table 5 and Table 6 we can see the evaluation set re-
sults achieved using the Decision Template and the BKS
method. Note that on the evaluation set the Decision Tem-
plates combination is never better than the best single ex-
pert. With the number of experts increasing, the perfor-
mance of the combined systems peaks at 3 experts and
then starts decreasing, dropping below the best single ex-
pert level significantly. This applies also to the perfor-
mance of Decision Templates on the test set, with the
combined rate exceeding that of the single best expert
only for the combinations of 3 and 4 experts respectively.
The improvement of the best combination over the sin-
gle best expert is not significant. The performance on the
test set is shadowed by the aposteriori best performance
which shows that the selection of combinations on the
evaluation set is reliable.

In contrast the Behavior Knowledge Space method deliv-
ered excellent performance in all respects. On both the
evaluation and test set the error rates for the best combi-
nations of experts were better than that for the best sin-
gle expert in all cases. Most importantly, the improve-
ments, as a function of the number of experts fused, are
monotonic, with one exception only. Thus the best per-
formance is obtained by the highest number of experts
combined. In the case of the evaluation set the improve-
ments are flat. However, the performance gains on the test
set are worth while even when adding the last to the set
of five. This brings the best combined system error rate
down to 1.51%. For any number of experts the best com-
bined system performance is mirrored by the best apos-
teriori performance which confirms that we achieved the
best designs possible.

N. experts DT BKS

2 2.98 2.08
3 2.49 1.85
4 3.54 1.79
5 3.88 1.66
6 4.19 1.57

Table 5. DT and BKS: Equal error rates on the Evalua-
tion set in %

One of the most important findings is the quasi mono-
tonicity behavior of the BKS method on the intramodal
face expert data. This is quite surprising for a number of
reasons. First of all we know that some of our experts are
highly correlated. Second, the average error rates of the
experts differ by a considerable margin. It appears the the
BKS classifier combination method is coping very well
with both difficulties. This is consistent with the theo-
retical analysis of the decision level fusion rules reported

N. experts DT BKS

2 12.21 2.61
A POSTERIORI 12.21 2.61

3 2.3 2.22
A POSTERIORI 2.3 2.22

4 2.72 2.32
A POSTERIORI 2.20 1.95

5 3.40 1.92
A POSTERIORI 3.40 1.81

6 3.76 1.51
A POSTERIORI 3.67 1.51

Table 6. DT and BKS : Half total error rates on the Test
set in %

in [10] which showed that the improved performance of
multiple classifiers derived from the increased resolution
of the combined decision output space of the fused com-
ponent classifiers.

7. CONCLUSIONS

In this study we investigated the Behavior Knowledge
Space [29] and Decision Templates [18] methods of clas-
sifier fusion in the context of multimodal and intramodal
personal identity verification. The two fusion rules have
been compared to simple combinations rules, namely sum
and vote which do not require any training. The multi-
modal study involved eight experts, two exploiting voice
characteristics and six using the frontal face biometrics.
The decision level fusion task in this application domain
is difficult as the diverse experts are not only correlated,
but also their performance levels differ by as much as
an order of magnitude. The goal of the comparison was
to establish whether by training the fusion stage we can
achieve better results than with the simple rules. More
over, it was also of interest to know whether the two tech-
niques investigated would behave less chaotically than
simple fusion rules which do not necessarily produce bet-
ter results than the best expert if too many experts of
highly diverse performance are combined. It was also of
interest to find out whether the selection of the best subset
of experts to combine can reliably be made on the eval-
uation set (a set independent from the training and test
sets).

Through extensive experiments on the XM2VTS data base
using the Lausanne protocol we found that all four com-
bination methods investigated yielded improved perfor-
mance. No strong evidence has been found to support
the hypothesis that trainable fusion strategies offer better
performance than simple rules.

A similar study was then conducted using six intramodal
experts exploiting the frontal face biometrics. The ex-
perts are not only correlated, but also their performance
levels differ by as much as a factor of three.

In this experiment we found that the Behavior Knowledge
Space fusion strategy achieved consistently better results
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than the Decision Templates method. Most importantly,
it exhibited quasi monotonic behavior as the number of
experts combined increased. This is a very important
conclusion of the study, as it means that by adding ex-
perts, the performance of the multimodal system will not
be degraded. This avoids the need to select a subset of
experts to optimise performance. We also demonstrated
that for a sufficient number of experts combined the opti-
mal configuration selected on the evaluation set was also
aposteriori optimal on the test set.
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ABSTRACT 

NIST has coordinated annual evaluations of text-
independent speaker recognition since 1996.  These 
evaluations aim to provide important contributions to the 
direction of research efforts and the calibration of technical 
capabilities.  They are intended to be of interest to all 
researchers working on the general problem of text-
independent speaker recognition. 

The evaluations have focused primarily on speaker 
detection in the context of conversational telephone speech.  
The evaluations are designed to foster research progress with 
the objectives of exploring promising new ideas in speaker 
recognition, developing advanced technology incorporating 
these ideas, and measuring the performance of this 
technology. 

Evaluation participants have included commercial, 
academic and governmental research laboratories from around 
the world.  This paper reviews how NIST assesses speaker 
recognition systems through our series of benchmark 
evaluations, focusing on the 2002 NIST Speaker Recognition 
evaluation. 

1. INTRODUCTION 
The National Institute of Standards and Technology (NIST) 
Speech Group has been coordinating evaluations of language 
technologies since 1987.  From the early days of speaker 
dependent Resource Management automatic speech 
recognition tests [1], where the task was to perform speech-to-
text of read sentences modelled after a navel resource 
management task such as: “Show me the maximum speed for 
vessels in the Bering Strait”, to the current more complex 
tasks of speaker independent speech-to-text combined with 
meta-data extraction from a continuous audio stream [2], 
assessment was recognized as a primary activity for driving 
the technology forward. 

By providing explicit evaluation plans (which specify the 
evaluation protocols), common tests sets, standard 
measurements of error, tools for data manipulation and a 
forum for openly discussing algorithm successes and failures, 
NIST has led the way in providing a series of benchmark tests 
for automatic speech recognition, language identification, 
topic detection and tracking, automatic content extraction, 
spoken document retrieval, machine translation and speaker 
recognition. 

NIST serves the role of coordinating the speaker recognition 
(and other) evaluations.  NIST designs the tests for local 
implementation by all participants.  Only their results are 
returned to NIST for scoring.  The reported results are not to 
be construed, or represented, as endorsement of any 
participant’s system, or as official findings on the part of NIST 
or the U.S. Government. 

2. SPEAKER RECOGNITION TASKS 
Four types of tasks have been included in some of the annual 
NIST Speaker Recognition evaluations.  

� One-Speaker Detection:  Task is to determine 
whether a specified speaker is speaking in a given 
single-channel segment of speech. 

� Two-Speaker Detection:  Task is to determine 
whether a specified speaker is speaking in a given 
summed two-channel segment of speech. 

� Speaker Tracking:  Task is to perform speaker 
detection as a function of time.  Systems are 
required to identify the time intervals (if any) in 
which a known speaker is speaking in a summed 
two-channel segment of speech. 

� Speaker Segmentation:  Task requires a system to 
perform speaker clustering. All segments of speech 
must be associated with one or more unknown 
speakers. 

Of these four tasks, it is the one-speaker detection task that has 
been a part of each evaluation and is the one most central to 
biometric identification using speech.  Recent evaluations 
have introduced a variant of the one-speaker detection task, 
referred to as the “extended data” test.  It should be noted that 
although it is a different test, the assessment procedures 
remain the same. 

While the other three tasks (two-speaker detection, speaker 
tracking, and speaker segmentation) have had an important 
place in NIST Speaker Recognition evaluations, they are not 
discussed here. 

2.1 One-Speaker Detection 
This is the basic speaker recognition task that has been part of 
all the NIST Speaker Recognition evaluations.  The task is to 
determine whether a specified speaker is speaking in a given 
single-channel segment of mu-law encoded telephone speech.  
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The hypothesized speakers are always of the same sex as the 
segment speaker (the speaker in the test segment). 

The task each year consists of a sequence of trials; the main 
one-speaker test in 2002 had about 39,000 trials.  A trial 
consists of a single hypothesized speaker and a specific test 
segment.  The system is required to make an actual decision 
(true or false) on whether the specified speaker is present in 
the test segment. Along with each actual decision systems are 
required to provide for each trial a likelihood score indicating 
the degree of confidence in the decision.  A trial where the 
hypothesized speaker is present in the test segment (correct 
answer true) is referred to as a target trial.  Other trials (correct 
answer false) are referred to as impostor trials or non-target 
trials. 

The actual decisions and likelihood scores are used as the 
basis for evaluating system performance. 

2.2 The Extended Data Task 
In 2000, George Doddington [3] suggested a radically 
different approach to the one speaker detection, which later 
became known as the “ extended data”  task.  Doddington 
observed that people do a better job of detecting those with 
whom they are quite familiar than those they do not know 
well.   They become accustomed to the speaking habits and 
idiosyncrasies of those they know well.  He suggested making 
use of idiolectal characteristics of speakers for whom 
considerable transcribed speech data was available. 
Doddington showed that by using the available manual 
transcripts of the Switchboard 1 corpus, one could make use 
of the word patterns – specifically the common unigrams, 
bigrams, and trigrams – of individual speakers for detection 
purposes.  

In 2001 the first extended data task was offered as a dry-run 
evaluation.  The underlying task is the same as the one-
speaker detection task with the only differences being the 
amount of data used to train a speaker model, the duration of 
the test segments, and a provision encouraging the use of 
automatic speech recognition transcripts, supplied for all of 
the training and test data.  

After a successful dry-run evaluation using the original release 
of Switchboard, a formal extended data evaluation was offered 
in 2002, using two phases of Switchboard II (phases 2 and 3). 

3. DATA 
The primary data sources for the NIST Speaker Recognition 
evaluations have been the Switchboard Corpora of 
conversational telephone speech collected over the last decade 
by the Linguistic Data Consortium (LDC).  These all involve 
five to ten minute conversations between two speakers.  The 
speakers are paired and assigned a conversational topic by an 
automatic system.  They are recruited adults generally paid 
nominal fees for their participation.  Speaking on-topic has 
sometimes been optional.  The collections of Switchboard 
(SWBD) are documented in Table 1. 

3.1 Training Data 
Each evaluation test kit includes training data for every 
hypothesized speaker (referred to as model speakers).  
Through the course of the evaluations the amount of training 
data has generally remained at two minutes per model speaker.  
Early evaluations were designed to examine how varying the 
training data affects performance.  These tests revealed that a 
large performance gain was achieved as the training data 
became more varied, either by including data from more than 
one conversation, or more than one telephone handset.  These 
tests also showed that, not surprisingly, more training data 
(more than 2 minutes) also improves performance, but to a 
lesser degree. 

Catalog # Title 
Conversations 

/Speakers 
Attributes 

LDC97S62 SWBD I 4870 / 543 U.S.A. 

LDC98S75 
SWBD II 
phase 1 

3702 / 661 Mid-Atlantic 

LDC99S79 
SWBD II 
phase 2 

4575 / 684 Mid-West 

LDC2002S06 
SWBD II 
phase 3 

2728 / 640 South 

LDC2001S13 
SWBD 

cellular 1 
1309 / 254 

East Coast 
GSM dominate 

not available 
SWBD 

cellular 2 
2020 / 419 

East Coast 
varied transmissions 

Table 1: The Switchboard Corpora, all two-channel mu-law 
encoded data of conversational telephone speech in American 
English, available from the LDC [4]. 

 

3.1.1 One-speaker detection training 

Since 2000, training data for the NIST Speaker Recognition 
evaluations has been “ one-session”  training, where two 
minutes of training data is supplied from one single 
conversation.  This choice has the benefit of using fewer 
conversations for training speaker models, and therefore more 
conversations are available for testing.   See section 5.5.1, 
Training Conditions, for performance by varying training 
conditions. 

In all of the NIST Speaker Recognition evaluations, training 
data has been created by concatenating consecutive turns of 
speech of the model speaker.  Areas of silence are removed.  
The training data is taken from the tail end of a conversion, 
which may contain more natural conversational speech, 
avoiding the sometimes-awkward introductions that occur 
when two strangers are conversing for the first time. 

3.1.2 Extended Data training 

The extended data task has sought to use higher levels of 
information for speaker recognition.  Whole conversation 
sides were used to train each hypothesized speaker. There 
were five training conditions, differing only by the number of 
conversation sides used to train each speaker model (1, 2, 4, 8, 
or 16).   

Systems were allowed to use both the acoustic data and the 
NIST supplied ASR transcripts [5] to train each speaker 
model. 
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3.2 Test data 
The first few NIST Speaker Recognition evaluations contained 
tests segments of fixed durations (3, 10 and 30 seconds 
lengths). These evaluations confirmed the intuitive 
expectation that longer test segments improve performance, 
and also established benchmarks for the amount of 
improvement. 

3.2.1 One-speaker detection test data 

Since 1999, NIST has supplied random length test segments 
that varied from just a few seconds up to one minute, but 
averaged about thirty seconds over the entire test set.  They 
have been selected by choosing a minute from a conversation 
and concatenating the turns of each speaker within that minute 
into two separate test segments, one per channel.  As with the 
training segments, areas of silence are removed and whole 
turns are included to the extent possible.  No more than one 
test segment is created from each conversation side, and no 
test segments come from conversations that were used for 
training data. 

3.2.2 Extended Data test data 

A test segment for the extended data task has consisted of one 
whole conversation side. 

In order to maximize the use of the limited data, a jackknifing 
procedure was used to make use of all the conversation sides 
as test segments with multiple models trained for each speaker 
using 1, 2, 4, 8 or 16 sides as a speaker’s training data.  For 
each training condition (number of sides), all of a speaker’s 
conversation sides were used as a test segment exactly once. 

3.3 Test Trials 
A system is tested on each trial, and each test is made 
independently of all others.  That is, the system under test 
must make its decision with knowledge only of the 
hypothesized model speaker and the test segment.  
Normalization over multiple test segments, or multiple model 
speakers, is not allowed. 

3.3.1 One-speaker test trials 

In general, each test segment is used in eleven separate trials, 
one of which is a target trial with the segment speaker being 
the model speaker.  The other ten model speakers are selected 
from among all model speakers of the same sex as the segment 
speaker.  This 10 to 1 ratio of impostors to target trials is NOT 
intended to reflect what is likely in an actual application 
environment.  It does, however, serve to approximately 
minimize the variance of the primary metric discussed in 
section 4. 

3.3.2 Extended data test trials 

A given number of conversation sides are used as training for 
a model speaker (either 1, 2, 4, 8, or 16).  Each remaining 
conversation side for the model speaker is tested only once for 
a given training condition.  There are four non-target trials per 
speaker model, two of which are cross gender trials. 

4. ASSESSMENT REPRESENTATION 
The two types of errors that can occur in a detection task are 
denoted as missed detections and false alarms.  The miss rate 
(PMiss|Targ) is the percentage of target trials decided incorrectly.  
The false alarm rate (PFA|NonTarg) is the percentage of impostor 
trials decided incorrectly.  These error probabilities are 
determined from a system’s actual decisions. 

NIST has chosen to use a cost function defined as a weighted 
sum of the two types of errors as the basic performance 
measure.  This cost, referred to as the CDet cost, is defined as: 

 CDet = (CMiss * PMiss|Targ * PTarg) + (CFA * PFA|NonTarg * PNonTarg) 

The required parameters in this function are the cost of a miss 
(CMiss), the cost of a false alarm (CFA) and the a priori 
probability of a target speaker (PTarg).  PNonTarg is then defined 
to be 1-PTarg. 

For assessing speaker recognition systems, NIST has been 
using the following parameters: CMiss=10, CFA=1, PTarg=0.01. 

Unlike the 10 to 1 ratio used in defining the target to impostor 
trials that doesn’t reflect any application use, a 10 to 1 penalty 
rate for misses over false alarms may be realistic for many 
applications.  One advantage of this type of error metric 
formulation is that the test data need not resemble the intended 
application data in terms of target richness. 

It is realistic to expect that a system without any knowledge of 
the speakers should have an expected cost of one.  Such a 
system would either always decide that a trial was the target or 
conversely it would always decide that the trial was not the 
target.  For the parameters that NIST has used, such a system 
that decided false for every trial, incurring a miss for all target 
trials, would be given a CDet value of 0.1.  While a system that 
decided true for every trial, incurring a false alarm for all non-
target trials, would be given a CDet value of 0.99.  Therefore 
NIST has normalized the CDet cost by the factor 0.1. Thus, a 
single number represents the CDet cost. 

More informative is a representation that shows all operating 
points for the system rather than just one.  All operating points 
can be determined because each system is required to output a 
likelihood score with each decision of true and false.  NIST 
produced scoring software [6] sweeps through these 
likelihood scores varying the threshold for whether the system 
would have chosen an actual decision of true or false, 
producing all possible operating points. 

NIST has been using a variant of the popular receiver 
operating characteristic (ROC) curve as suggested by Swets 
[7], where the two types of error are plotted on the x and y 
axis using a normal deviate scale.  NIST has termed this 
representation a detection error tradeoff (DET) curve [8].  
DET curves have the key property that if the underlying 
distributions of scores for both targets and non-target trials are 
gaussian, then the resulting performance curve is a straight 
line.  DET plots make it easier to view the separation between 
systems that are approaching very good performance.  In the 
NIST evaluations the performance curves have almost always 
been close to linear. 
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Since the actual decision operating point is a particular point 
on the DET curve, this point can be plotted with a special 
symbol.  One other point that NIST often plots on the DET 
curve is the point where the system has the lowest CDet value.  
NIST refers to this operating point as the minimum CDet point. 

The second view of error that NIST uses is in the form of 
stacked bar charts.  The stacked bar charts are used to show 
what portion of the CDet value is due to miss detections and 
what portion of the value is due to false alarms.  This is shown 
for both the actual decision and minimum CDet points. 

Examples of each, a DET curve and stacked bar chart, are 
shown in figures 1 and 2. 

 
Figure 1: Example DET Curve showing speaker recognition 
performance.  The Actual Decision CDet value is marked with 
a diamond, and the Minimum Cost CDet value is marked with a 
circle. 

 
Figure 2: Example Stacked Bar Chart showing the error 
distributions of missed detections and false alarms of the 
Actual Decision CDet and Minimum Cost CDet. 

5. ASSESSING EVALUATION RESULTS 
A given test for a NIST speaker recognition task usually 
contains hundreds of speakers, with each speaker being used 
for several target and non-target trials.  Although NIST reports 
results for the entire test set, which may demonstrate 
robustness of the systems over a variety of conditions, we also 
perform conditional analyses over subsets of the evaluation 
data to more closely analyze factors that affect performance. 
Some of these conditional analyses are described below, 
where we describe the conditional analysis using results from 
the most recent evaluations. 

5.1 Primary Condition 
The evaluation plan explicitly states the primary condition of 
interest.  This condition consists of a subset of all trials. Over 
the evaluation series, the primary conditions have focused on a 
variety of conditions.  It is important to define the primary 
condition before the evaluation test data is created, because 
this gives NIST a chance to tailor the test kit to include the 
primary condition in large numbers of trials and speakers.  For 
instance, in 1998 the primary condition was defined to be 
“ same number tests from electret handsets” . Since 
participations received phone calls at a single number (usually 
at home or at work) and they were required to initiate each of 
their calls from a different phone, it was important to choose 
the training data from a conversation that they received.  And 
in 1999 when the primary condition was “ different number 
tests from electret handsets” , it was important to choose an 
initiated call (from an electret handset) for training, making all 
tests against their other conversation sides, different number 
tests.  Both of these scenarios maximized the number of trials 
available for the condition of interest.  

The primary condition of the 2002 evaluation was defined as 
those trials where both the model speaker and the segment 
speaker were recorded over a cellular transmission and the 
amount of speech by the segment speaker was in the range of 
15 to 45 seconds. 

 
Figure 3: The stacked bar chart showing the actual decision 
CDet values for 21 participating systems for the 2002 primary 
condition in the one-speaker detection task. 
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Figure 3 shows the stacked bar chart for the systems that 
participated in the 2002 one-speaker detection evaluation, 
when limiting the results to the primary condition.  Figure 4 
shows the corresponding DET plot.  

Cleary one can see that there is a great deal of variation in the 
system performance for this task.  Minimum CDet costs range 
from .33 to over 1.0.  In accord with NIST’ s understanding 
with the participants, we do not identify the various systems 
under test to the general public.  Although the evaluations are 
open to all who want to participate, once the evaluation takes 
place the comparative results are only discussed at the follow-
up meeting, after which sites are free to do what they wish 
with their own results, but can neither redistribute nor publish 
results from any other site without that site’ s express 
permission. 

 
Figure 4: DET plot showing the results for 21 participating 
systems for the 2002 primary condition in the one-speaker 
detection task. 

5.2 Duration of Test Segments 
The NIST evaluations from 1996-1998 offered tasks with 
three categories of test duration, nominally 3, 10 and 30 
seconds, where each 3 second test segment was a subset of 
speech in a 10 second segment, and each 10 second segment 
was a subset of a 30 second segment.  Not surprisingly, these 
evaluations revealed the level of improvement that was 
obtained with increasingly longer test segments. 

Recent evaluations contained varying length test segments, 
from nominally one second duration to almost sixty seconds, 
averaging around thirty seconds for the entire test set.  The 
conditional analysis for test segment duration was performed 
by categorizing each test segment, based on the amount of 
speech by the segment speaker. 

The five categories for duration were: 0-15+ seconds, 16-25+ 
seconds, 26-35+ seconds, 36-45+ seconds, and greater than 46 
seconds.  Figure 5 shows the DET curves for a typical well-

performing system from the 2002 evaluation for the duration 
condition.  These results indicate that performance is 
significantly lower for segments that are shorter than 15 
seconds, but that performance is not greatly affected for 
segments that are longer than 15 seconds.  Although 
consistent with the findings in years when test segments were 
explicitly falling into three categories, current duration 
analysis also indicates that the duration effect seen is limited 
and that once some minimum duration (apparently in the 10 to 
15 second range) is available, the amount of test speech ceases 
to be a major factor in performance. 

 
Figure 5: DET curves by duration for one well-performing 
system in the 2002 one-speaker detection task. 

5.3 Pitch 
Intuitively the stability of a speaker’ s voice aids performance 
in speaker recognition.  Many factors have the ability to 
destabilize a speaker’ s voice.  Looking specifically at the 
average pitch of speakers’  voices, depending on the time of 
day, or whether or not they have a cold, the average pitch is 
easily affected.  

In the NIST evaluations the speaker’ s model is created from 
approximately two minutes of speech.  The average pitch of 
this training model can be estimated [9], and compared with 
the similarly estimated pitch of each segment speaker, 
including in particular the segments containing the model 
speaker that were recorded at different times in different 
conditions.  We find that the speaker’ s pitch can change 
drastically.  To analyze how this difference in pitch affects 
performance, we look at the set of target trials (true speaker 
tests) where the pitch of the test segment speaker is close to 
the pitch of the model speaker and compare this performance 
to that where the pitch values are far apart. 

 Figure 6 shows the results for one system when the target 
trials are limited by such pitch closeness conditions. NIST 
defined two categories, the 25% of the trials that were closest 
in average pitch between the model and segment, and the 25% 
of the trials that were furthest in average pitch, using 
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measurements on a log scale. The system was one included in 
the 1999 evaluation. 

  
Figure 6: DET plot showing the effect of target trial pitch 
closeness on performance for one system in the 1999 
evaluation. 

5.4 Landline versus Cellular Transmissions 
The past few years have brought an increasing interest in the 
processing of cellular data for both speech and speaker 
recognition.  The two most recent Switchboard collections 
have been collections of primarily cellular data.  The first 
collection was used as a secondary test set in 2001, while the 
second collection was used as the main evaluation data in 
2002.   

 
Figure 7: DET plot showing the difficulty of cellular vs. 
landline test data, as well as the progress made in one year of 
working with cellular data. 

Figure 7 presents DET plots of the best performing systems in 
the 2001 landline, 2001 cellular, and the 2002 cellular 
evaluation sets. 

If the two cellular test sets are of comparable difficulty, and 
other comparisons suggest that they are, then figure 7 shows 
some real improvement in the best system performance 
between 2001 and 2002.  The 2001 curves s    how that the 
cellular test sets are measurably more difficult than the 
landline data.  This comparison, however, rather understates 
the difference in relative difficulty of landline and cellular 
data.  This is because the landline data was selected so that the 
target trials always involved different handsets in training and 
test data, but the collection protocol for cellular didn’ t permit 
this, and in most target trials the training and test handsets are 
the same. 

5.5 Other conditions previously reported  
Other conditions that have been reported elsewhere regarding 
results of assessing speaker recognition technology through 
the NIST series of evaluations are included in this section. 

5.5.1 Training conditions 

In the 1997 evaluation, there were three training conditions: 

� One-session:  Training data comes from one 
conversation, and therefore one telephone handset. 

� One-handset:  Training data comes from two 
conversations, but from a single telephone number 
(and presumably one telephone handset) 

� Two-handset:  Training data comes from two 
conversations of differing phone numbers (and 
presumably two telephone handsets) 

At the 1998 RLA2C workshop, NIST reported that, to a 
measurable degree, the more varied the training data, the 
better the performance in speaker recognition.  At that time, 
when restricting our analysis to the different number tests for 
each training condition, at a 5% miss rate the best system had 
a 10% false alarm rate with two-handset training, a 20% false 
alarm rate with one-handset training, and a 35% false alarm 
rate with one-session training. 

As future speaker recognition evaluations were becoming 
more complex, with an array of tasks and training conditions, 
NIST used these findings to decide to concentrate on 
increasingly difficult problems.  In 1999 only the two-handset 
training condition was offered. One-session training has been 
the focus since the 2000 evaluation. 

5.5.2 Gender 

When separating performance by male and female tests, NIST 
has found that the better performing systems generally had 
somewhat better performance with male data than with female 
data, as was the case in 1997, 1999 and, to a lesser degree, in 
1998 and 2000. Moving to cellular data in 2001 and 2002, 
there was virtually no difference in performance by gender. 

5.5.3 Same number versus different number tests 
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It has been shown that speaker recognition performance 
improves if the training of each model speaker comes from the 
same telephone handset as the test segments of the same 
speaker, referred to here as same number tests. 

In the 1999 evaluations using landline data, NIST observed 
that at a 5% miss rate, performance for same number tests had 
a 1.5% false alarm rate, while that for different number tests   
had a 10% false alarm rate. 

Recent evaluations using cellular data have included primarily 
same number tests.  Most speakers used their own single cell 
phone.  There were thus not many, different number, all 
cellular, target trials, though trials involving a landline phone 
were often different number. Therefore, conditioning on same 
number versus different number tests was not attempted. 

5.5.4 Handset Types, matched and mismatched 

Most standard landline telephone handset microphones are of 
either the carbon-button or electret type.  We observed in early 
evaluations that the handset types used, both in the training 
and test segments, can greatly influence recognition. 

MIT-Lincoln Laboratory, a participant in every NIST Speaker 
Recognition evaluation, developed an automatic handset 
labeller [10], which uses the telephone speech signal from one 
channel to assign a likelihood that the signal is from a carbon-
button handset.  This likelihood is converted into a hard 
decision (carbon or electret).  Although less than perfect, the 
accuracy of the handset labeller is believed to be very high.  
The hard decisions for all landline training and test data have 
been given as side information since 1997. 

 
Figure 8: Performance as a function of training/test handset 
type.  Performance for one system on different number tests 
for each combination of training and test handset types.  
Performance improves when the types match and is superior 
for electret handsets. 

Figure 8 shows the variation in performance for different 
combinations of training and test-segment handset types for a 

well performing system in the 2001 evaluation on landline 
data. 

6. EXTENDED DATA TASK 
The results of the extended data task in 2001 and 2002 were 
quite dramatic.  In 2002 four sites worked either 
independently or in teams on this task.  Several techniques 
were explored, and among the four sites, 16 systems were 
submitted.  (When a site submits more than one system for a 
task, it is required to designate which system is considered its 
primary one).   

 
Figure 9: DET plot of the four primary systems for the 2002 
extended data task. Conventional one-speaker detection 
systems had an equal error rate of just under 10%. 

 

Figure 9 shows a DET plot for each site’ s primary system 
when the trials were restricted to the primary condition, which 
were: 

� Trials with segment speakers (for both target and 
non-target trials) restricted to those with at least 17 
conversation sides (allowing 17 or more test 
segments for these speakers). 

� Target and non-target trials involving models trained 
with 8 conversation sides. 

 There were over 59,000 trials in the 2002 extended data task. 
These restriction provided 6,127 target trials involving 291 
speakers.  There were also over 6,900 non-target trials. 

At a 5% miss rate, the system with the best performance has a 
false alarm rate of less than 1%! 

7. MEASURING PROGRESS 
The primary goal of the NIST speaker recognition evaluations 
is to measure and track the progress of the technology. 
Progress is often difficult to show, because of the test set 
variability and change in focus and data sets. 
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Figure 10 shows the history of speaker recognition 
performance in the NIST speaker recognition evaluations.  
Shown are the top systems from each year for the basic task of 
one-speaker detection on landline data, the foundation on 
which the technology has been built. 

 
Figure 10: History of the NIST one-speaker detection results 
on landline data when limiting test trials to similar conditions 
(1-session training, 30 second average test segment duration, 
electret handsets).  Steady improvement is shown from 1996 
through 1998.  1999 is not shown because only two-handset 
training was offered. The 2000 and 2001 test sets perhaps 
represent a slightly more difficult task due to the use of varied 
length tests segments (15 to 45 second durations). 

Note that for this figure, instead of plotting each year’ s 
primary condition results, we have preferred to plot “ similar 
conditions”  from the corresponding evaluations.  For example, 
in years when “ same number tests”  were of primary interest, 
there was a secondary condition of ” different number tests” .  
Because of the large performance gap between same number 
and different number tests, “ different number tests”  results are 
used throughout to track progress. 

8. CONCLUSIONS 
The extended data task has led to some dramatic progress in 
speaker detection when large amounts of both training and test 
data are available.  Work in the NIST evaluations and at a 
Johns Hopkins workshop in the summer of 2002 [11] has 
shown that automatic systems can achieve very high 
performance levels by combining various levels of information 
from the speech signal and taking advantage of progress in 
automatic speech recognition.  This is analogous to the 
capabilities human have to identify familiar speakers.  Future 
NIST evaluations may confirm and enhance these promising 
results. 

Progress on the basic one-speaker detection problem with 
lesser amounts of training and test data has been more limited, 
however.  The greater prevalence of cellular handsets, 

moreover, has added to the difficulty of the problem and the 
factors that affect cellular performance, including handset 
types and encoding systems, require further study.  Future 
NIST evaluations will attempt to address these issues. 

Current plans call for the annual NIST Speaker Recognition 
evaluations [12] to continue.  The linguistic Data Consortium 
has plans to collect further conversational data, both landline 
and cellular, to support future research. 

NIST would be interested in other appropriate conversational 
data sources, including voices recorded over the Internet, 
particularly in languages other than English.  The evaluations 
remain open to all sites interested in participating in 
accordance with the evaluation rules. 
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ABSTRACT

This paper presents a general framework for the integration
of speaker and speech recognizers. The framework uses a
Bayesian approach to jointly maximize the a posteriori prob-
ability of the word sequence and speaker given the observed
utterance. It is shown that the joint probability can be expressed
as the product of six terms: a likelihood score from a speaker-
independent speech recognizer, the (normalized) likelihood
score of a speaker recognizer, the likelihood of a sequence
of prosodic events, the likelihood of a speaker-dependent
statistical language model, a prior representing the channel
usage patterns of a speaker, and the prior probability of the
speaker. Efficient single- and multi-pass search strategies are
discussed for two example applications (1) recognizing and
verifying name-based identity claims over very large popu-
lations (e.g., ”My name is John Doe”), and (2) speaker and
speech recognition of co-channel speech. Experimental results
on over-the-telephone name-based identity claim capture show
a 34% reduction in the error rate where the test-set consists
of users speaking their first and last name from a grammar
covering 1 million unique persons. Results on recognition of
co-channel speech show a 45% reduction in word error rate of
a 10-digit telephone number recognition task.

1. INTRODUCTION
The speech signal conveys several levels of information,

including the spoken message (words), the identity of the
talker, and the language spoken. The aim in automatic speech
processing is to extract this information for use in a vari-
ety of applications, including information access (database
queries), services, and communications. Typically, the speech
and speaker recognition problems are treated as separate
extraction goals and, as a result, are often designed to ignore
or remove the other information conveyed in the signal. For
example, speaker-independent speech recognizers often reduce
speaker variability through speaker normalization techniques
in an attempt to improve performance, while speaker recog-
nition systems often treat the text of the speaker as unwanted
variability.

For some applications, however, combining the information
from the speech and speaker recognizers can provide sub-
stantial benefits to the application goal. For example, com-
bined speech and speaker recognizers could be beneficial in
applications where the goal is to recognize what a particular
personis saying, ignoring speech from other talkers. A specific

application in this category is the automatic recognition of
co-channel speech, where two or more people are speaking
at the same time. Another application is the recognition of
spoken identity claims (e.g., ”My name is John Doe”). For
both applications, the system can utilize a speaker recognition
system to help guide the speech recognition search for the
identity claim that corresponds to the person whose voice
characteristics most closely match the user. Preliminary work
on the second application show significant promise in this
approach[5], [6].

Another class of problems benefiting from a combined
speech and speaker recognizer involves identifying or detecting
a particular person by how they speak. Techniques to address
this problem have been based both on the acoustic character-
istics of the speaker’s voice, as well as the particular words
and phrases a user speaks that helps differentiates them from
other talkers. Applications include surveillance, verification of
a customer by monitoring a conversation between the agent
and customer, and speaker tracking. We presented an approach
to improved speaker detection performance based on speaker-
dependent word/phrase choices in [3].This technique relied
on speaker-dependent statistical language models (N-grams)
to represent the idiosyncratic differences between individual
speakers. A similar approach was also demonstrated in [2].

Finally, combined speech and speaker recognizers can be
used to simultaneously perform speaker and knowledge veri-
fication. Knowledge (or verbal information) verification is the
authentication of a person’s identity based on their ability to
provide answers to questions only known the correct user.
Answers to the question can be verified by performing speech
recognition followed by a comparison of the text (or natural
language interpretation) to the correct answer stored in a
database. Successful techniques that simultaneously perform
speaker and knowledge verification have been presented in [8],
[10].

This paper presents a framework for the combination of
speech and speaker recognizers. In Section 2, we present
a formulation of the problem as one of jointly maximizing
the probability of the word sequence and the speaker given
the observed acoustics. This formulation leads to a clear
identification of the necessary subsystem components that
contribute to the objective function. Efficient search strategies
are then discussed. Section 3 explores the application of this
formulation and efficient search strategies to the problems of
co-channel speech recognition and large-scale identity claim
recognition. The speech and speaker recognition subsystems
are described, and new experimental results are presented that
extend our previous work on these problems.
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2. FORMULATION
To address the applications described in the previous sec-

tion, a framework is required for combining speech and
speaker recognition systems. Stated mathematically, the goal
is to find the word sequence and the speaker that max-
imize the joint probability among all possible word se-
quences � and speakers �, conditioned on the observations
�. The observations can take many forms, such as a se-
quence of mel-frequency cepstral coefficient (MFCC) feature
vectors � � ������� � � � �������� �. Other observations
that have recently shown promise in speech and speaker
recognition problems include prosodic events[13], [14], [12]
represented here as a sequence of prosodic feature vectors
� � ���� ��� � � � � ����� ���. Also, the channel � of the
speaker (e.g., handset-type on the telephone) has shown to
be an important observation with significant dependencies on
the acoustic models in speaker recognition [11], [9], [7], [15].
Given this set of observations � � ����� ��, we can express
the joint maximization problem as

� ��� ��� � ������
���

� ��������� �	

� ������
���

� ����� �����	 � � ����	

� ����� �	

� ������
���

� ����� �����	 � � ����	

� ������
���

� ����� �����	 � � ��� �����	 � � ����	

� ������
���

� ����� �����	 � � ������� �	 � � ������	
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� ������	
� �� �

�
�����

�� �� ��	
� �� �

�����

�� ��	 (1)

The six components represent the contribution from a
speaker-independent recognizer (SI-Speech), a (normalized)
speaker recognizer (Speaker), a prosody-based subsystem
(Prosody), a channel detector (Channel), a speaker-dependent
language model (SD-LM), and a prior for the given speaker,
� ��	.

Candidates for the features � used in the prosody-based
subsystem include frame/segment/utterance-based statistics of
pitch, speaking-rate, pause rate, and timing (see [4]). With
respect to speaker identity using prosody, I would hypothesize
that these features are particularly useful when a user is saying
words or phrases that carry a relatively low cognitive load
and have been spoken repeatedly by the user in the past.
For example, when a user speaks personal information such
as their name, phone number, or birth date, the user tends
to respond with a very consistent and idiosyncratic prosody
(e.g., consistent rhythm and melody). Therefore, prosody could
be particularly useful in the optimizing (1) for these familiar
phrases.

The speaker- and text-dependent channel can be interpreted
as a prior on the channel usage patterns of a user. For example,
if a user tends to use a particular type of cellular phone or calls
from a particular noise environment (e.g., their car), then this

prior could be used to increase the overall likelihood of the
set of speakers who use that particular device.

The speaker-dependent language model represents how a
particular person chooses their words. For example, if a person
has a habit of saying certain phrases (”Yes, exactly”) or uses
particular disfluencies (”um”), and/or filler words indicating
speaker turns in a dialog (”yeah”), then this speaker-dependent
language model will help to identify the individual person by
theses word sequences. This has been implemented with a
standard N-gram statistical language model[3], [2]. The prior
probability of the speaker, � ��	, can be estimated from the
application if data is available (e.g., frequency of calling and/or
ANI for telephony applications), or can simply set to a constant
if data is unavailable.

The likelihood terms and the prior in (1) can be combined
in the search at various time/state resolutions, from the frame-
level to the utterance-level. The combination at the frame-level
could be accomplished, for example, in the forward pass of a
Viterbi search. This one-pass approach would be appropriate
in applications where the number of speakers is small (e.g.,
co-channel speaker separation with two talkers). However, for
large numbers of speakers and possible word sequences, the
search space implemented in the forward pass of Viterbi will
be very large, ��Words � Speakers	. In this case, efficient
search strategies are required.

One such search strategy uses a multi-pass rescoring ap-
proach, where the speaker-independent recognizer is used
first to generate a list of N-Best hypotheses of spoken word
sequence. Once the N-Best list is specified, then the combined
score from the three likelihood terms and the prior in (1)
can be used to resort the N-Best list. While this approach is
suboptimal, it greatly reduces the complexity of the search.

3. APPLICATION: NAME-BASED
IDENTITY CLAIM RECOGNITION

Many current applications of automatic speech/speaker
recognition technologies are designed to provide over-the-
telephone access to personal accounts and services. Exam-
ples include voice-activated access to brokerage and bank
accounts, telephone calling card accounts, insurance and med-
ical records, and personalized voice portals. Each of these
applications requires that the users identify themselves so
that the user’s personal profile (e.g., favorite stock portfolio,
sports teams, etc) can be loaded and made readily available.
Application developers have a number of ways to elicit the
user’s identity, but perhaps the most convenient and user-
friendly is to have the system simply prompts the user to speak
their name.

However, the automatic recognition of spoken names over
very large name grammars is a significant challenge, prevent-
ing the use of names as the identity claim. But the problem can
be simplified by using the added knowledge that the system
will recognize the name from the particular persons who has
that name. Posing the problem this way facilitates the use of
the framework developed in Section 2.

3.1 System Description
Referring to Equation (1), we can make the following

simplifications for the name-based identity claim application:
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1) the choice of words when speaking a name is not
indicative of the speaker’s identity (i.e., the language
model term � �� ��� � � �� �).

2) Given that the channel type is not likely to depend on the
particular word-sequence that is spoken, we can assume
that the channel type is only dependent on the usage
patterns of the speaker, � ������� � � �����.

3) The prior probability of the speaker is not known, so
the term � ��� is constant and therefore can be dropped
from the search.

4) While prosody is likely a useful source of information
for name-based identity claim recognition, we will not
explore its use in this paper.

The resulting maximization problem for name-based identity
claim can be expressed as

� ��� ��� � �����	
���

� ���� � � � �� � �
� �������

� ���� �
(2)

3.1.1 Speech Recognition Subsystem
The speech recognition system used is described in [1]. The

acoustic models use context dependent triphones states that
are clustered using bottom-up agglomerative clustering. Each
state cluster shares a set of Gaussians (called genones).The
system was trained with over a million digit strings, stock
quote requests, and phonetically rich utterances collected over
the telephone from various sources. The output score of the
recognizer is composed as follows (with � scaling the language
model score)


������ � ��� � ���� �  � ��� � �� � (3)

3.1.2 Speaker Recognition Subsystem
The speaker recognition subsystem used in the following

experiments is based on a likelihood ratio detector. The score
of an utterance is obtained by computing the average log-
likelihood ratio as follows:


���	
�� � ���
� �������

� ���� �

�
�

�

��

��

��� ������	�� � ��� ����	� (4)

where � � ������� 
 
 
 ��� � denotes the set of feature
vectors extracted from the utterance by the feature extraction
front-end, 	� is the speaker model (corresponding to the
speaker that the caller claims to be), and 	 is the text-
independent background model used for normalizing the like-
lihood scores.

3.1.3 Combined System
We utilize the efficient multipass search strategy described

in the previous section to solve the maximization problem in
(2), where the the combined score that will be used to resort
the N-Best list, 
� , is computed by summing the speech and
speaker scores as defined above, i.e.,


� � 
������  � � 
���	
��
 (5)

The scalar weight � provides a tunable parameter depending
on the relative quality of the speech and speaker recognition
systems. (Before combining the above scores, the log likeli-
hoods from the speech and speaker recognizers are normalized
to compensate for difference in the dynamic range (on a held-
out testset).)

3.2 Experiments on Name-Based ID Claim
The goal of these experiments is to determine the poten-

tial impact of integrating speaker recognition scores into the
speech recognition search process. These experiments will
focus on a multi-pass approach, where the N-Best list of the
recognizer is rescored with the speaker recognition system.

The test-set of name-based identity claims used for these
experiments is composed of 1000 utterances of personal names
(first and last name) spoken over long distance telephone lines.
There are 500 unique speakers in the testset. The grammar
consists of approximately 1 million first+last names from the
white pages of a United States city telephone directory. That
means that the potential size of the group in which the speakers
have to be identified is 1 million.

After completing a first pass, the speech recognizer pro-
duced an N-Best list of the top (unique) hypotheses according
to the speech recognition score. For every entry in the N-best
list, an associated speaker recognition score was computed
by scoring the spoken utterance against the speaker model
associated with this entry. If the entry did not belong to the
correct user and a model existed for that entry, then a score
was computed against this model. However, given the large
number of possible first+last names on the N-Best list we did
not have speaker models for many of the entries. Therefore,
to simulate the performance of the new technique where every
entry is a competitive identity claim, we generated a speaker
recognition score by randomly choosing a score from a pre-
computed distribution of impostors estimated on a similar task.

TABLE I
Example of a name-based identity claim capture with an N-Best

rescoring approach. The correct transcript is “chris craft”.

Combining the speech and speaker recognition scores identifies the

second entry in the N-Best list as the best scoring hypothesis, which
corrects the original error made by the speech recognizer.

N Hypothesis ������� ����	
�� ��

1 chris graf 1.01 0.91 2.08
2 chris craft 1.00 1.00 2.18
3 chris krauss 0.47 0.01 0.48
4 chris kress 0.18 0.96 1.32
5 christi crouse 0.10 0.00 0.10
6 bruce graf 0.06 0.02 0.08
7 craig kraft 0.04 0.18 0.25
8 chris groves 0.02 0.00 0.02
9 christine craft 0.01 0.00 0.01

10 curtis craft 0.01 0.55 0.66

Table I shows an example of an N-Best list for the name-
based identity claim task with the top 10 entries. The actual
spoken utterance was “chris craft”. The first column shows the
ranking of the hypotheses, with the first row being the best
hypothesis of the speech recognizer alone. The corresponding
hypotheses are shown in the second column, with the (nor-
malized) scores from the speech recognizer shown in the third
column. The scores from the speaker recognizer are shown
in the fourth column. The last column of the table shows the
combined score of the speech and speaker recognizers. This
example has the correct hypothesis in the second position using
the recognizer score alone, but in the first (highest) position
when using the combined speech and speaker recognizers.
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To determine the sensitivity of the NL error to the combi-
nation weight � in Equation (5), we varied � and plotted the
NL-error rate of the combined system at � � ��, as shown
in Figure 1. The overall performance improves significantly,
even for a very small contribution from the (normalized)
speaker recognition score. The original NL error rate of the
recognizer alone was 18.6% and the equal error rate of the
speaker recognizer is 4.85%. At the best combination weight of
� � ���� (i.e., the speaker recognition score is weighed 1.19
times that of the speech recognition score), the NL error rate
drops to approximately 12.2%, a relative improvement of 34%.
For large combination weights, the performance degrades from
the optimal weight but levels out to an NL error rate of
approximately 15%, still better than that obtained with the
speech recognition score alone. This shows that improvements
can even be obtained with an approach that simply uses the
speech recognizer to generate the N-best list, discards the
speech recognition scores, and resorts the N-best list with the
speaker recognition scores.
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Fig. 1. Sensitivity of the system error rate with an N-best size of 10 to
the combination weight� between the speech and speaker recognizer
scores (normalized). As can be seen, the minimum error rate is at
� � ����.

Using the combination weight of � � ����, the top curve
in Figure 2 shows the NL-error rate of the combined speech
and speaker recognizers (“AllSystemErr after resorting without
rejection”) as compared to the theoretical limit (“Min nbest
error”) for a given size N-Best list. Given that we are using a
multi-pass rescoring approach, the improvement to this error
rate from the speaker recognition system is bounded by the
N-Best performance. The N-Best performance is a theoretical
measure that counts an utterance as correctly recognized if
the correct name appears anywhere in the top N hypotheses
generated by the recognizer. As the size of the N-Best list
increases, the integration of the speech and speaker recognition
systems shows significant improvement, even with only 3
hypotheses.

Figure 3 shows the system performance when the rejection
threshold is varied. All the combined scores �� below the
threshold are rejected and the utterance is reprompted. Below
a rejection threshold of 1.7, the system error decreases but with
of course an increase of the reprompt rate. Rejection thresholds
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Fig. 2. The top curve “AllSystemErr after resorting without rejec-
tion” shows the performance of the combined speech and speaker
recognition system vs. the size of the N-best list. This is compared
to the theoretical limit “Min nbest error”. The combined system
gives a 34% relative reduction in NL-error rate as compared to the
speech recognition system alone. The bottom two curves show the
performance of the system when a rejection threshold is used. The
first curve labeled “AllSystemErr after resorting with rejection” shows
significant gains in performance with the penalty shown in the last
curve of a non-zero “Reprompt Rate”.

greater than 1.7 hurt performance due to previously correctly
accepted utterances being rejected.

The ability to reject an utterance that would otherwise be an
error, and then prompt the user to repeat the utterance is critical
when deploying a speech recognition application. Plotting
performance with rejection more accurately demonstrates the
performance that the user would experience. The third curve of
Figure 2 shows the performance of the combined speech and
speaker recognizers with rejection, labeled as “AllSystemErr
after resorting with rejection”. The last curve shows the cor-
responding reprompt rate, or the percentage of times the users
are reprompted (equal to the percentage of utterances rejected).
This curve is labeled as “RepromptRate”. It is interesting to
note that with reprompting, the NL error rate can be reduced
to 6.9% with a modest 7% reprompt/reject rate.

4. SPEAKER AND SPEECH RECOGNI-
TION OF CO-CHANNEL SPEECH

Co-channel speech occurs when two or more talkers are
speaking at the same time and their speech is summed into
one signal. Co-channel speech is common in hands-free voice-
enabled applications. Examples include information kiosks
using speech recognition, information and services access from
the car (e.g., GM Onstar), and voice interaction with any
application using a speakerphone. Similar to the name-based
identity claim application, the goal of the system is to focus
its attention on the desired (target) speaker and only transcribe
speech from this person.

4.1 System Description
We use the same simplifications as the name-based identity

claim problem resulting in Equation (2). The primary differ-
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Fig. 3. System Performance Versus Rejection Threshold. The system
performance for an N-best size of 10 entries is shown for varying
rejection thresholds. All the combined scores�� below the threshold
are rejected and the utterance is reprompted. As can be seen, the
benefits of the rejection threshold are present until the rejection
threshold exceeds 1.7.

ence is that the information from the various subsystems is
combined at the frame-level in the first pass Viterbi search.

4.1.1 Speech and Speaker Recognition Subsystems

The speech recognition subsystem is the same as the system
described in Section 3.1. The score for frame � of the speaker
recognition subsystem is computed as

��������� �
�

�

��������

�������

��� �������	�� � ��� ����������

(6)

where the window size � trades off resolution for an improved
(smoothed) estimate of the speaker recognition score, and ��	�
and �
�	 are the speaker models for the target and background
talkers, respectively. The availability of prior knowledge re-
garding the target and background talkers depends on the
application. Often, the target speaker is known while the
background talker is not. In this case, a speaker-independent
background model � can be substituted for �
�	 . In cases
where neither talker is known a priori, clustering techniques
can be used to initialize models directly from the test utterance.
Finally, note in Equation (6) that a text-independent speaker
recognizer is used. This facilitates a combination of the speech
and speaker recognizers at the frame level during the first pass
Viterbi searchas detailed below.

4.1.2 Combined System

The approach used to combine the speaker and speech
recognition subsystems for recognition of co-channel speech
differs from that used for the name-based identity claim
application in that the speaker recognition score is treated as
a measure of reliability: if the speaker recognition score for a
frame is low, then the frame is viewed as unreliable and its

contribution to the Viterbi search is discounted. On the other
hand, if the speaker recognition score for a frame is high, then
the frame is viewed as reliable and it contributes fully to the
search.

Expressed mathematically, we use the speaker recognition
score to weight the frame likelihoods from the speech recog-
nition system. The weighting is implemented by mapping the
speaker recognition scores onto a sigmoid function with a
range of [0,1], i.e.,

�� ���� � � ����������� � ���������� (7)

where

� ��� �
�

� 	 �	������
(8)

4.1.3 Experiments on Co-channel Speech

The testset consists of 1142 females speaking their 10-digit
home telephone number over long-distance lines. To simulate
co-channel speech, a 10-digit telephone number spoken by a
male background talker was added to each of the test utter-
ances. The 10-digit telephone numbers of the foreground and
background talkers are different. The target-to-interferer ratio
(TIR) of energy across the target and background utterances
was set to 10dB for these experiments.

Figure 4 shows an example utterance from the testset. The
phone number spoken by the target speaker is (941) 453-
2976 while the background talker said (702) 299-0536. The
figure shows the hypothesis (with alignments) for the baseline
speech recognition system (without the speaker recognizer) as
(904) 199-4589. This result has 3 insertions, 3 deletions, and
1 substitution error, giving a total of 7 out of 10 word errors.
Figure 5 shows the resulting hypothesis for the combined
speech and speaker recognizer approach presented in this
paper. Here, we used the values of � �� (a unit step function)
and a simple threshold 
 � 
 in Equation (8). Note the effect
of the speaker recognition subsystem on the alignments, where
the prefix “299” from the interfering talker is ignored as the
search remained in the word “one” (in 941) across the entire
extent of interfering speech.

Starting with the same values in Equation (8), we conducted
several experiments over the entire testset to optimize the
values of � and 
. First, as shown in Table II, we assumed we
only had a speaker model of the target speaker and therefore
used a speaker-independent model for the background talker
in Equation (6). The speaker model for the target speaker
was trained on a separate enrollment phone call using 3
repetitions of the speaker’s phone number. The best window
size � � �
�� (or 5 frames in our system) and the best
threshold 
 � �
�. These parameters yielded a 28.6%
improvement in word error rate (WER) as compared to the
baseline speech recognition system.

Table III shows results when we have a speaker model for
the background talker as well. For this case, the best window
size is longer at � � ��
�� and the threshold is higher at

 � 

, giving a 45.1% improvement in WER over baseline.

5. CONCLUSIONS
This paper addressed the problem of jointly maximizing

the a posterioriprobability of the word sequence and speaker
given the observed utterance. Efficient single- and multi-pass
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TABLE II
The table shows results when a speaker model exists only for the

target speaker. For this case, the best window size is� � ����

and the threshold is� � �����, giving a 28.6% improvement in
WER over baseline.

D � ASR Errors WER Improvement
(ms) Ins/Del/Sub (%) (rel. %)

Baseline - - 971/971/2253 36.7 -
30 -0.25 876/876/1460 28.1 23.5
70 -0.25 809/819/1369 26.2 28.6
130 -0.25 789/809/1424 26.5 28.0
170 -0.25 819/889/1476 27.9 24.2
270 -0.25 881/1131/1542 31.1 15.4

70 -0.5 846/856/1374 26.9 26.7
70 -0.25 809/819/1369 26.2 28.6
70 0.0 780/820/1408 26.3 28.4
70 0.25 785/875/1441 27.2 26.2
70 0.5 815/1045/1472 29.2 20.64

TABLE III
The table shows results when speaker model exist for both the target

and background talkers. For this case, the best window size is longer

at � � ����� and the threshold is higher at� � ���, giving a
45.1% improvement in WER over baseline

D � ASR Errors WER Improvement
(ms) Ins/Del/Sub (%) (rel. %)

Baseline - - 971/971/2253 36.7 -
30 0.0 853/853/1469 27.8 24.4
70 0.0 780/820/1408 26.3 28.4
130 0.0 538/568/1200 20.2 45.1
170 0.0 557/617/1241 21.2 42.5
520 0.0 790/1140/1732 32.1 12.8

130 -0.5 567/577/1257 21.0 42.8
130 -0.25 534/554/1223 20.2 45.0
130 0.0 538/568/1200 20.2 45.1
130 0.25 552/612/1238 21.0 42.8
130 0.5 577/727/1282 21.6 38.4

search strategies were presented for two example applications
(1) recognizing and verifying name-based identity claims over
very large populations (e.g., ”My name is John Doe”), and
(2) speaker and speech recognition of co-channel speech. Ex-
perimental results on over-the-telephone name-based identity
claim capture show a 34% reduction in the error rate where
the test-set consists of users speaking their first and last name
from a grammar covering 1 million unique persons. Results
on recognition of co-channel speech show a 45% reduction
in word error rate of a 10-digit telephone number recognition
task.

Future work will explore the use of the framework devel-
oped in this paper for a variety of other applications, with
a particular focus on the development of application-specific
search strategies to solve the joint maximization problem.
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,

Fig. 4. Hypothesis and alignments of the baseline (speech recognizer
only) system on co-channel speech. The phone number spoken by the
target speaker is (941) 453-2976 while the background talker said
(702) 299-0536. The baseline system’s hypothesis is (904) 199-4589
(7 word errors out of 10).
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Fig. 5. Hypothesis and alignments of the new system developed in
this paper on co-channel speech. The phone number spoken by the
target speaker is (941) 453-2976 while the background talker said
(702) 299-0536. The baseline system’s hypothesis is (941) 453-2976
(0 word errors out of 10).
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ABSTRACT
In the framework of biometric person authentication over 
Internet, speech and more precisely speaker recognition 
play an important role. Internet is an application context 
relatively new for speech and speaker recognition and 
several new questions appear with it. This paper presents 
the efforts of COST 275 action and ELISA consortium in 
the field of performance assessment. Two points are 
particularly highlighted: the database and the reference 
system. 

1. INTRODUCTION 

In the problematic of biometric person authentication over 
the Internet, speaker verification technology has to face 
new problems. The most evident architecture seems to be 
client-server based where a distant speaker verification 
server is remotely accessed by the client who needs to be 
recognized. In this scenario, the speech signal is 
transmitted from the client terminal to a remote speaker 
verification server. Coding of the speech signal is then 
generally necessary to reduce transmission delays and to 
respect bandwidth constraints. Many problems can appear 
with this kind of architecture, particularly when the 
transmission is made via internet : 
-first, transcoding (the process of coding and decoding) 
modifies the spectral characteristics of the speech signal, 
so it is likely to have an influence on speaker verification 
performance ;  
-secondly, transmission errors can occur on the 
transmission line : thus, data packet can be lost (for 
example with UDP transport protocol through Internet 
which does not implement any error recovery) 
-also, the time response of the system is increased by 
coding, transmission and possible error recovering 
process.  This delay (that we could call “jitter” like the 

term used in computer networks domain) can be very 
disturbing, for dialogs systems for example, in which 
speaker authentication is only one part of the whole 
system and where fast response of the system is 
necessary.
-finally, speech packets transmitted over IP could be 
captured by impostors who further want to be recognized. 

This paper is mostly related to the first two problems : i.e. 
robustness to speech coding and packet loss. We propose 
a methodology to evaluate the speaker verification 
robustness over IP network. The idea is to duplicate an 
existing and well-known database used for speaker 
verification (XM2VTS) by passing its speech signals 
through different coders and different network conditions 
representative of what can occur over the internet. This 
work is currently done in the framework of COST275 
action1 and some partners are also evaluating the 
influence of image and video compression on face 
recognition performance, in the same XM2VTS database 
which has the particularity to be multimodal. SV 
evaluation results are not yet available at this moment, but 
they are planned in COST275 action and at least speech 
samples of the different degradation conditions will be 
made available during the conference (and on the COST 
275 Web site). 

Section 2 of this article is dedicated to the database 
description and to the degradation methodology planned 
whereas section 3 presents the ELISA consortium, the 
ELISA speaker verification system and some directions
concerning the assessment and evaluation procedures. 

1 http://www.fub.it/cost275/
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2. DATABASE USED AND DEGRADATION 
METHODOLOGY

2.1 XM2VTS database 

In acquiring the XM2VTS2 database, 295 volunteers from
the University of Surrey visited a recording studio four 
times at approximately one month intervals. On each visit
(session) two recordings (shots) were made. The first shot
consisted of speech while the second consisted of rotating
head movements. Digital video equipment was used to
capture the entire database. At the third session a high-
precision 3D model of the subjects head was also built
using an active stereo system provided by the Turing
Institute. We have chosen this database since many
partners of COST275 action already use it. The work 
described in this paper was made on its speech part where 
the subjects were asked to read three sentences twice. The 
three sentences remained the same throughout all four 
recording sessions and a total of 7080 speech files was
available on 4 CDROMS. The audio was originally stored
in mono, 16BIT, 32 KHz, PCM wave files but was down-
sampled to 8Khz since this is the input sampling
frequency on which the concerned speech coders (used in 
VoIP) generally work. 

2.2 Codec used 

H323 is a standard for transmitting voice and video. A 
famous H323 videoconferencing software is for example
NetMeeting™. H323 is commonly used to transmit video
and voice over IP networks. The audio codecs used in this
standard are G711, G722, G723, G728 and G729. We
propose to use in our experiments the codec which has the
lowest bit rate : G723.1 (6.4 and 5.3 kbits/s), and the one 
with the highest bitrate : G711 (64 kbits/s : 8 kHz, 8 bits).
Influence on speech recognition of this codecs was found 
to be not very important [1], it is thus very exciting to
know what will be the results on the speaker verification 
task.

2.3 Packet loss

2.3.1 Simulation with the Gilbert model
Two main transport protocols are used on IP networks :
while UDP protocol does not allow any recovering of
transmission errors, TCP includes some error recovering
processes. However, transmit speech via TCP connections
is not very realistic due to real-time needs in most of the
applications including speech [2]. Thus, UDP is generally
used and one has to face packet loss problems anyway. 
The process of audio packets loss can be first simply
characterized with the Gilbert model [3] [4] of two states

(figure 1). One of the states (state 1) represents a packet 
loss, the other state (state 0) represents the case where 
packets are correctly transmitted : p is the probability of
going from state 0 to state 1, and q the probability of
going from state 1 to the state 0.

2 http://www.ee.surrey.ac.uk/Research/VSSP/xm2vtsdb/

This model is then characterized by two parameters, p and 
q, which are the transitions probabilities between both
states. Different values of p and q define different packet
loss conditions that can occur on the Internet. The
probability that n consecutive packets are lost is p(1-q)n-1.
If (1-q)>p, the probability of losing a packet is greater
after having already lost a packet than after having 
successfully received a packet [4] ; this is generally the 
case on Internet data transmission where packet losses 
occur as bursts. Note that p+q does not necessarily equal
1. When p and q parameters are fixed, the mean number
of consecutive packets lost can be easily calculated and is 
equal to p/q². The higher is this quantity, the stronger 
should be the degradation.
For our experiments, the different values of p and q,
representative of what can really occur [3][4], are given in
Table 1.

0 1

p

q

1-p 1-q

Figure 1: Gilbert Model

2.3.2 Real-conditions packet loss 
In order to have also real network conditions
measurements, we also decided to play and record the
whole speech part of XM2VTS through the network. This 
was done by playing the speech DB into a computer setup 
for videoconference, i.e. we initiated a transatlantic
connection between France and Mexico with a
videoconferencing software but we replaced the 
microphone of the French site by a computer playing the
XM2VTS database. These connections are conducted at
different time of the day and on different days of the week
in order to investigate a large variety of real-life network
conditions.

Table 1 is a summary of the different coders and network
conditions that are currently investigated : 
-2 degraded versions of XM2VTS are obtained by
applying G711 and G723 codecs alone, without any
packet loss 
-6 degraded versions of XM2VTS are obtained with
simulated packet loss conditions : 2 conditions (average /
bad) x 3 transmitted speech qualities (clean / G711 /
G723) ; we measured that the average condition lead to
9% of lost packet while the bad condition lead to 35% of 
lost speech packets. In any case, packets represent 30ms
of speech. 
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-2 degraded versions of XM2VTS with real network
conditions will be kept ; we will choose one with the 
highest packet loss ratio (for the moment the highest
reached without breakdown of the connection is 47%, 
while the lowest is 1.6%) and another ratio representative
of the most frequent condition that can be encountered.

Bad cond.
% lost packet

Average cond.
% lost packet

« Real
conditions »
Packet Loss

Bad
Network cond.
p=0.25 ; q=0.4

Average
Network cond.
p=0.1 ; q=0.7

Simulated
Packet Loss

G723
(5.3kbits/s)

G711
(64kbits/s)

Coders

Bad cond.
% lost packet

Average cond.
% lost packet

« Real
conditions »
Packet Loss

Bad
Network cond.
p=0.25 ; q=0.4

Average
Network cond.
p=0.1 ; q=0.7

Simulated
Packet Loss

G723
(5.3kbits/s)

G711
(64kbits/s)

Coders

Table 1: Different packet loss conditions

3. ELISA CONSORTIUM AND SPEAKER 
VERIFICATION PERFORMANCE ASSESSMENT 

The ELISA Consortium groups several public laboratories
working in speaker recognition. One of the main objective
of the consortium is to emphasize assessment of 
performance. Particularly, the consortium shares the 
development of a common speaker verification system for
participating at NIST Speaker Verification evaluations 
campaigns [5][6].
ELISA system is a complete framework designed for
speaker verification. It is a GMM based system [7] 
including audio parameterization as well as speaker
verification specific score normalization techniques.

This system was presented at NIST for 1998 to 2002 and 
showed state-of-the-art performance. Figure 2 presents the 
results obtained during NIST 2002 campaign on cellular
data and Figure 3 the results obtained using NIST 2001 
wired telephonic corpora.
ELISA joined COST275 actions concerning performance
assessment of multimodal person authentication systems
over Internet. ELISA will evaluate the speaker recognition 
performance using the COST 275 dedicated database
detailed in section 2 as well as using the NIST database.
This evaluation will be done using ELISA system and
COST 275 specific corpora (detailed in section 2). Then, 
ELISA will evaluate the system during the NIST 
evaluation campaigns in order to authorize direct
comparison of performance.
Evaluation protocols will be adapted from NIST protocols
and published on COST web site.
Intermediate results (temporal segment results for
example) will be also provided, to help multimodal
system evaluation. 

Figure 2: DET Curve of ELISA system in NIST 2002 
evaluation campaign -  cellular telephone data

Figure 3: DET Curve of ELISA system in NIST 2001 
evaluation campaign -  wired telephone data
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4. CONCLUSION AND PERSPECTIVES 

This paper presented the methodology proposed in the 
COST275 action to evaluate the SV performance 
degradation that can occur for different data transmission 
conditions over IP networks. Then, different 
reconstruction strategies could be proposed to cope with 
packet loss problem, as already done in [8] for automatic 
speech recognition. 
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ABSTRACT

This paperconsidersthe adverseeffectson speaker verifi-
cationaccuracy causedby two independentformsof speech
signaldegradationcommonin mobilecommunications.The
two forms are packet loss in the communicationssystem
and ambientnoiseat the wirelessdevice. The effects of
thesedegradationsare assessedindependentlyon a com-
mon databaseof 2000speakers. Baselineverificationper-
formancesin termsof equalerror rates(EER) show negli-
gible degradationuntil over 75%of testfeaturevectorsare
lost. The EER grows from 3% to just 5% when the loss
reaches88%. In contrast,addinga relatively smallamount
of noiseto thetestspeech(15dBSNR),with otherwiseiden-
tical experimentalconditions,resultsin a risein theEERto
36%. In this latter case,simplespeechenhancementleads
to a reductionin EERto 21%. Themainconclusionof this
work is that, for speech-basedverification, typical packet
loss is likely to incur a negligible degradationin accuracy
whencomparedwith thedegradationthatis associatedwith
typical ambientnoiseconditions.

1. INTRODUCTION

Biometricmeasuresareapotentiallyusefulandreliableap-
proachto personverification. Throughthe ever-increasing
useof Internet-enabledwirelessmobile devices,everyday
taskssuch as bankingand shoppingare conductedwith-
out face-to-faceor personalcontact. It is thenmorediffi-
cult to verify a personsidentity using conventionalmeth-
ods,suchassignaturesor photoidentitycards.Over IP net-
works, both speechandvisual-basedbiometricsareviable
alternative approachesto verification. This paperfocuses
on speechbiometrics. In future, speaker verification sys-
temsmaybeusedto provideanadditionallayerof security
for on-line commercialapplicationsor for eavesdropping
of real-timeconversations.Thesetwo examplesillustrate

the wide domainin which speechsystemsoperate.In the
context of wirelessmobile devices,systemsareinherently
susceptibleto wide variationsin transmissionconditions.

Mostwirelessmobilenetworksaresusceptibleto packet
lossto somedegree. Whilst thereexist many strategiesto
combatpacketloss,suchasre-transmissionor packetrecov-
ery [1, 2, 3], on-line identity verificationapplicationsmay
still operateeffectively from semireal-timevoice streams.
This is possiblebecausethereis no intrinsic requirementon
latency in thecaseof re-transmission,andthereis evidence
thatspeaker verificationsystemsareresilientto packet loss
[4]. Significantdatalossinevitably hasadetrimentalimpact
and in this paperspeaker verificationaccuracy is assessed
againstthelevel of packet loss.

Thepacket lossscenariois thencontrastedwith degra-
dation coming from additive noise. The degradingeffect
of ambientnoiseon automaticspeechandspeaker recog-
nition is widely acknowledgedandknown to be largeeven
for relatively low noiselevels. Thusa comparisonis made
betweenthe two forms of degradationby usingotherwise
identicalexperimentalconditions.

Theremainderof thispaperisorganisedasfollows.Sec-
tion 2 addressesthe effect of packet loss in typical wire-
less and IP networks on speaker verification. Section3
addressesadditive noiseandspeechenhancement.Exper-
imental work on the 2000 speaker SpeechDatWelsh [5]
databaseis presentedin Section4 with resultsof experi-
mentswith bothsimulatedpacket lossandspeechenhance-
mentafter contaminationby additive real car noise. Con-
clusionsarepresentedin Section5.

2. PACKET LOSS

Somedegreeof packet lossis inherentin mobilenetworks.
Lostpacketsmightbecausedby variabletransmissioncon-
ditions, or the hand-over betweenneighbouringcells asa
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wirelessmobiledevice roamsaboutthenetwork.
Approachesdealingwith packet lossrecovery aregen-

erally controlledby theroutingprotocoladoptedin thenet-
work architecture.For automaticspeechrecognitionappli-
cationswheretime sequenceinformation is more critical,
packetlossmighthaveasignificantimpactonperformance.
Lost packetsmight thenbere-transmittedor someform of
compensationemployed [1, 2, 3]. In contrast,for speaker
verificationa limited degreeof packet lossmightnothavea
toodetrimentaleffect,particularlyin text-independentmode.
Thisform of speakerverificationis generallylessdependent
ontimesequenceinformationandthereis someevidencein
a relatedstudyof computationalefficiency [4], thatspeaker
verificationsystemsmightberelatively insensitiveto packet
loss. Onepotentialanomalyin this hypothesis,equallyap-
plicableto bothspeechandspeakerrecognition,is theeffect
of lostpacketsondynamicfeatureswhicharedependenton
their staticcounterpartsover somesmallwindow, typically
in theorderof 100msor more. Unlessappropriatelycom-
pensated,corruptdynamicfeaturescanleadto performance
degradation.Thework presentedin thispaperaddressesthe
problemof packet losswithout recovery in a speaker veri-
fication context. As in [4], speechfeaturevectorsaredis-
cardedratherthanraw speechdataframes.Thesefeatures
areassumedto becalculatedin thewirelessmobiledevice
andtailoredto automaticrecognitionsystemssimilar to the
ETSI-AURORA standard[6].

In the losssimulationfeaturesarediscardedwith vary-
ing temporalresolutionsto simulatepacket loss. Experi-
mentsare performedwith a conventionalimplementation
of aGaussianmixturemodel(GMM) [7] asusedby mostof
today’s text-independentspeakerverificationsystems.

3. ADDITIVE NOISE

Theseconddegradationconsideredheretypifiesthecondi-
tions underwhich wirelessmobile devicesare commonly
used,namelywith a meaningfullevel of backgroundnoise.
Theconsequencesof suchadditivenoiseare:

� directcontaminationof thespeechsignal,and

� inducedchangesin thespeakingstyleof thepersons
subjectedto the noise,known asthe Lombardreflex
[8].

In theseexperimentsnoiseisaddedto thespeechrecord-
ingstherebyminimisingany Lombardeffects.Thenoiseis
addedat a moderatelevel of 15dBSNR.Subsequently, for
completeness,a simplespeechenhancementprocessis ap-
plied to thedegradedsignal.

The form of enhancementconsideredherehasthe op-
tion of returningthe speechto the time domain. Suchan
approachmight leadto sub-optimalcompensationin terms

of recognitionperformancebut nonethelessoffersbenefits
in termsof integrationinto existing systemsandcommuni-
cationsnetworks.

Perhapsthefirst notablework in thisfield is thatof Boll
[9] andBerouti et al [10] both in 1979. Speechenhance-
mentfor human-to-humanconversationwasperformedby
anapproachstill known todayasspectralsubtraction.Sub-
sequently, LockwoodandBoudy[11] appliedspectralsub-
tractionextensively to automaticspeechrecognition.

Therearemany approachesandapplicationsof spectral
subtraction.Of particularinteresthereis animplementation
of spectralsubtractiontermedquantile-basednoiseestima-
tion (QBNE),proposedby Stahlet al [12]. QBNE is anex-
tensionof thehistogramapproachpresentedby Hirschand
Ehrlicher[13]. Themainadvantageof theseapproachesis
thatanexplicit speech,non-speechdetectoris not required.
Noise estimatesare continually updatedduring both non-
speechand speechperiodsfrom frequency-dependent, tem-
poral statisticsof the degradedspeechsignal. An efficient
implementationof QBNE, importantin the context of mo-
bile systems,is describedin [14].

4. EXPERIMENTAL RESULTS

4.1. Database

Theexperimentalwork presentedin thispaperwasperformed
on the SpeechDatWelsh database[5]. The dataconsists
of 2000speakersrecordedover a fixedtelephony network.
One thousandof the 2000speakerswereusedto createa
world modelandthe other1000speakersusedfor speaker
modeltrainingandtesting.Trainingwasperformedon ap-
proximately30 secondsof phoneticallyrich sentencesper
speaker with a total of about8 hoursfor the world model.
Two separatetext independenttestsusedeither:

� a 4-digit string,or

� a singledigit

per speaker per test,giving 1000testsper experiment.
FeaturesarestandardMFCC-14staticconcatenatedwith 14
dynamiccoefficients.

4.2. Packet Loss and Additive Noise Degradations

To simulatepacketloss,avaryingpercentageof speechfea-
ture vectorsarediscardedfrom the testset. No attemptis
madeto recover theselost vectorsalthoughthe minimum
numberof featurevectorsper testis cappedto two. Some
resultsarepresentedin Figure1. Thedetectionerrortrade-
off (DET) curvesshow thesystemto behighly resilientwith
minimal increasesin error ratesuntil over 75% of the fea-
turevectorsarelost, thefirst threeprofilesbeingvery close
together. This is true for both plots: (a) the longer4 digit
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Figure 1: Speaker verificationperformancefor varyingdegreesof featurevectorloss,0 up to 98% (with a minimum of 2
featurevectorsmaintainedin all tests)for (a)4 digit stringtests(b) singledigit tests.

string test utterancesand (b) the shorter, single digit test
utterance.Interestingly, in both cases,the profilesdiverge
towardtheleft. Consideringthe4 digit case(left plot), this
indicatesthat for operatingpointsacceptinghigh falseac-
ceptancesin returnfor lower falserejections,thesystemis
particularlyrobustagainstpacket loss: just 2% falserejec-
tionswith 50%falseacceptancesattheextremecaseof 98%
dataloss.Evidenceis presentedagainin Figure2 wherethe
equalerror ratesareplottedagainstpercentagevectorloss
andit is clearthatperformancebeginsto degradeonly after
over 75%of thevectorsarelost. This is very muchin line
with thefindingsof McLaughlinet al [4] who reportthata
factorof 20 losscanbetoleratedbeforemeaningfulspeaker
verificationdegradationoccurs.

To simulatespeaker verificationin adverseconditions,
thetestdatawereartificially contaminatedwith carnoiseat
a moderatelevel of approximately15dBSNR.Figure3 il-
lustratesthe effects. The threeprofilesarefor the original
telephony test data(bottom profile) the contaminatedtest
data(top profile) andthe contaminateddataafter process-
ing with the speechenhancementapproachoutlinedabove
(middleprofile). Clearlythelevelsof performancedegrada-
tions aremarked,even after compensation.This servesto
illustratehow relatively small the degradationfrom packet
lossmightproveto be,in relationto additivenoise.

5. CONCLUSIONS

Thispaperconsiderstheadverseeffectsonspeakerverifica-
tion accuracy dueto two independentformsof signaldegra-
dationcommonin mobilecommunications.Thetwo forms
arepacket lossin thecommunicationssystemandambient
noiseat the wirelessdevice. From previous work it could
bededucedthatambientnoiseis likely to befarmoredetri-
mentalthanpacket lossfor mostpracticalscenarios.This
hasindeedbeensupportedby this work: a direct compari-
sonof variouspacket-losssituationswith a moderateambi-
entnoisesituation.

Usinganotherwiseidenticalexperimentalset-upthedegra-
dationdueto packet lossprovesto benegligible compared
to thelosscomingfrom atestto trainingmismatchof 15dB
SNR. Even in the unlikely scenarioof 98% featurevector
loss(cappedto aminimumof two framespertestutterance)
the speaker verification performanceusing a 4 connected
digit testdegradesto just 15%(19%for thesingledigit test
token). This is to becomparedwith the36%(40%for sin-
gle digit testing)in thecaseof additive noisein the region
of just 15dBSNR.A simplenon-linearspectralsubtraction
processimprovesthelatterresultsto 21%(32%).

It is clearthatevenwithoutany form of recovery, packet
lossis unlikely to besignificantin speaker verificationper-
formancewhencompareddirectly to theadverseeffectsof
additivenoise.
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ABSTRACT 

Reducing the bandwidth consumption on the network traffic 
has been a major concern over the past many years. With the 
advent of biometrics over the Internet, this issue will become 
more apparent as the performance of such system relies 
heavily on the network performance, reliability and security. 
 
This paper presents investigations conducted into the 
transmission of data over the network for the purpose of 
biometrics-based recognition. For the benefit of this study, an 
appropriate client/server architecture has been designed and 
implemented in software. The paper also presents discussions 
on such fundamental issues as whether to transmit raw 
biometrics data and/or biometrics features, the implementation 
of encryption/decryption algorithm and its effect to the 
relative performance of a network is discussed and compared 
in this paper. 

1. INTRODUCTION 
The predecessor of the Internet [1] was called Advanced 
Research Projects Agency Network (ARPANET) [1]. This 
was created by the US government in the 1960’s as a defense 
network with no single point of failure. ARPANET was then 
expanded to other countries to become ‘a system of 
interconnected networks’ and subsequently became known as 
the Internet. 

The limitation of Internet is that it was not originally designed 
with security in mind. Rather, it was designed as a means of 
sharing information. As the Internet and its use evolved, there 
appeared many security implications and bandwidth issues 
that posed threats to any system relying on the Internet as a 
communication medium. With the advent of biometric identity 
verification over the Internet, it is felt that the issues of 
security and network performance need to be tackled more 
effectively [2]. 

In general, the network performance varies widely with the 
geographical location of the clients, server type, and network 
resources. There is variation in the response time from session 
to session even if the connection is made to the same server. 
This is because in each session, the data packets may travel 
through a different route [3]. There is a difference in the 
performance of the dial-up Internet service, Integrated 
Subscriber Digital Network (ISDN), Asymmetric Digital 
Subscriber Line (ADSL), Cable Modem and Leased Line as 
they all have a different bandwidth and response time. This 

will undoubtedly affect the performance of a biometric 
verification system in terms of speed, reliability, and the 
quality of service. 

The following sections detail an analysis carried out to 
determine the right balance in the transmission method for the 
purpose of implementing applications involving biometric 
verification. Due to the time limitation, these tests were 
conducted in different geographical locations within the UK 
However, most of the Local Area Network (LAN) tests were 
carried out in the premises of the University of Hertfordshire. 

2. BIOMETRICS APPLIED 
The raw biometric data can have different sizes depending on 
its type. For instance, voice or face biometric datasets are 
considerably larger than that of fingerprint. In any case, the 
data contains the identity of an individual and should be 
treated with utmost care. Therefore, it is necessary to have an 
appropriate architecture and method of transmission in order 
to provide a high level of protection against uncertainties. 

2.1 Client/Server Architecture 
An effective client/server structure realisation for biometrics 
on the Internet has recently been proposed by the authors [2]. 
This realisation (Figure 1) consists of 3 distinct components, 
each performing a specific task. The client part consists of 
users (clients) requesting appropriate services from the server. 
A main role of the server is to respond to these requests. 
However, from time to time, itself becomes a client to the 
central database and requests services from it. 

 
Figure 1: Client/Server Architecture 

The modular nature of the proposed structure is also necessary 
for performing software updating effectively. For example, 
the client module dynamically obtains information relevant to 
its process, and the updates to its software are provided by the 
server. As a result, it is ensured that the client software will 
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always be up-to-date, and modifications or improvements can 
be gradually rolled in. 

In order to maintain data integrity, the transmission channel 
needs to be secured and encrypted. This will ensure that data 
sent from the client to the server and vice versa will be of no 
use to others even though the system is breached. 

Figure 2 illustrates the operation of the proposed system in 
terms of its enrolment and verification processes. It should be 
noted that although the system is ideally suited to Speaker 
Verification, it could also be adapted to suit other types of 
biometrics. The operation can be described as follows. 

 
Figure 2: Proposed Client/Server Architecture 

The database acts as the central storage area for all biometric 
data and also as a server to the main server. Each server has its 
unique identifier that allows its connection to the database. All 
communications between the server and database is secured 
and encrypted. Distributed/different servers from different 
geographical location can therefore connect to the central 
database through a fast network link. 

During the enrolment process, the client initially establishes a 
connection with the server. This is known as the handshaking 
process in which the client and server establish the identity of 
both machines for that particular session. The encryption key 
(section 2.3) is also exchanged at this time. The registration 
information is then sent to the server. Once a confirmation is 
obtained from the server that the user does not exist in the 
system, the client is prompted to send the biometric features, 
models and statistics over to the server to be enrolled. These 
are encrypted before transmission. The server then forwards 
this information to the database and thus enrolling the user to 
the system. 

When a user returns to verify his/her identity, the client 
machine establishes a connection with the server, whereby 
during the handshaking process, a different key will be 
allocated to secure the connection for the session. The client 
then requests the server to provide data files associated with 
the user. Server then requests the relevant information from 
the central database and relays the data back to the client. 
Client machine uses this information to perform a verification 
test. If the test result is positive, the statistics regarding the 
success of the verification is sent back to the server to be 
stored into the central database. 

Depending on the level of security required, the function of 
the client machine, and the location of the client machine, 
some operations can be adapted to optimize the performance-
to-security ratio appropriately. For example, when a home PC 
is used, the data files can be stored on the local computer for 
later use. This will result in reducing the amount of data 
transfer necessary between the client and the server. However, 
when the client uses a station which is not registered as his/her 
own, then the data files provided by the server will need to be 
removed from the client station after each process is 
completed in order to improve the security measures. 

2.2 Data Format 
As in most client/server architectures, a set of instructions is 
needed to allow communications between the client software 
and the server software. The instructions for the system, 
follows a format similar to that shown in Fig 3. The start tag 
contains one of control, data, or key tags as appropriate for the 
correct operation of the system. 

 
Figure 3: Data Format Tags 

It is worth noting that the biometric information transferred 
across should be in the form of characteristic features rather 
than raw data. This will significantly reduce the size of the 
data to be transferred. Moreover, with this approach, the load 
on the server can be significantly reduced by performing 
considerable parts of the processing on the client machine.  

2.3 Data Security 
The transmission of data over the network requires some form 
of security measure. Sensitive data such as biometrics needs to 
be encrypted to prevent others from misusing it. Therefore, 
the link between the client and server architecture has to be 
indefinitely secure throughout the entire process to prevent 
access or attacks from unknown source. 

To secure the link between the client and the server 
effectively, the data transmitted between them needs to be in 
encrypted form. Encryption is a process of 
disguising/ciphering a message which hides its contents by 
representing it in a different form. For the purpose of 
decryption, the exact key used for the encryption process will 
be needed to restore the original message. Without knowing 
the key, it will be practically impossible to access the message 
contents. This process is summarized in Figure 4. 

A well known algorithm for encrypting and decrypting 
messages is Blowfish [4]. This algorithm is in the public 
domain and is considered for the purpose of this study. A 
main advantage of Blowfish is that it is significantly faster 
than Data Encryption Standard (DES) [5]. A description of 
Blowfish is presented in the following section. 
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Figure 4: Encryption/Decryption Process 

2.4 Blowfish 
Blowfish is a 64-bit block cipher, and the algorithm consists 
of two parts. These are a key-expansion part and a data-
encryption part. Key expansion converts a key of at most 448 
bits into several sub-key arrays in total of 4168 bytes. The 
plain data is then encrypted via a 16-round Feistel network, 
where each round consists of a key-dependent permutation, 
and a key- and data-dependent substitution. All operations are 
XORs and additions on 32-bit words. The only additional 
operations are four indexed array data lookups per round. 

Blowfish uses a large number of subkeys for encryption or 
decryption and these keys must be pre-computed before any 
of the above processes can be carried out. The generation of 
the subkeys involves two arrays consisting of  

Eighteen 32-bit P-arrays subkeys, 181 PP L  

and 

Four 32-bit S-boxes with 256 entries each. 

The calculation of the subkeys is detailed in Schneier’s paper 
[4]. In general, generating the subkeys is a computationally 
expensive process and requires a total of 521 iterations. 
However, these keys can then be stored and reused. 

3. THE ANALYSIS 
The most common connection to the Internet is normally via a 
dial-up service which ideally offers a maximum transmission 
speed of 56kbit/s. However, cable/ADSL services are 
becoming more and more available in the UK. In an ideal 
situation, these offer services with transmission speeds of up 
to 1Mbit/s downstream (receiving data) and 512kbit/s 
upstream (sending data). However, the most common 
transmission speeds of these for receiving and sending data 
are 512kbit/s and 256kbit/s respectively. It should also be 
noted that these transmission rates may vary considerably 
during a given connection.  

3.1 Theoretical Approach 
The basic approach in calculating the time taken to transmit a 
file from one location to another via the Internet can be done 
using the following equation 

Cnx
FszTs

8×
=      (1) 

where, Ts is the time taken in seconds 

 Fsz is the file size in bytes and 

 Cnx is the connection speed in bits/sec 

The above equation assumes an ideal situation where the 
connection to the Internet and to the destination servers is 

achieved at the maximum throughput. This however, is not the 
actual case on a day-to-day basis. 

A comparison of the calculated transmission time for different 
file sizes and different connection types is presented in Table 
1. 

File Size (bytes) 
Connection 

87k 130k 173k 216k 259k 302k 345k 

Dial-up 56k 12.43 18.57 24.71 30.86 37.00 43.14 49.29 

Cable/DSL 512k 1.36 2.03 2.70 3.38 4.05 4.72 5.39 

Cable/DSL 1M 0.68 1.02 1.35 1.69 2.02 2.36 2.70 

LAN  10M 0.07 0.10 0.14 0.17 0.20 0.24 0.27 

LAN 100M 0.01 0.01 0.01 0.02 0.02 0.02 0.03 

LAN 1G 0.00 0.00 0.00 0.00 0.00 0.00 0.00 

  Time (s) 

 

File Size (bytes) 

388k 431k 517k 603k 690k 776k 862k 1024k 

55.43 61.57 73.86 86.14 98.57 110.86 123.14 146.29 

6.06 6.73 8.08 9.42 10.78 12.13 13.47 16.00 

3.03 3.37 4.04 4.71 5.39 6.06 6.73 8.00 

0.30 0.34 0.40 0.47 0.54 0.61 0.67 0.80 

0.03 0.03 0.04 0.05 0.05 0.06 0.07 0.08 

0.00 0.00 0.00 0.00 0.01 0.01 0.01 0.01 

Time (s) 

 

Table 1: Time/File Size/Connection table 

As observed in this table, even in an ideal situation, the use of 
a dial-up connection involves relatively long transmission 
time.  

3.2 Experimental Result 
Experiments were conducted at different times using two 
types of common Internet connections with the file size 
varying from 4kb to 900kb. The files used were generated 
from white noise. These audio files were of 1 to 10 seconds in 
length. The two types of connection used were a 56k dial-up 
connection service and a Local Area Network (LAN). The 
results of this experimental study are given in Figure 5. As it 
is observed, the transmission time in practice is significantly 
longer than that suggested theoretically. 
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Figure 5: Test results 

The results in Figure 5 clearly indicate that the verification 
over the Internet is unfavourably influenced by the 
performance of the network. To minimize this, it seems 
advantageous to compress data before its transmission. 

The next set of experiments was based on the transmission of 
audio models rather than raw data. The previous set of white 
noise files was pre-processed and the features were extracted 
using LPCC-12. These were used to generate audio models 
based on a VQ with a codebook size of 64. The results of this 
study are presented in Table 2. As observed, due to the use of 
VQ, considerable reduction in the file size is achieved. This in 
turn has resulted in significant reduction in transmission time. 

Time (s) 
LPCC12VQ64 File Size 

(bytes) Without 
Encryption 

With 
Encryption 

56kDUP 4k 1.9 2.3 

56kDUN 4k 2.6 2.7 

LAN 4k 0.1 0.17 
 

Table 2: Transmission of Features 

As part of this study, a second set of experiments was 
conducted based on the encryption of VQ files using the 
Blowfish algorithm. The results of this investigation are also 
shown in Table 2. It is seen that there is a slight increase in the 
overall transmission time in this case. This is due to the initial 
processing time needed to prepare the data prior to 

transmission, and the time taken to decrypt the data at the 
receiver. The resultant increase in the overall transmission 
time is negligible and often not noticeable. 

These experimental results indicate the difficulties introduced 
by the transmission of raw data over the Internet, especially 
when the file sizes are too large. The results presented were 
based on the use of audio files. It should be noted that image-
based biometric data files are of considerably larger sizes. The 
transmission of such raw files over the Internet may result in 
unacceptably long delays in the verification process. 

4. CONCLUSION 
A client/server architecture for biometric verification over the 
Internet has been proposed and described. The discussions 
have included an analysis of the transmission of biometric 
data. Based on the experimental investigations, it is shown 
that, in practice, it may not be feasible to transmit raw 
biometrics data over the Internet, as this involves 
unacceptably long delays in the process. Through a set of 
experiments, it has been demonstrated that the transmission of 
data models (or features) instead of raw material will 
significantly reduce the transmission time. It is also argued 
that the client-server link should be made secure by 
encrypting the data before its transmission. It is shown that the 
increase in the overall transmission time due to this process is 
relatively small. 
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ABSTRACT

The performance of face verification systems has steadily improved
over the last few years, mainly focusing on models rather than on
feature processing. State-of-the-art methods often use the gray-
scale face image as input. In this paper, we propose to use an ad-
ditional feature to the face image: the skin color. The new feature
set is tested on a benchmark database, namely XM2VTS, using a
simple discriminant artificial neural network. Results show that
the skin color information improves the performance and that the
proposed model achieves robust state-of-the-art results.

1. INTRODUCTION

Identity verification is a general task that has many real-life appli-
cations such as access control, transaction authentication (in tele-
phone banking or remote credit card purchases for instance), voice
mail, or secure teleworking.

The goal of an automatic identity verification systemis to ei-
ther accept or reject the identity claim made by a given person.
Biometric identity verification systems are based on the character-
istics of a person, such as its face, fingerprint or signature. A good
introduction to identity verification can be found in [17]. Identity
verification using face information is a challenging research area
that was very active recently, mainly because of its natural and
non-intrusive interaction with the authentication system.

In this paper, we investigate the use of skin color information
as additional features in order to train face verification systems
using artificial neural networks. In the next section, we first intro-
duce the reader to the problem of identity verification, based on
face image (face verification). We present the model used and the
proposed new feature set. We then compare this new set of fea-
tures on the well-known benchmark database XM2VTS using its
associated Lausanne protocol. Finally, we analyze the results and
conclude.

2. FACE VERIFICATION

2.1. Problem Description

An identity verification system has to deal with two kinds of events:
either the person claiming a given identity is the one who he claims
to be (in which case, he is called a client), or he is not (in which
case, he is called an impostor). Moreover, the system may gener-
ally take two decisions: either acceptthe client or rejecthim and
decide he is an impostor.

The classical face verification process can be decomposed into
several steps, namely image acquisition(grab the images, from a
camera or a VCR, in color or gray levels), image processing(apply
filtering algorithms in order to enhance important features and to
reduce the noise), face detection(detect and localize an eventual

face in a given image) and finally face verificationitself, which
consists in verifying if the given face corresponds to the claimed
identity of the client.

In this paper, we assume (as it is often done in comparable
studies, but nonetheless incorrectly) that the detection step has
been performed perfectly and we thus concentrate on the last step,
namely the face verification step.

2.2. State-of-the-art methods

The problem of face verification has been addressed by different
researchers and with different methods. For a complete survey
and comparison of different approaches see [4].In this section, we
briefly introduce one of the best method [10]. This method adopts
a client-specific solution which requires learning client-specific
support vectors. Faces are represented in both Principal Compo-
nent and Linear Discriminant subspaces.

The aim of the Principal Component Analysis (PCA) is to
identify the subspace of the image space spanned by the train-
ing face image data and to decorrelate the pixel values. This can
be achieved by finding the eigenvectors of matrix associated with
nonzero eigenvalues. These eigenvectors are referred to as Eigen-
faces. The classical representation of a face image is obtained
by projecting it to the coordinate system defined by the Eigen-
faces. The projection of face images into the Principal Component
(Eigenface) subspace achieves information compression, decorre-
lation and dimensionality reduction to facilitate decision making.
If one is also interested in identifying important attributes (fea-
tures) for face verification, one can adopt a feature extraction map-
ping. A popular technique is to find the Fisher linear discriminant
[6].

The linear discriminant analysis (LDA) subspace holds more
discriminant features for classification than the PCA subspace. The
LDA based features for personal identity verification is theorically
superior to that achievable with the features computed using PCA
[16] and many others [1, 5]. The projection of a face image into
the system of Fisher-faces associated with nonzero eigenvalues
will yield a representation which will emphasize the discrimina-
tory content of the image. The main decision making tool is Sup-
port Vector Machines (SVMs). The reader is referred to [3] for a
comprehensive introduction of SVMs.

3. THE PROPOSED APPROACH

In face verification, we are interested in particular objects, namely
faces. The representation used to code input images in most state-
of-the-art methods are often based on gray-scale face image. In
this section, we propose to use an additional feature to the face
image: the skin color.
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3.1. The Face Image as a Feature

In a real application, the face bounding box will be provided by
an accurate face detector [15, 7], but here the bounding box is
computed using manually located eyes coordinates, assuming a
perfect face detection.

The face is cropped and the extracted sub-image is downsized
to a � � x � � image. After enhancement and smoothing, the face
image becomes a feature vector of dimension � � � � . It is then pos-
sible to use this feature vector as the input of a face verification
system (Fig. 1). The objective of image enhancement is to modify
the contrast of the image in order to enhance important features.
On the other hand, smoothing is a simple algorithm which reduces
the noise in the image (after image enhancement for example) by
applying a Gaussian to the whole image.

3.2. The Skin Color as a Feature

Skin color has already been used successfully for face detection
[7] but, to our knowledge, not to face verification. Faces often
have a characteristic color which is possible to separate from the
rest of the image. Numerous methods exist to model the skin color,
essentially using Gaussian mixtures [19] or simply using look-up
tables.

In the present study, skin color pixels are filtered, from the sub-
image corresponding to the extracted face, using a look-up table of
skin color pixels. The skin color table was obtained by collecting,
over a large number of color images, RGB (Red-Green-Blue) pixel
values in sub-windows previously selected as containing only skin.
The weak point of this method is the color similarity of hair pixels
and skin pixels. For better results, the face bounding box should
thus avoid as much hair as possible.

As often done in skin color analysis studies [18], we compute
the histogram of R, G and B pixel components for different face
images. Such histograms are characteristic for a specific person,
but are also discriminant among different persons [13].

Hence, we propose to use this characteristic information for
a face verification system. In realistic situations, the use of nor-
malised chrominance spaces (r-g) would yield more robust results.
However, as a first valid attempt, the skin color feature for face
verification is chosen to be simply the RGB color distribution of
filtered pixels inside the face bounding box. Furthermore, images
used in this study were recorded in controlled environment (blue
background) with constant lighting conditions. Thus, we are not
facing the problem of color identification under changes in illumi-
nation.

For each color channel, an histogram is built using � � discrete
bins. Hence, the feature vector produced by the concatenation of
the � histograms (R, G and B) has 
 � components (Fig. 1).

3.3. The Model: a Discriminant Neural Network

The problem of face verification has been addressed by different
researchers and with different methods. The aim of this section is
not to propose a new model for face verification, but to present the
model used to evaluate the new feature set.

Our face verification method is based on Multi-Layer Percep-
trons (MLPs) [2, 8]. For each client, an MLP is trained to classify
an input to be either the given client or not. The input of the MLP
is a feature vector corresponding to the face image with or without
its skin color. The output of the MLP is either 1 (if the input corre-
sponds to a client) or -1 (if the input corresponds to an impostor).
The MLP is trained using both client images and impostor im-
ages, often taken to be the images corresponding to other available

clients. In the present study, we used the other 199 clients of the
XM2VTS database (see next section).

Finally, the decision to accept or reject a client access depends
on the score obtained by the corresponding MLP which could be
either above (accept) or under (reject) a given threshold, chosen on
a separate validation set to optimize a given criterion.

4. EXPERIMENTAL RESULTS

In this section, we present an experimental1 comparison between
two MLPs trained with and without skin color information. This
comparison has been done using the multi-modal XM2VTS database
and its associated experimental protocol, the Lausanne Protocol
(LP) [12].

4.1. The Database and the Protocol

The XM2VTS database contains synchronized image and speech
data recorded on 295 subjects during four sessions taken at one
month intervals. On each session, two recordings were made, each
consisting of a speech shot and a head rotation shot.

The database was divided into three sets: a training set, an
evaluation set, and a test set. The training set was used to build
client models, while the evaluation set was used to compute the
decision (by estimating thresholds for instance, or parameters of a
fusion algorithm). Finally, the test set was used only to estimate
the performance of the two different features.

The 295 subjects were divided into a set of 200 clients, 25
evaluation impostors, and 70 test impostors. Two different evalua-
tion configurations were defined. They differ in the distribution of
client training and client evaluation data. Both the training client
and evaluation client data were drawn from the same recording
sessions for Configuration I (LP1) which might lead to biased es-
timation on the evaluation set and hence poor performance on the
test set. For Configuration II (LP2) on the other hand, the evalu-
ation client and test client sets are drawn from different recording
sessions which might lead to more realistic results. This led to the
following statistics:

� Training client accesses: � for LP1 and � for LP2
� Evaluation client accesses: � � � for LP1 and � � � for LP2
� Evaluation impostor accesses: � � � � � � ( � � * � * � � � )
� Test client accesses: � � � ( � � � * � )
� Test impostor accesses: � � � � � � � ( � � * � * � � � )

Thus, the system may make two types of errors: false accep-
tances(FA), when the system accepts an impostor, and false rejec-
tions (FR), when the system rejects a client. In order to be inde-
pendent on the specific dataset distribution, the performance of the
system is often measured in terms of these two different errors, as
follows:

FAR �
number of FAs

number of impostor accesses
� (1)

FRR �
number of FRs

number of client accesses �
(2)

A unique measure often used combines these two ratios into
the so-called Half Total Error Rate(HTER) as follows:

HTER �
FAR � FRR

� �
(3)

1The machine learning library used for all experiments is Torch
http://www.torch.ch.
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Fig. 1. An MLP for face verification using the image of the face and its skin color

Most verification systems output a score for each access. Se-
lecting a threshold over which scores are considered genuine clients
instead of impostors can greatly modify the relative performance
of FAR and FRR. A typical threshold chosen is the one that reaches
the Equal Error Rate(EER) where FAR=FRR on a separate vali-
dation set.

4.2. Experiment 1: Improving Results using Skin Color

We have compared an MLP using � � � � inputs corresponding to the
downsized ( � � x � � ) gray-scale face image and an MLP using � � � �

inputs corresponding to the same face image as well as its skin
color distribution [13]. Configuration II of the Lausanne Proto-
col is chosen for these comparative experiments as it is the most
realistic configuration.

For each client model, the training database is composed of
a client training set (4 images) and an impostor training set. As
often done in comparable studies, the client training set is enlarged
by shifting (8 directions and 4 pixel shifts), scaling (2 scales) and
mirroring the original face bounding box.

Hence, the client training set contains � � � � patterns ( �
� � )

instead of � . The extended number of pattern � is computed such
that �

 �
� � � � , i.e. the mirrored number of shifted and scaled

face patterns. �
 number of shifts �

� � � is the total number of
shifts, in � directions, including the original frame, for each scale.

�
 number of scales �

� � � is the total number of scales, in
� directions (sub-scaling and over-scaling), including the original
scale. On the other hand, the impostor training set contains � � �

patterns (the 4 original patterns of each of the 199 other clients).
These training sets are then divided into three sub-sets: a train-

ing set, a validation set and a test set. The training set is used to
train the MLP, the validation set is used to stop the training using
an early-stopping criterion and the test set is used to choose the
best MLP architecture. The chosen architecture is an MLP with

� � hidden units.
The trained model is used on the LP evaluation set to evaluate

the global threshold that optimized the EER. This threshold is then
used with the same trained model on the LP test set to compute the
HTER. Results are shown in Table 1. This table provides the FAR,
FRR and HTER on the test set, both for the MLP using only the
These results show a good improvement when using the skin color
information.

4.3. Experiment 2: Comparison to State-of-the-art

We have trained our best MLP architecture (face image and skin
color) using all the XM2VTS training set on both configurations.

Features FAR FRR HTER
Without skin color 2.364 3.250 2.807

With skin color 1.499 2.750 2.125

Table 1. Comparative results with and without the use of the skin
color

For each client model, the training database is composed of a
client training set (3 images for LP1 and 4 images for LP2) and
an impostor training set. Again, the client training set is enlarged
by shifting (8 directions and 4 pixel shifts), scaling (2 scales) and
mirroring the original face bounding box.

Hence, the client training set contains � � � patterns ( �
� � )

for LP1 and � � � � patterns ( �
� � ) for LP2. On the other hand,

the impostor training set contains � � � � patterns for LP1 and � � � �

patterns for LP2 (the mirrored 4 original patterns of each of the
199 other clients).

These training sets are not divided into sub-sets. All training
sets are used to train the 200 MLPs (one for each client). The cho-
sen architecture is the one selected during experiment 1: an MLP
with � � hidden units. Furthermore, the training is stopped when
the number of iterations is equal to the number of iterations ob-
tained when the learning process converged during experiment 1.

Then, as previously described, the global threshold optimizing
the EER is evaluated on the LP evaluation set and the correspond-
ing HTER is computed on the LP test set. This leads to an HTER
lower than 1.9 on both configurations (Fig. 2 and 3).

Model FAR FRR HTER
NC 3.46 2.75 3.1

MLP 1.75 2.00 1.87
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Fig. 2. Comparative results (left) and DET curves (right) on the
configuration 1 of NC and the proposed MLP using the image of
the face and its skin color.

These results are competitive when compared to recent results
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published on the same database and the same protocol. In [14] for
instance, the best face HTER (with global thresholds) was obtained
using Normalized Correlation (NC) [11] and � � x � � face images
from all the XM2VTS training set, i.e images 3 times bigger than
proposed in this paper. Our MLP yields better results than NC on
LP1 and slightly worse results on LP2. However, the proposed
model is robust over both configurations and achieves state-of-the-
art average results: �

�
� � HTER for the MLP versus 	

�

 HTER for

NC.

Model FAR FRR HTER
NC 1.26 1.75 1.50

MLP 1.46 2.25 1.85
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Fig. 3. Comparative results (left) and DET curves (right) on the
configuration 2 of NC and the proposed MLP using the image of
the face and its skin color.

5. CONCLUSION

In this paper, we have proposed to use the skin color informa-
tion in addition to the face image to improve face verification sys-
tems. Experimental comparisons have been carried out using the
XM2VTS benchmark database. Results have shown that the skin
color distribution of the face increases the performance. Results
have shown also that the proposed model is robust in all configu-
rations and achieves state-of-the-art results.

More recently, using a special combination algorithm, ECOC [9],
normally designed for robust multi-class classification tasks, re-
searchers were able to obtain an HTER as low as �

�
� � on the

face verification task using configuration I of XM2VTS and only
a 	 � x 	 � face image, but no comparable results were published for
configuration II. The use of such a model with the feature pro-
posed in this paper should probably lead to further performance
improvements.
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ABSTRACT
Face detection is a key problem in building automated
systems that perform face recognition/ verification, model-
based image coding, face tracking, and surveillance. Two
algorithms for face detection based on either support vec-
tor machines or maximum likelihood estimation are de-
scribed and their performance is tested on a collection
of single images from the M2VTS database that depict
one frontal face in front of a uniform background using
the false acceptance and false rejection rates as quantita-
tive figures of merit. Moreover, we demonstrate how the
maximum likelihood face detection performs, when sin-
gle images that depict multiple frontal faces in front of an
nonuniform background are processed.

1. INTRODUCTION

Face detection is a considerably difficult task because it
involves locating faces with no prior knowledge about
their scales, locations, orientations, with or without oc-
clusions, and with different poses (frontal, profile) [2]. A
powerful face detection algorithm facilitates the design
and robustness of the aforementioned systems. Many ap-
proaches for face detection have already been proposed.
Detailed surveys can be found in [1, 2]. In this paper we
are interested in appearance based techniques, and par-
ticularly in those built on support vector machines and
eigenvector decomposition.

The application of support vector machines (SVM)
in frontal face detection in images was first proposed in
[3]. Besides the SVMs, eigenvalue decomposition meth-
ods constitute a popular class of appearance-based algo-
rithms for face detection. A probabilistic method based
on density estimation in a high dimensional space us-
ing an eigenvalue decomposition is proposed in [4]. An
example-based approach for locating vertically oriented
and unconcluded frontal face views at different scales by
using a number of Gaussian clusters to model the distri-
butions of face and non-face patterns is described in [5].
We are interested in applying such techniques to patterns
derived by some optimization procedure and not the raw
pixel intensities.

In this paper, two face detection methods for single
images of “head and shoulder” type that contain a uni-
form background are developed. The methods discussed
are based on SVMs and maximum likelihood detection,
respectively. Although the just mentioned task is con-
sidered to be more simple than face detection in scenes
with multiple faces in a complex background, we argue
that such a study is still useful, because it reveals a sort of
“upper bound” on the performance of face detection algo-
rithms. We train and test the performance of the face de-
tection methods described on sets of single images from
M2VTS database [8]. The contribution of this paper is
two-fold. First, we propose a feature selection criterion
in maximum likelihood detection methods. Second, we
attempt an objective evaluation of the performance of the
methods discussed. More specifically, throughout the pa-
per, the false acceptance and the false detection rates are
considered as quantitative figures of merit. To measure
these rates, we address what constitutes a “successful”
detection. For this purpose, we have recorded the ground
truth bounding box for the faces using a combination of
the method described in [7] and human intervention. The
criterion for a successful face detection is the center of
the detected bounding box must be within the ground
truth bounding box and the area of intersection of the
ground truth bounding box and the detected one exceeds
the 70% of the area of the former. For a comparative
study on the performance of several face detection algo-
rithms in scenes with multiple faces in a complex back-
ground, the interested reader may refer to [2]. However,
for the maximum likelihood face detection method we
demonstrate its performance on single images with mul-
tiple faces and complex recording conditions, such as oc-
clusion and nonuniform background.

The outline of the paper is as follows. The SVM face
detection algorithm is described in Section 2. A proba-
bilistic face detection algorithm based on a feature extrac-
tion procedure, like the Kanade-Lucas-Tomasi algorithm
[14, 15] is presented in Section 3. Experimental results
are reported in Section 4 and conclusions are drawn in
Section 5.
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2. SUPPORT VECTOR MACHINE APPROACH

The face detection approach that is based on SVMs is ap-
plied on running windows defined on the quartet image
[6]. The quartet image is a mosaic image of reduced res-
olution, where the macroscopic features of a human face
can easily be captured. A two-dimensional (2-D) rect-
angular window is defined that consists of � cells in the
horizontal and � cells in the vertical direction. The win-
dow scans the quartet image whose cell intensities have
been normalized to the interval ��� ��. Between two suc-
cessive movements, the windows are half overlapping.
By moving the window over the quartet image, several
30-dimensional patterns are obtained that enable the de-
scription of faces appearing at different locations in the
image. By varying the cell size, we enable the descrip-
tion of faces at different scales.

Let ��, � � �� �� � � � � �, denote the �th training pat-
tern and �� � �� the class label assigned to it. Let
� � 	��� ��� � � � � ��


� . In the general case, �� are not lin-
early separable. That is, there will be no pair 	�� �
 such
that

�	�
 � sign	��
�� �
 (1)

is satisfied throughout the training set, i.e., �� � �	��
,
� � �� �� � � � � �, where � is an offset parameter and � �
	��� ��� ���� ��


� is the normal vector to the separating
hyperplane ��

� � � � �. We may relax this constraint
by introducing slack variables � � 		�� 	�� � � �, 	�
� and
solving the following quadratic optimization problem sub-
ject to inequality constraints:

minimize �	�� �� �
 �
�

�
������ � 
 	

��
���

	�

� (2)

subject to ��	�
�
�� � �
 � �� 	�� � � �� � � � � � �

	� � �� � � �� �� � � � � � (3)

where � and 
 are control parameters that penalize the
violations of the linearly separable constraints [9]. The
solution of the optimization problem (2) and (3), 	� �� ��,
��
, must be a stationary point of the objective function
[9]. To solve this optimization problem Lagrange multi-
pliers � � 	��� ��� � � � � ��


� and � � 	�� �� � � � � �

�

should be introduced for the sets of constraint functions
(2) and (3), respectively. According to Theorem 9.5.1
[9, p. 219] if 	��� ��� 	�
 solves a convex primal prob-
lem and the objective and constraint functions are differ-
entiable, then �� and �� solve the dual Wolfe problem
which yields the so-called soft margin hyperplane [3].
For � � �, the Lagrange multipliers that maximize the
dual Wolfe problem subject to � � ��

� � 
 define the
support vectors �� that are employed to yield the optimal
weight vector

�
� �

��
���

��� �� ��� (4)

The decision function implemented by the SVM is then

�	�
 � sign

�
��

���

�� �
�

� 	�
�
��
 � ��

�
(5)

where �� � �� � 	��
� ��, for any support vector ��.
If the input patterns are mapped to a higher dimen-

sional feature space through some non-linear mapping,
the inner products in the feature space can be computed
by a positive definite kernel function �	�� � �
 [10]. To
implement the above described algorithm, the ��� �����

������� [11] has been used. To model efficiently the
non-face class in the training phase, we have used boot-
strapping, as is proposed in [5].

3. PROBABILISTIC APPROACH

A matrix that frequently appears in many problems of
computer vision, such as optical flow estimation [12],
corner detection [13] is the following:

�� �

� �
� ��	

�
� �	�
�

� �	�

�

� ��


�
(6)

where �	�� �
 denotes the image intensity at the pixel
	�� �
 (i.e., grayscale value), �	 and �
 are the partial
derivatives of the image intensity in the horizontal -� -
and the vertical direction -�-, respectively, and � is a 7
� 7 window centered on the candidate pixel. A similar
matrix to �� defined in (6) appears also in feature tracking
[14] with the difference that the gradients are applied to
the sum of a pair of images. Let �� and �� denote the
eigenvalues of matrix �. In all the aforementioned ap-
plications, a least squares problem is solved and the sum
of the eigenvalues, �� � ��, provides a direct measure of
goodness of the data. If the sum is small, a high amount
of regularization should be performed. In order for ��
to be well-conditioned, both eigenvalues must be large,
and their ratio (i.e., the condition number of ��) cannot be
large [15]. In practice, when

��	��� ��
 � � (7)

where � is a predefined threshold, we accept the image
pixel under consideration as a feature. Since the algo-
rithm selects as features those pixels having two large
eigenvalues, most of the features represent corners [16].
Accordingly, the feature extraction method can be con-
ceived as a first dimensionality reduction step that aims at
facilitating the derivation of an eigenvalue representation
of the face patterns, as is proposed in [4]. The number of
features then depends on the threshold � in (7). A method
for the calculation of � based on the calculation of the
histogram of the smallest eigenvalue is proposed in [16].
Large neighborhoods lead to less features, whereas small
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neighborhoods yield more features that tend to gather in
certain areas, producing poor detection results.

The training procedure starts with the feature extrac-
tion in the set of training images. The number of feature
points extracted usually differs between the training im-
ages. In order to choose a unique number of features to
be used in any training image, we recorded the number
of the extracted features per image and we selected the
minimum number of features.

A feature set is created for each of the training im-
ages. Each feature set is sorted in decreasing order of the
smallest eigenvalue and a correspondence is assumed be-
tween the features appearing at the same place after sort-
ing in the different training images. Each image is thus
represented by the set of grayscaling values at the pixel
coordinates of the features that have been ordered using
the just described eigenvalue criterion.

The feature extraction can be seen as a transform.
Each image in the training set is mapped to a feature
space. The representation of each image in the latter
space is reduced. Let � be the number of features ex-
tracted that form the training patterns. Obviously, � 	
�� � ��, where �� � �� is the dimensionality of the
training face images. Let �� be total number of training
images. In practice, it is convenient to select � � �� so
that the covariance matrix has full rank. However, since
we will apply subsequently principal component analysis
and we will be restricted to the first � � �� eigen-
values, the constraint � � �� is not crucial. Having
decomposed the covariance matrix of the training pat-
terns to its principal components, we can model the distri-
bution of face patterns by a multidimensional Gaussian,
� 	���
, as is described in [4].

Given a test image, the multistage extension of the
procedure described in [4] can be applied to yield a max-
imum likelihood (ML) estimate of position and scale for
a face appearing in a test image. Let us assume that we
would like to estimate the density �� 	���
 over a subim-
age 
 of the test image. To do so, first feature extraction
in 
 should be performed. Then we project the pattern
vector formed by the features to the subspace defined by
the � principal components derived during training and
we evaluate the density �� 	���
. We detect a face if

�� 	���
�� 	���
���
� � (8)

where �� 	���
��� is the maximum value the density at-
tains over the test image and � is a threshold. The afore-
mentioned algorithm can be generalized in order to han-
dle multiple face detection. Moreover, a tracking algo-
rithm, like the Kanade-Lucas-Tomato algorithm [14, 15],
can assist to the face detection scheme by yielding a set
of features that can be tracked reliably.

The proposed detection scheme requires the automatic
feature extraction on a training or test image. This is an

additional computational effort not existing in [4]. How-
ever, this additional step makes the entire face detection
algorithm faster than the method in [4], because the di-
mensionality of the patterns on which principal compo-
nent analysis is applied is much smaller.

4. RESULTS

The proposed algorithms have been tested on single im-
ages from the European ACTS project M2VTS database
[8]. The database includes the video-sequences of 37 dif-
ferent persons in four different shots. A training set is
built from the one frontal face per person for the 37 per-
sons in three shots. The algorithms are trained on this set.
One frontal face image per person for the 37 persons from
a fourth shot are used as test images. Rotations between
the four available shots by leaving one shot out are also
tested.

Two quantitative figures of merit have been used in
the assessment of the performance of each algorithm, name-
ly the false acceptance rate (FAR) and the false rejection
rate (FRR) during the test phase. The false acceptance
rate is the ratio of non-face examples that have been clas-
sified wrongly as faces, while the false rejection rate is
the ratio of face examples that have been failed to be
detected, i.e., they have been rejected as non-faces. Re-
ceiver operating characteristic (ROC) curves (i.e., plots
of FRR versus FAR) for both detection algorithms are
provided.

Let us first assess the performance of the SVM-based
face detection algorithm. The pattern extraction algo-
rithm described in Section 2 yields roughly � � �� face
patterns when each frontal face image is processed at
several quartet cell resolutions. Accordingly, on aver-
age 200 face patterns result for each shot. When three
shots are considered, a training set of 600 face patterns
is formed. The following kernels have been employed
during the training phase: (a) Linear with 
 � ����;
(b) Polynomial �	���
 � 	 ��� � !
 with  �
! � �, " � �� �� � and ��; (c) Radial Basis Function
(RBF)�	���
 � ���	���������
 with  � � and �;
(d) Sigmoidal �	���
 � ����	 ��� � !
 with ! � �
and  � �����.

The ROC curves for face detection algorithms based
on the aforementioned kernels are plotted in Figure 1.
The ROC curves have been computed on four combina-
tions of test and training sets produced by leaving one
shot out and rotating between the available shots. It is
seen that the sigmoidal kernel yields the lowest equal er-
ror rate (EER) that is approximately 4.5%.

We proceed next to the evaluation of the maximum
likelihood face detection algorithm. By varying the thresh-
old � in (8) an ROC curve can be obtained. Such a ROC
curve for � � ��� features is plotted also in Figure 1.
As can be seen, a comparable EER to that of the SVM-
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Figure 1: Receiver operating characteristic curves for SVM-
based and maximum likelihood face detection algorithms.

based face detection algorithm has been obtained. More-
over, the maximum likelihood face detection algorithm
has been proven robust under varying illumination con-
ditions, when multiple faces appear in a scene, and when
faces are partially occluded, as can be seen in Figure 2.

(a) (b)

(c) (d)

Figure 2: Face detection results (a) when the illumination is not
uniform; (b) when multiple faces appear in a scene; (c) when
a face is partially occluded; (d) when multiple occluded faces
appear in a scene.

5. CONCLUSIONS

In this paper, two methods for face detection in frontal
views have been described and their performance has been
assessed with respect to the false acceptance and false re-
jection rates. Both techniques are example-based and of-
fer more flexibility in contrast to the knowledge-based ap-
proaches. It has been demonstrated that the attain approx-
imately the same EER. Moreover, the maximum like-
lihood face detection is shown to perform satisfactorily
when the illumination is not uniform and more than one
faces that could be partially occluded appear in a scene.
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ABSTRACT

The performance of machine learning algorithms has steadily im-
proved over the past few years, such as MLP or more recently
SVM. In this paper, we compare two successful discriminant ma-
chine learning algorithms apply to the problem of face verification:
MLP and SVM. These two algorithms are tested on a benchmark
database, namely XM2VTS. Results show that a MLP is better
than a SVM on this particular task.

1. INTRODUCTION

Identity verification is a general task that has many real-life appli-
cations such as access control, transaction authentication (in tele-
phone banking or remote credit card purchases for instance), voice
mail, or secure teleworking.

The goal of an automatic identity verification systemis to ei-
ther accept or reject the identity claim made by a given person.
Biometric identity verification systems are based on the character-
istics of a person, such as its face, fingerprint or signature. A good
introduction to identity verification can be found in [1]. Identity
verification using face information is a challenging research area
that was very active recently, mainly because of its natural and
non-intrusive interaction with the authentication system.

In this paper, we investigate the use of Multi-Layer Percep-
trons and Support Vector Machines to train face verification sys-
tems. The paper is structured as follows. In Section 2 we intro-
duce the reader to the problem of identity verification, based on
face image (face verification). Then, in section 3 we present the
models used. In section 4 we compare these face verification sys-
tems on the well-known benchmark database XM2VTS using its
associated Lausanne protocol. Finally, in Section 5, we analyze
the results and conclude.

2. FACE VERIFICATION

An identity verification system has to deal with two kinds of events:
either the person claiming a given identity is the one who he claims
to be (in which case, he is called a client), or he is not (in which
case, he is called an impostor). Moreover, the system may gener-
ally take two decisions: either acceptthe client or rejecthim and
decide he is an impostor.

The classical face verification process can be decomposed into
several steps, namely image acquisition(grab the images, from a
camera or a VCR, in color or gray levels), image processing(apply
filtering algorithms in order to enhance important features and to
reduce the noise), face detection(detect and localize an eventual
face in a given image) and finally face verificationitself, which
consists in verifying if the given face corresponds to the claimed
identity of the client.

In this paper, we assume (as it is often done in comparable
studies, but nonetheless incorrectly) that the detection step has
been performed perfectly and we thus concentrate on the last step,
namely the face verification step. A good survey on the different
methods used in face verification can be found in [2].

3. THE PROPOSED APPROACH

3.1. Face features

In face verification, we are interested in particular objects, namely
faces. The representation used to code input images in most state-
of-the-art methods are often based on gray-scale face image. In our
approach we use an additional feature to the face image: the skin
color. This additional feature improve face verification results [3].

The face is cropped and the extracted sub-image is downsized
to a � � x � � image. After enhancement and smoothing, the face
image becomes a feature vector of dimension � 
 � � . The objective
of image enhancement is to modify the contrast of the image in
order to enhance important features. On the other hand, smoothing
is a simple algorithm which reduces the noise in the image (after
image enhancement for example) by applying a Gaussian to the
whole image. In addition to the gray scale feature, we use a feature
vector of dimension 96 representing the skin color [3]. Then, the
final input of the face verification system (Fig. 1) is a vector of
dimension 1296.

3.2. Face models

We propose to use and to compare two machine learning algo-
rithms for face verification: Multi-Layer Perceptrons (MLPs) and
Support Vector Machines (SVMs). For each client, a model (MLP
or SVM) is trained to classify an input to be either the given client
or not. The input of the model is a feature vector corresponding
to the face image. The output of the model is either 1 (if the in-
put corresponds to the client) or -1 (if the input corresponds to an
impostor). The model is trained using both client images and im-
postor images, often taken to be the images corresponding to other
available clients. In the present study, we used the other 199 clients
of the XM2VTS database (see next section).

Finally, the decision to accept or reject a client access depends
on the score obtained by the corresponding model which could be
either above (accept) or under (reject) a given threshold, chosen on
a separate validation set to optimize a given criterion.

3.3. Introduction to MLPs and SVMs

MLPs and SVMs are learning machines used in many classifi-
cation problems. A good introduction to machine learning algo-
rithms can be found in [4, 5]. We will assume that we have access
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Fig. 1. A Face verification system using the image of the face and its skin color

to a training dataset of � pairs � � � � 
 �  where � � is a vector contain-
ing the pattern, while 
 � is the class of the corresponding pattern
often coded respectively as 1 and -1.

3.3.1. Multi-Layer Perceptron

A MLP is a particular architecture of artificial neural networks [4,
5], composed of layers of non-linear but differentiable parametric
functions. For instance, the output �
 of a 1-hidden-layer MLP can
be written mathematically as follows�
 � � � � � � � �  � " � � � &  (1)

where the estimated output �
 is a function of the input vector � ,
and the parameters ( � � � � " � & . . In this notation, the non-linear
function � � �  �  returns a vector which size is equal to the number
of hidden units of the MLP, which controls its capacity and should
thus be chosen carefully, by cross-validation for instance.

An MLP can be trained by gradient descent using the back-
propagation algorithm [10] to optimize any derivable criterion,
such as the mean squared error(MSE):

MSE � � �
12 � 4 6 � 
 � 8 �
 �  : < (2)

3.3.2. Support Vector Machine

SVMs has been introduced by V. Vapnik [9].The SVM algorithm
constructs a separating hypersurface in the input space. It acts as
follows:= maps the input space into a higher dimensional feature space

through some nonlinear mapping chosen a priori (kernel);= constructs the maximal margin hyperplane in this feature
space (MMH); the MMH maximizes the distance of the
closest vectors belonging to the different classes to the hy-
perplane.

The resulting function is of the form:

�
 � sign ? 12 � 4 6 
 � @ � B � � � � �  � � E (3)

where � is the input vector of a example to test, �
 is the decision
of the model (accept if �
 is positive, reject otherwise), � � is the

input vector of the F H J training example, � is the number of train-
ing examples, the @ � and � are the parameters of the model, andB � � � � �  is a kernel function that can have different forms, such
as: B � � � � �  � � � H � � � �  N (4)

which leads to a Polynomial SVM with parameter O , or

B � � � � �  � P Q S T 8 U � 8 � � U :X : Y (5)

which leads to a Radial Basis Function (RBF) SVM with parame-
ter X . Either O or X must be selected using methods such as cross-
validation.

In order to train such SVMs, one needs to solve the following
quadratic optimization problem: find the parameter vector Z �( @ 6 � @ : � < < < � @ 1 . that maximize the objective function

] � @  � 12 � 4 6 @ � 8 �

�

12 � 4 6
12 _ 4 6 @ � @ _ 
 � 
 _ B � � � � � _  (6)

subject to the constraints:` 1� 4 6 @ � 
 � � � and � a @ � a c d F <
It is important to note that the training complexity of SVMs

is quadratic on the number � of examples, which makes the use of
SVMs for large datasets difficult. Note however that in the result-
ing solution (3), most @ � are equal to 0, and the examples with
non-zero @ � are called support vectors.

4. EXPERIMENTAL RESULTS

In this section, we present an experimental1 comparison between
MLPs and SVMs. This comparison has been done using the multi-
modal XM2VTS database, using its associated experimental pro-
tocol, the Lausanne Protocol[6].

4.1. The Database and the Protocol

The XM2VTS database contains synchronized image and speech
data recorded on 295 subjects during four sessions taken at one

1The machine learning library used for all experiments is Torch
http://www.torch.ch.
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month intervals. On each session, two recordings were made, each
consisting of a speech shot and a head rotation shot.

The database was divided into three sets: a training set, an
evaluation set, and a test set. The training set was used to build
client models, while the evaluation set was used to compute the
decision (by estimating thresholds for instance, or parameters of a
fusion algorithm). Finally, the test set was used only to estimate
the performance of the two different features.

The 295 subjects were divided into a set of 200 clients, 25
evaluation impostors, and 70 test impostors. Two different evalua-
tion configurations were defined. They differ in the distribution of
client training and client evaluation data. Both the training client
and evaluation client data were drawn from the same recording
sessions for Configuration I which might lead to biased estimation
on the evaluation set and hence poor performance on the test set.
For Configuration II on the other hand, the evaluation client and
test client sets are drawn from different recording sessions which
might lead to more realistic results. For each client, there is �

training shot.
The system may make two types of errors: false acceptances

(FA), when the system accepts an impostor, and false rejections
(FR), when the system rejects a client. In order to be independent
on the specific dataset distribution, the performance of the system
is often measured in terms of these two different errors, as follows:

FAR �
number of FAs

number of impostor accesses
� (7)

FRR �
number of FRs

number of client accesses
� (8)

A unique measure often used combines these two ratios into
the so-called Half Total Error Rate(HTER) as follows:

HTER �
FAR � FRR

�
� (9)

Most verification systems output a score for each access. Se-
lecting a threshold over which scores are considered genuine clients
instead of impostors can greatly modify the relative performance
of FAR and FRR. A typical threshold chosen is the one that reaches
the Equal Error Rate(EER) where FAR=FRR on a separate vali-
dation set.

4.2. Comparative Results

We have compared a face verification system using MLPs and
SVMs. The Configuration I of the Lausanne Protocol is chosen
for all experiments

4.2.1. Training set

For each client model, the training database is composed of a client
training set (3 images for each client) and an impostor training set.
Again, the client training set is enlarged by shifting (8 directions
and 4 pixel shifts), scaling (2 scales) and mirroring the original
face bounding box.

Hence, the client training set contains � � � patterns ( � � � ). On
the other hand, the impostor training set contains � � � � patterns.
(the mirrored 3 original patterns of each of the 199 other clients).

4.2.2. Models

All training sets are used to train the 200 models (one MLP or
SVM for each client). Note than the chosen architecture for MLPs
has 1 hidden layer with 90 hidden units. The chosen kernel for
SVMs is a gaussian kernel ( � � � � ).

4.2.3. Results

The trained model is used on the evaluation set to evaluate the
global threshold that optimized the EER. Results on evaluation set
with the optimized threshold are shown in Table 1. This threshold
is then used with the same trained model on the test set to compute
the HTER. Results are shown in Table 2. This table provides the
FAR, FRR and HTER on the test set, both for MLPs and for SVMs.
These results show that face verification using MLPs gives better
results than using SVMs.

Models FAR FRR HTER
MLP 1.67 1.67 1.67
SVM 1.70 1.67 1.69

Table 1. Comparative results of MLPs and SVMs on the Evalua-
tion set

Models FAR FRR HTER
MLP 1.75 2.00 1.87
SVM 1.84 3.25 2.54

Table 2. Comparative results of MLPs and SVMs on the Test set

These results are competitive when compared to recent results
published on the same database. In [7] for instance, the best face
HTER (with global thresholds) was 1.5 on the same data using
LDA [8] and � � x 	 
 face images from all the XM2VTS training
set, i.e more training data and images 3 times bigger than proposed
in this paper.

5. CONCLUSION

MLPs and SVMs have been applied to many classification prob-
lems, generally yielding good perfomance compared to other algo-
rithms. In this paper, we have compared these two machine learn-
ing algorithms on face verification. This experimental comparison
have been carried out using the XM2VTS benchmark database.
Results have shown that the two algorithms are competitive when
compared to recent results published on the same database. They
have shown also that a MLP outperform a SVM on this particu-
lar task. Indeed, HTER obtained using MLPs and SVMs for the
evaluation set are equivalent. However on the test set, the HTER
obtained by MLPs is quite better than HTER obtained by SVMs.
This experimental comparison show that MLPs have a better gen-
eralisation performance than SVMs in face verification tasks.
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ABSTRACT

Algorithms based on face images are quite appealing for
the possibility to easy adapt and taylor a system to many
application domains.

A system for personal identity verification and also recog-
nition is presented. The core engine is a standard correlation-
based matcher performed on iconic representations of face
images. Through standard statistical tests of the recognition
results obtained from two different data sets the actual phys-
ical limits of the pattern matcher are clearly shown. Succes-
sively also other aspects are taken into account, related to
the feature space, allowing to greatly improve the system
performance reaching almost 100% correct recognition.

1. INTRODUCTION

The recognition of individuals from images of their face is
a very challenging task which attracted the interest of many
rearchers over time [1, 2, 3, 4, 5].

It has been demonstrated that the amount of “distinctive
information” is not uniformly distributed on the face, but
rather few image regions convey the majority of the most
distinctive features [6, 7, 8]. It turns out that the efficiency
of a recognition system can be improved by selecting a min-
imal set of areas on the face image to be processed and lim-
iting the analysis to those areas.

In this paper a novel approach is presented where a cor-
relation based image matcher is applied to a set of auto-
matically aligned and registered face images and a two-step
recognition strategy is applied. It is demonstrated that the
probability of successful recognition is significantly affected
by the use of templates for the feature points extracted from
the subject to be recognized.

�This work has been partially funded by grants from the Italian Ministry
of Scientific Research (MIUR) and by grants from the European Union.

2. UNDERSTANDING FACE RECOGNITION
ALGORITHMS

The performances of a face recognition system are generally
reported as the percentage of the population in the database
which can be recognized given a description of the sub-
ject. This clearly differs from the performance of an au-
thentication system where it is only possible to define the
false alarms versus the missed clients for a given data set.
In order to define a common test bed, a complete match-
ing should be performed over all the images in the data set
(all subjects versus all images) Given M images for each
of N subjects, the results obtained can be divided into two
classes: 1

� matching scores obtained comparing all different im-
ages of the same subject, equal to N � M(M � 1)
comparisons (client tests);

� matching scores obtained comparing all different im-
ages of different subjects, equal to (N � M)2 �
N(N + M � 1) comparisons (impostor tests);

it is assumed that more than a single matching score may
be available for each image comparison (i.e. not only one
measurement is performed but multiple measurements can
be performed, for example matching the whole image and
also small windows from the same image). Therefore it is
possible to define a covariance matrix describing each of
the two classes. If the measurements are independent the
rank of the covariance matrix corresponds to the number of
measurements used.

Given the entire ensamble of matching scores for the
two classes (each score can be regarded as a vector within
the class), the discrimination power can be defined through
three statistical indices:

1As a consequence of the experimental procedure the training set and
the test set are disjoint, except for the case where the image used to build
the representation of one subject is also matched against another subject’s
representation as an impostor test.
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� The intraset/interset distance (class separability index).
This measure is defined as:

1

Q
=

S

R1 +R2

(1)

where R1 and R2 are the mean distances among all
measurement vectors within each class and S is the
mean distance among all vectors in the two classes.
The two classes are well separated, or the system has
a high discrimination power, if Q is small.

� The Bayesian error probability can be obtained from
the Bhattacharrya distance as:

Pe =
1

2
� =

1

2
F (�1;�2;m1;m2) (2)

where �1 and �2 are the covariance matrices of the
two classes, m1 and m2 are the mean vectors of the
two classes.

� The false acceptance, false rejection and the equal er-
ror rate are easily obtained if a single measurement is
available for each test. In the multidimensional (mul-
timeasurement) case the Fisher transform can be used
which allows to compute the projection of the multi-
variable measurements into a single dimension 2.

3. ICONIC FACE MATCHING

Matching iconic views of the same person it is necessary to
define a common measurement coordinate system, aligning
the images before performing the matching. The position
of few stable feature points on the face (the eyes and the
mouth) is used to create a common reference frame. All im-
ages to be matched against a given subject are firstly warped
according to the reference frame, then the matching is com-
puted on a fixed-size subwindow containing the whole face
or on several windows containing relevant facial features.

The face alignment and warp requires to firstly locate
the position of the feature points. The technique applied to
detect the facial features, relies on the application of mor-
phological operators to extract contours, valleys and peaks
in the grey levels. All available information is gathered to
make hypotheses for the presence of specific facial features.
For example, the visible part of the sclera of the eye corre-
sponds to a peak in the grey levels while the nostrils corre-
spond to valleys. False matches are avoided by imposing a
geometrical constraint to the position of the eyes and mouth,
which is to lie at the vertexes of a triangle. The position of
the mouth is refined by computing the cross-correlation be-
tween the image and a feature template, within a 10x10 pix-
els window centered on the previously determined position.

2A more complete description of the statistical indices adopted and their
use is described in [9].

a) b)

c) d)

Figure 1: Detection of facial features. a) Valleys in the gray
levels extracted by applying a morphological filtering. b)
Cumulative integral computed on the horizontal lines of (a).
c) Estimated initial position of the features. d) Final local-
ization through template matching.

The feature template can be obtained either by averaging
ten feature subimages of five different subjects or just by
taking the subimages from the reference subject’s image.
The choice of the template is demonstrated to be critical for
the overall performances of the recognition system (see 1).

4. SYSTEM TESTING

The iconic matching system was tested against two different
databases: the former (“academic” database) composed of
images acquired in our laboratory and the latter (“industrial”
database) made up of images captured from a camera fixed
on a wall within a factory shopfloor. The two databases are
quite different and are a good digest of two realistic practical
applications as well as test set up. The “academic” database
is quite similar, in principle, to the FERET database [10];
contains 124 gray level images (8 bits) from 45 subjects, the
image size is 512x512 pixels with approximately the same
number of males and females.

The “industrial” database is composed of 488 gray level
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Pe
1

Q
EER

Template A 43% 0.65 28%
Template B 37% 0.8 21.4%

Table 1: Error indices computed from the industrial
database by using feature templates obtained by averaging
several images (Template A) or extracted directly from the
subject’s image to be matched against the database (Tem-
plate B).

Pe
1

Q
EER

Academic database 30% 0.95 16%
Ind. database 37% 0.8 21.4%

Ind. database (full set) 40% 0.73 24%

Ind. database (log-p) 32% 0.91 17%

Table 2: Error indices computed from the academic
database and the industrial database.

Figure 2: Sample original images of one of the subjects
from the “academic” database.

Figure 3: Sample original images of one of the subjects
from the “industrial” database.

Figure 4: The same face images reported in figure 3, after
the warping procedure.

images (8 bits) from 75 subjects, the image size is 384 �
288 pixels and the head size is always contained within a
window 80� 120.

Another data set has been obtained by eliminating from
the full industrial database all subjects with only one im-
age in the database. The resulting database has 165 im-
ages, which have been used to perform 2754 client tests and
24306 impostor tests.

The full matching test has been performed as explained
in the previous section on statistical error measurements.
The resulting number of tests was of 250 client tests and
15002 impostor tests for the academic database, 4624 client
tests and 233032 impostor tests for the industrial database.
The described error indices were computed as reported in
table 2.

5. ANALYSIS AND DISCUSSION

An iconic matching algorithm has been stressed to the worst
possible working conditions by using two ad-hoc databases.
The aim was to understand the actual limits and failing modes
not only of the specific method applied, but also of any gen-
eral iconic-based matching technique.

From the reported error indices it is possible to make the
following considerations:

� the capability to make a clear and accurate distinction
between the client and impostor classes is highly de-
pendent on the application domain (i.e. the data ac-
quisition conditions and the cooperation of the sub-
jects) and there is a clear limit to the use of iconic-
based matching.

� The face registration or warping step is quite critical
for the all recognition process.

� The performances of a identity verification system
can not be assessed with a trial on a data set only,
but multiple and different data set are necessary to
understand the real failing modes.

� There is an intrinsic limit, also statistically demon-
strated, in using a matching technique alone to dis-
criminate a set of given clients from the class of all
possible impostors.

The clear limitations of a single matching engine in mak-
ing a discrimination among thousands of images, enforces
the need for either a multi-level or a multi-algorithmic pro-
cess, where several (at least two) cooperating “experts” are
applied to the same authentication process.

Several aspects have been addressed explicitly but many
are still under investigation. In this paper the analysis has
been restricted to a simple image representation, but further
work can be done by matching multiple features either at
the first level or at the second processing level.
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a)

b)

c)

Figure 5: Comparison among the curves representing the
matching probability for the client and impostor classes
computed on the industrial database. (a) Test performed on
the full image set. (b) Test performed on the image subset.
(c) Test on the image subset applying a log-polar template
to detect the facial features.
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ABSTRACT 

Eigenfaces and Elastic Graph Matching are two popular and 
well-studied methods for face recognition; however, they are 
suitable for recognition of certain types of facial images. We 
propose to fuse the two methods together in order to extend 
the capabilities of a Face Recognition System beyond what 
each method can handle alone.  
The power of fusion is demonstrated in our recognition results 
on the standard ORL database, reaching a recognition rate of 
97.7 %. This is better than Eigenfaces or Graph Matching 
alone as well as other earlier methods.  
Finally, we report on the usefulness of Eigenfaces as a 
compression tool when face recognition is applied over the 
internet.  

1. INTRODUCTION 
Face Recognition constitutes a non-intrusive, natural and low-
cost biometric modality that has emerged as one of the most 
active biometrics research areas during the last few years [15].  
It is one of the few modalities that people use in everyday life, 
and has great potential for high user acceptance levels. Two of 
the most popular and successful approaches for face 
recognition are Eigenfaces [10, 12] and Elastic Graph 
Matching [13]. 

Despite great progress in facial recognition technology that 
has been accomplished lately [15, 16, 7], there is a gap 
between reported performance levels and the user experience 
when systems are deployed in real-world scenarios.  Some of 
the prominent problems are sensitivity to illumination 
variations, occlusions, pose changes and facial expressions. 

In the following section, we present a short description of 
previous work regarding the two methods of Eigenfaces and 
Graph Matching, with a discussion of their weak and strong 
points.  This provides the motivation for our fusion approach 
that combines the two methods together alleviating the weak 
points of each and enhancing system performance, which is 
described in Section 3. Next, we report our experiments on 
face recognition and present our results using the ORL 
database. Finally, since in a real-world face recognition 
system, face images could be sent over the internet to remote 
servers for identification, in Section 5 we examine the value 
of the method of Eigenfaces as a compression tool for the 
transmission of images to remote sites.  

2. RELATED WORK 
In this section, we briefly summarize the main ideas behind 
each of the two methods we have used: Eigenfaces [10, 12] 
and Elastic Graph Matching [13] and discuss their main 
features and properties.  We place some emphasis on their 
complimentary nature that highlights our motivation for using 
fusion. 

2.1 Eigenfaces 
The so-called “eigenfaces” method [12] is one of the most 
popular methods for face recognition.  It is based on the 
Principal Components Analysis (PCA) of the face images in a 
training set.  The main idea is that since all human faces share 
certain common characteristics, pixels in a set of face images 
will be highly correlated. The K-L (Karhunen-Loeve) 
transform can be used to project face images to a different 
vector space that is of reduced dimensionality where features 
will be uncorrelated.  In the new space nearest neighbor 
classifiers can be used for classification.  Euclidean distances 
d in the projection space are mapped into the [0,1] interval of 
the real line using the mapping function: f = d / (1+d).  It is 
easily seen that f is also a metric with distance values in [0,1] 
and will be used in the fusion process. 

2.2 Elastic Graph Matching  
Elastic Graph Matching is another popular method [13, 2] for 
robust face recognition.  It models the face as a graph whose 
nodes correspond to fiducial points labeled with vectors (so-
called ‘jets’ [2]) that capture information about the local face 
structure.  Graph edges are vectors connecting nearby nodes 
that can be used to enforce relative placement constraints of 
facial features.  Node labels (jets) are the coefficients of the 
image convolution with a family of Gabor filters that are 
complex local waves of specific frequency and orientation [1].  
Each jet element is the convolution result on the node location 
describing the image structure locally with respect to the 
frequency and orientation of a specific Gabor filter.  We have 
used a family of 40 Gabor kernels. These are generated by 
combining a set of 5 different wave frequency values, namely 
{π/8, π/(4√2), π/4, π/(2√2), π/2} with a set of 8 orientations, 
namely {µ ⋅ π/8, µ=0…7}.  We only keep the norm of the 
complex result, since the convolution phase is known to be 
very sensitive to the exact node placement [13]. 

Once graph node descriptions have been produced, a graph 
similarity function can provide a similarity score against all 
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graphs that describe model images. We have used a weighted 
sum of relative displacements of edge vectors and jet 
similarity values between corresponding nodes of query and 
model images.  At the current version of our system, all edge 
weights are 1, except weights of edges adjacent to the eye 
pupils or the lips, which are 0, since eye pupils and lips can 
move around without incurring any penalty.  The best results 
were obtained when the relative importance of jet and edge 
similarity terms is controlled by a parameter λ, such that 10-6 
< λ < 10-2.  The similarity function of two nodes is nothing 
more than their inner product divided by the product of their 
norms when they are considered high-dimensional vectors.  It 
lies in the [0,1] interval, since their coordinates are all positive 
numbers. Below we see an example of a face graph with 14 
nodes, while graph edges connect nearby locations. 
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orthogonal subspace that gives rise to a DFFS distance 
measure (“Distance From Feature Space”).  For more details, 
the reader is referred to [5]. 

3. FUSION OF EIGENFACES AND 
GRAPH MATCHING 
The rationale for using fusion to improve the performance of 
Eigenfaces and Graph Matching is based on the observation 
that the two techniques are complimentary in many aspects.  
Fusion will improve the overall performance [11], because 
each time it will select the outcome of the method that is best 
suited to process the test image.  More specifically:  

 Graph Matching is better suited for face matching 
across views, while eigenfaces can be used for face 
identification within a specific view.  This is 
because graph matching detects fiducial points on 
the original image and describes them independently 
of their position within the face (i.e. head pose).  
Thus no image normalization is necessary and graph 
matching can be used successfully to compare 
images across different views.  Graph nodes are 
attributed with feature descriptions irrespective of 
the particular pose.  Of course, complete 
independence from the view setting is not possible, 
since the projective transformation together with 
possible illumination changes will alter the feature 
descriptions. 

On the other hand, when eigenfaces compares images of a 
specific view, facial features have to be already aligned so that 
image pixels can be attributed physical meaning, and 
differences between image projections will be mainly due to 
different person identities.  When comparisons occur across 
different views, a registration and normalization phase is 

 

FIG. 1 A FACE GRAPH WITH 14 NODES
acial Feature Detection 
sential step for Graph Matching is the successful 
on of high-level features on the face (e.g. Eyes, nose, 
 etc). Graph nodes will be placed on the locations of 
eatures (see Fig.1).  

portant difference of our system from others ([13]) lies 
ay high-level features are located on the face:  In [13], 

ar grid was used for a first coarse node placement and 
uently node positions were fine-tuned to local maxima 
similarity function.  Instead we used a separate feature 
r that can search and detect fiducial image points in the 
hen trained with a suitable set of feature examples 

ed manually) from a training set of images.  

ve assumed that intensities of corresponding pixels 
 a multivariate Gaussian probability density function 
ve used the Maximum Likelihood detector of [5] that 
a feature at the global maximum of the multivariate 
an pdf.  This can be efficiently computed via the 
ion of candidate feature vectors into two orthogonal 
ces: a principal components subspace that gives rise to 
 distance term (“Distance In Feature Space”) and an 

necessary to facilitate feature alignment.  One solution is to 
find two or three landmark points on the face (e.g. two eyes 
and the nose tip) and apply an affine transformation that will 
align corresponding pixels.  However, good alignment is quite 
sensitive to accurate feature detection, since even error of a 
single pixel will magnify when the image is scaled. (This is 
the so-called imprecise localization problem [17]). Additional 
evidence for this claim is that techniques that extend 
eigenfaces to multiple views fare best when a separate 
eigenspace is used for each view [6]. 

 Eigenfaces uses the whole face area and is better 
suited for utilizing face-specific landmarks.  When a 
person has peculiar landmarks on the face (scars, 
wrinkles or moles) eigenfaces can take advantage of 
that since the whole area is used; graph matching on 
the other hand, is not using the whole face area, as 
graph nodes are placed in pre-defined facial 
landmarks.  Since the designer decides the graph 
node set in advance before the test set faces are 
seen, the system will not utilize important features 
that can be face-specific (e.g. a large mole, or a deep 
wrinkle).  Eigenfaces is the preferred method for 
such cases. 

We see that the two methods are complimentary, since each 
has specific properties that make it a better choice for certain 
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kinds of facial images.  So, using fusion to increase the 
success rate of each one alone is justified and can increase 
recognition performance.  In our system, for each face in the 
test set, both eigenfaces and graph matching come up with 
lists of candidate faces accompanied by confidence scores 
computed as described below.  Confidence scores are derived 
from the distance values, which are metrics in the [0,1] 
interval, as we saw earlier. 

As a first approach to the fusion problem, we opt to choose 
the suggestion with the maximum confidence score.  A more 
elaborate procedure [11] involving the use of the Likelihood 
Ratio Test that takes into account the image statistics is going 
to be used in future versions of our system. 

If d0 is the best distance of the test image from the model of 
choice (say M), and d1 is the smallest distance from the rest of 
the models (that is, when all faces belonging to model M are 
removed, d1 will be the minimum distance of the test image 
from faces having other identities), then the significance 
confidence score is the Mahalanobis distance between model 
M and the next best choice.  This will be the separation of d0 
and d1, divided by the standard deviation s of the distances 
from the rest of the models [2]: 

Confsig = (d1 – d0) / s 

4. EXPERIMENTS 
We have conducted experiments on the publicly available face 
database of Olivetti Research Labs (ORL) [8], which is 
comprised of 400 face images that belong to 40 individuals. 
Images are grayscale with 256 gray levels and size 112 by 92 
pixels.  Each face is closely cropped and scaled, so no face 
detection or size normalization phase is necessary.  On the 
other hand, illumination, pose and facial expression variability 
is observed across images of the database (see Fig. 2), so we 
can say it is a challenging (but small) database for face 
recognition applications.  

FIG.2 SOME FACES FROM 
THE ORL DATABASE. 

We tested the performance of the fusion technique on the 
ORL database.  We 
randomly chose a set 
of 5 out of the 10 
images per person, to 
serve as the training 
set, while the rest 
were put in the test 
set.  This creates a 50-
50 split of the 
database with no 
overlap between 
training and test sets. 

For the eigenfaces method registration or contrast 
normalization is not performed, because of the high sensitivity 
of the final registration result on accurate feature detection 
(localization problem).  Eigenfaces are formed using the first 
100 eigenvectors of the covariance matrix of the pixels, while 
a nearest neighbor classifier using the Euclidean distance 
metric is used to select the best match. Subsequently, 
Euclidean distances are mapped to the [0,1] interval using the 
mapping we saw earlier.  

Graph Matching begins with a feature detection phase (we use 
the Max. Likelihood feature detector from [5]).  Subsequently 
each detected feature forms a node in the face graph, 
attributed with a vector of Gabor coefficients as described 
earlier.  Distance vectors between nodes are computed and 
graph similarity scores are extracted.  The best match is the 
one with the maximum similarity score. This score also lies in 
the [0,1] interval. 

As a final step, the two suggestions from Eigenfaces and 
Graph Matching are fused together. The final system outcome 
is selected as the match with the best confidence score, 
computed as we saw in Section 3.  Table 1 reports the system 
performance. We also cite the performance of other methods 
on the same database as it is reported in the literature.  All 
cited results have been produced using the method of cross-
validation, after a random 50-50 split of all the faces to 
training and test sets.  

Method Rates Reference 
Fusion 97.7 % Our work 

Eigenfaces (100 
eigenvectors) 

96.1 % Our work 

Graph Matching 90.5 % Our work 
Eigenfaces (40 
eigenvectors) 

89.5 % [9, 4] 

Elastic Matching 80.0 % [14] 
Self-Organizing Map 
+ Convolutional NN 

96.2 % [4] 

TopDown HMM 
with gray values 

87.0 % [8] 

Pseudo 2D HMM 
with gray values 

94.5 % [9] 

Point Matching + 
Correlation 

84.0 % [3] 

Table 1. Recognition Results and Comparison with state-of-
the-art 

5. USE OF EIGENFACES AS A 
COMPRESSION TOOL  
In this section, we consider an aspect of the application of face 
recognition systems in the real world. With the increasing 
acceptance that biometrics technology enjoys, it will often be 
the case in the near future that face recognition (among other 
biometric modalities) is applied over the internet. For 
example, people may wish to access a remote database that 
employs face recognition. Face images of legitimate users will 
reside in a remote central server, while images of users 
logging in will be collected, processed and transmitted over to 
the central database for authentication. Confidentiality of the 
biometric data will be achieved using encryption techniques.  

One problem with this approach, however, is the large size of 
the image and the bandwidth waste that occurs if the image is 
transmitted without any compression. There are many very 
successful image compression techniques, aiming at good 
performance on generic images. These methods usually do not 
take into account image contents, however. A higher 
compression ratio can be achieved if knowledge about the 
image contents is employed and the image is encoded into 
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higher-level objects. The fact that the image contains a face 
can be of great value and we can take advantage of it, when 
we use the method of Eigenfaces as a compression tool. 

A quantitative calculation can easily show the amount of 
savings. In our experiments we have used the ORL database, 
which has images of 112 by 92 pixels. This means 10304 
bytes will be transferred when no compression is used. 
Instead, we can project the image into the eigenspace and 
transmit only the most significant coefficients. (To do this, 
one must have the basis vectors, which can be transferred 
locally, when one registers the application, or is using the 
system for the first time).  

If we use only the first 100 eigenvector coefficients and 
discard the rest, we need only transfer 800 bytes (assuming 
each coefficient is a double taking up 8 bytes). We see the 
level of savings that this simple technique achieves (more than 
a factor of 10 less data than the uncompressed image). Of 
course, when one moves to generic images, the high 
compression result will fail since a higher number of 
coefficients will need to be transferred to maintain acceptable 
image quality.  

5. CONCLUSIONS 
We have described a face recognition system that uses fusion 
to mold two complimentary approaches of eigenfaces and 
elastic graph matching.  We observed a performance increase 
in comparison to each method alone and validated our work 
through experiments on the ORL database.  We also described 
the benefits of Eigenfaces as a compression tool, useful in 
applications of face recognition over the internet. In the 
future, we plan to apply certain assumptions about signal 
statistics to build an elaborate fusion scheme according to [11] 
in order to increase fusion performance even more.  We also 
plan to expand our experiments to larger data sets such as the 
FERET or the Purdue databases. 
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ABSTRACT
This paper describes the design and development of a
prototype system for the automatic identification of an
individual based on the fusion of palm and hand geometry
features. Information fusion at the feature extraction and at the
confidence level, where the matching scores reported by three
matchers are combined, is discussed. After training with the
template files of 50 persons, the system was tested with the
template files of 61 persons not “seen” during the training
phase. The test performance, FAR = 0.0 % and FRR = 1.7 %,
suggests that the system can be used in medium/high security
Internet environments.

1. INTRODUCTION
Most Internet security services such as confidentiality,
authentication, integrity and non-repudiation rely on public-
key cryptography as well as on user-identification techniques.
Traditional user-identification techniques based on passwords,
personal identification numbers (PINs), card keys, etc., cannot
differentiate between an authorized person and a fraudulent
impostor [1]. Biometrics is an emerging technology [2] that
identifies users by their physical and/or behavioral
characteristics, and inherently requires that the user to be
identified is physically present at the point of identification.
The physical characteristics of an individual that are most
often used in identification/verification systems based on
biometrics are as follows: fingerprint, hand geometry [4], [6],
face [5], [6], palmprint [7], iris [8], [9], retina [10], signature
[10], voice [11], and lip movement [1]. However, a single
physical characteristic of an individual sometimes fails to be
sufficient for an identification, for this reason multimodal
biometric systems, which integrate two or more different
biometric characteristics (e.g., a face, a fingerprint and hand
geometry [3], or a face, voice and a lip movement [1]), are
being developed to provide a more secure
identification/verification system to identify individuals.
This paper describes the prototype of a biometric
identification system based on a fusion of palm and hand
geometry features. There are some bibliographic references
relating to hand biometrics [12], [13], [14], as well as
references about commercial systems that are available [15],
[16]. There are also references to palmprint verification [7],
[17], [18], but, as far as we know, there are no references
about systems based on the fusion of palm and hand geometry
features. The proposed system uses two levels of fusion:
fusion at the feature extraction level (a single sensor for
extracting the features of palm and hand geometry) and fusion
at the abstract level, where the accept/reject decision is based
on a combination of three transition functions and three
heuristic rules.

The paper is organized as follows: Section 2 presents the palm
and hand geometry feature extraction process, including a
description of the image-capture process and preprocessing.
Section 3 describes the procedure for an individual
identification. The experimental results are presented in
Section 4. Conclusions and future research directions are
given in Section 5.

2. FEATURE EXTRACTION

2.1 Image capture and database
The palm is the inner surface of the hand between the wrist
and the fingers. The hand geometry and the palm features are
extracted from the image of the right hand, which is placed on
the flat glass surface of a scanner. The user has to put his hand
on the scanner with the fingers spread naturally. There are no
pegs, which usually serve as control points for the appropriate
placement of a hand, and so translation and rotation of the
hand (about ±27 0, related to the vertical line of symmetry of
the working surface of the scanner) are allowed. The spatial
resolution of the images is 180 dots per inch (dpi) / 256 gray
levels. Figure 1a. shows a typical image obtained by the
scanner. For research and experimental purposes a database
composed of five images taken by a scanner, five images
captured by a CCD camera placed above the hand, and five
images of a lateral view of the hand (obtained by placing a
mirror on the right-hand side of the platform) of 111
individuals was collected.

 

 
Figure 1: a) Typical image obtained by a scanner,
b) Contour of the hand, c) Focus of the attention region
(FOAR), d) Processed FOAR

a

c
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2.2 Preprocessing and feature extraction
The features used in the proposed system are obtained by
fusion [3] of the hand geometry and the palmprint
characteristics. The hand geometry features are the lengths and
widths of the four fingers measured at different heights, as
well as width of the hand and distances among valleys
between fingers. The palmprint features are based on the
principal lines (the heart line, the head line, the life line)
(Figure 2) and on texture attributes of the palmprint. Both
types of features are invariant to rotation and translation of the
hand.

Figure 2: Principal lines of plamprint:
1 heart line,
2 head line,
3 life line

Preprocessing precedes the feature extraction process. The
global thresholding is applied to extract the hand from the
background. We have experimented using methods based on
local thresholding and edge-detection procedures, but due to
the regular and controllable conditions of image capturing,
simple global thresholding provides satisfactory results. To
extract the contour of the hand, a slightly modified contour-
tracing algorithm was used [19]. The extracted contour of a
hand can be seen in Figure 1b. Based on the contour of the
hand the fingertips and the valleys between two fingers were
determined. Two reference points were selected on the
contour:

i) the valley between the little finger and the ring
finger /point V1/,

ii) the valley between the index finger and the middle
finger /point V2/.

Point V1 was used to determine a subregion (120 x 60 pixels)
of the palm where a segment of the heart line can be detected.
On the subregion, the Gaussian mask (9 x 9 pixels, σ2 = 3.0)
was applied first, and this was followed by the Sobel operator.
After a double thresholding the horizontal projection was used
to detect the segment of the heart line. The middle point of the
segment of the heart line and a joint line connecting the
reference points V1 and V2 were used to define the focus-of-
attention region (FOAR) of the palm (Figure 1c), as well as
the three simple hand geometry features (Figure 3b). The 315
x 285 pixels FOAR was preprocessed (Figure 1d) using a
Gaussian mask and a modified Sobel operator followed by a
double thresholding. In order to detect the principal lines we
also experimented with a ridge-line following algorithm [20],
but we were not able to obtain satisfactory results. Finally, we
formed the composed 422-component feature vector (a
sample), where the first 20 components (denoted by Fx) are
features containing characteristics of fingers (Figure 3a), 3
components (denoted by SGx) carry information about the
simple hand geometry characteristics (Figure 3b), and 399
components (denoted by Px) rely on the palm characteristics.

 
Figure 3: a) Finger features,

 b) Simple hand geometry features

3. IDENTIFICATION

3.1 Enrollment
In the enrollment process the feature vectors (the samples
representing the user's hand) were saved to the template file.
This file also contains pertinent authentication information: in
our case each authorized user is represented by a class index.
In the enrollment process three samples for each user were
taken. On the basis of these samples the additional four
samples were generated. So, for each person the template file
contains seven samples: three original samples, one average
and three samples calculated as an average of each pair of the
original samples.

3.2 Identification
Identification is a one-to-many process that compares the
biometric information presented by an individual with all the
biometric information stored in a database, and decides
whether a match can be declared [21]. Figure 4 depicts the
data-flow diagram of the identification process applied in the
system. During the identification stage the sensor captures the
characteristics of the individual to be identified and converts
them into the same format as the users’ templates. The sample
is represented by a feature vector X, which is divided into
three subvectors: Fx, SGx and Px . The Euclidean distance d
between each subvector and the corresponding subvector of all
the feature vectors Nij = [Fij, SGij, Pij] in the database was
calculated: d(Fx, Fij), d(SGx, SGij) and d(Px, Pij). The index i;
i = 1, 2, 3, ..., u  denotes a class index of the authorized user (u
is a total number of authorized users in the database). The
second index j = 1, 2, …, p denotes the j-th sample of the
same user obtained during the enrollment process. The
distances were transformed into the similarity measures SF

ij,
SSG

ij, and SP
ij by means of three transition functions, the forms

of which were determined during the training phase of the
system. In the training phase a database consisting of 50
persons was used in exhaustive testing in order to find the
transition functions. The Euclidian distance between the
corresponding subvectors of the samples from the same
template file was calculated and the number of occurrences of
each distance was recorded. The above process was repeated
for all the template files in the database. The accumulated
results are shown in the histograms (Figures 5a, 5b and 5c). A
right downward slope of each histogram was approximated by
an exponential function, which was used for calculating the
similarity measure.
The fusion at the classification level was performed by means
of three heuristic rules and by the total similarity measure
TSMij. The total similarity measure is a combination of three
similarity measures:

1

2 3

a bI.

II.
III.
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TSMij = w1 SF
ij + w2 SSG

ij + w3 SP
ij ,

where w1, w2, and w3 are weights obtained by experience
(during the training phase) / w1 = 1.0, w2 = 0.1 and w3 = 0.8 /.
In the identification process the feature vector X is compared
with all the samples in the database; this means that u*p
comparisons are needed. Based on the total similarity
measure, the three most similar samples Nqk, Nrl, Nsm from
the database are selected as inputs into the final decision
process.

Figure 4: Data-flow diagram of identification process

The final decision as to whether X is matched with the sample
in the database is based on the following heuristic rules:
I. RULE: All three class indexes of the selected samples have
to be the same q = r = s. (In terms of the pattern-recognition
problem the 3-NN algorithm must give three patterns from the
same class).
II. RULE:  SF

qk > θ1, and SF
rl > θ1, and SF

sm > θ1 and
SSG

qk > θ2, and SSG
rl > θ2, and SSG

sm > θ2 and
SP

qk > θ3, and SP
rl > θ3, and SP

sm > θ3.
III. RULE: TSMqk > θ4 and TSMrl > θ4 and TSMsm > θ4 and

(1/3) (TSMqk + TSMrl + TSMsm) > θ5.

The threshold values θi; i = 1, 2, …, 5 were determined
experimentally during the training phase using the database
consisting of 50 individuals.

If all three rules are satisfied, then the individual represented
by X is successfully identified as a user registered in the
database with a class index (see I. RULE).

      

Figure 5: Transition functions for
a) fingers: d(Fx, Fij) → SF

ij
b) simple hand geometry: d(SGx, SGij) → SSG

ij
c) palm: d(Px, Pij) → SP

ij

4. EXPERIMENTAL RESULTS
The biometric identification system was tested using a
database of 61 persons who were not used in the training
phase. Five images of each person's hand were captured, thus
a total of 305 images were made available. In the enrollment
phase we used three images, and so for testing the users there
were two available images. However, for the impostors all five
images were available for testing.
The experiment proceeded as follows (Figure 6): One template
file was randomly selected from the set of 61 template files, as
input in the enrollment process. The remaining 60 files were
considered as impostors' template files. The identification was
performed and the results were recorded. After this, from 60
template files, another file is randomly selected and added to
the set of template files of authorized users. So we got two
user template files and 59 impostor files. Again, a process of
identification was performed and the results were recorded.
The above procedure was repeated until the 60 user template
files and 1 file of an impostor were obtained. The whole of the
above-described process was repeated 20 times. There was a
total 12810x20 matching between samples during the
experiment.
The described experiment gave the following results for the
identification: the false-acceptance rate (FAR) was 0.0 % and
the false-rejection rate (FRR) was 1.7 %. We were also
interested to find a way in which the fusion at the feature
extraction and accept/reject decision levels has an influence on
the results of the identification. Table 1. shows the FAR and
FRR using the fusion of the different features. For example, if
only finger features are used for the identification, we have

11

1

SF SSG

SP

d
[pixel]

d
[pixel]

d [pixel]

3 289 (avrg.) 0 267 (avrg.)

200 525 (avrg.) 1100

a b

c
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obtained the slightly unexpected results: FAR = 0.0 % (!) and
FRR = 5.2 %. In the case of using only palm features FAR
was 8.1 % and FRR was 6.1 %. A fusion of simple geometry
and palm features (SG-P) improves the results (FAR = 2.6 %
and FRR = 2.3%) (Table 1.).

F SG P F-SG SG-P F-P F-SG-P
FAR [%] 0 32.6 8.1 0 2.6 0 0
FRR [%] 5.2 27.7 6.1 4.6 2.3 1.8 1.7

Table 1: The FAR and FRR using F - finger features,
SG - simple geometry features, P - palm features, and fusion
of these features (e.g. F-P denotes fusion of finger (F) and
palm (P) features)

Figure 6: Data-flow diagram of experimental testing of the
system

5. CONCLUSION
We have designed a prototype biometric identification system
based on the fusion of hand geometry and palm features. We
have presented the initial results of the identification based on
biometric measurements of 111 individuals. A database of 50
persons was used in the training phase of the system, and
additional template files of 61 persons were used for testing
the system. The experimental results showed that information
fusion at the feature extraction level and at the confidence
level (where the matching scores reported by three matchers
are combined) improves the results of the identification. The
results, FAR = 0.0 % and FRR = 1.7 %, have demonstrated the
possibility of using this system in medium/high security
environments (Web access, e-commerce).
Further work should be undertaken to increase the database
size with template files collected over a longer period of time,
as well as experimenting with novel palm characteristics like
datum points and global texture features.
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ABSTRACT 

Two biometrics identity verification systems relying on 
Hidden Markov Models (HMMs) are described: one for on-
line signature verification and the other one for speaker 
verification. These two systems are first tested separately, 
then the scores of each HMM expert have been fused together 
by different methods. A Support Vector Machine scheme has 
been shown to improve significantly the results. For this test, 
we have built chimerical individuals from the signature and 
speech databases. 

1. INTRODUCTION 
Several works have already proven that combining different 
biometric modalities permits to improve significantly the 
performances of systems based on a single modality [1]. It is 
precisely the aim of the BIOMET research project ("Biometric 
Multimodal Identity Verification") in which the fusion of five 
modalities for identity verification is at study (speech, on-line 
signature, face, fingerprints, hand shape). In this work, we 
have chosen to combine speech to on-line signature to verify 
someone's identity. 

In the fusion framework, an expert in each modality can either 
supply a decision directly (acceptance or rejection), or simply 
a score. In the former case, logical operators (AND/OR) are 
often used when combining the binary outputs of the different 
experts or, if the number of experts makes it possible, majority 
voting is used. The second case (the one that we chose), often 
called "score fusion", has the advantage of keeping all the 
information given by each expert before the final decision. We 
have used in this framework a recent technique of statistical 
learning, Support Vector Machines (SVMs), already 
successful when applied to identity verification [7]. 

This paper is organised as follows : the principles of the 
signature verification expert, described in detail in [5], are 
first presented in Section 2, as well as related experimental 
results. Section 3 describes the speech verification expert. 
Different techniques for fusing the scores of both of these 
experts are then presented in Section 4, and compared on a 
database of chimerical individuals, built for fusion using 
speech and signatures databases at our disposal.  

2. SIGNATURE VERIFICATION 

2.1 Modeling signatures with a HMM 
17 parameters are extracted on each point of the signature : 8 
dynamic and 9 static. For more details concerning such 
parameters and the acquisition of the signature, the reader 
should refer to [5]. A discrete left-to-right HMM was chosen 
to model each signer's characteristics. The number of states in 
each signer's HMM is between 6 and 12, according to 
signature average length. The topology only authorizes 
transitions between each state to itself and to its immediate 
right-hand neighbor. In order to decide whether the claimed 
identity of signer i is authentic or not, the principle is to 
compare the log-likelihood of the current signature for model i 
to a threshold. In this framework, a signature O is accepted if 
and only if Log [P(O/ ψ(i)) ] > τ(i), where ψ(i) is the HMM 
of signer i and τ(i) the adaptive threshold computed for signer 
i, as is explained in Section 2.2. As other authors [4], we use 
in fact the "normalized" log-likelihood, that is the log-
likelihood divided by the number of points in the signature. 

2.2 Experiments 
2.2.1.Database 
We worked on Philips' on-line signature database [4]. This 
database contains, for 51 signers, high quality forgeries of 
different types, among which imitations of the dynamic of 
each signature. We only kept 38 signers, and have at disposal 
for each of them 30 genuine signatures and 35 forgeries 
(sometimes 36). We split the set of the 30 genuine signatures 
of signer i in two subsets: 15 in V1(i) (training database for 
the HMM) and 15 others in V2(i). Also, the 38 signers are 
split in two parts: 19 persons in BA and the remaining 19 in 
BT. Database BA (in fact the subset V2(i)) will be used to 
estimate the threshold. The final performance of the system 
will be given on database BT (using the subset V2(i) and 
forgeries). As in [4], we consider for signer i an adaptive 
threshold τ(i) = L*(i) + x where L*(i) is the average log-
likelihood on V1(i) and x is an offset common to all signers. 
Often, x is chosen in order to make the system reach an Equal 
Error Rate (EER) corresponding to FA = FR, FA being the 
False Acceptance Rate and FR the False Rejection Rate. To 
estimate the value of x for this criterion, we minimized 
(FA(x)-FR(x))2 on database BA (969 signatures among which 
684 are forgeries and 285 are genuine), and tested with this 
decision threshold on database BT (951 signatures: 666 
forgeries and 285 genuine). We can also choose x in order to 
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minimize the Total Error Rate (TE) on database BA, without 
considering explicitely FA and FR. It is indeed this approach 
that we keep in the following for the fusion of the different 
modalities. Table 1 shows the performance obtained for both 
criteria EER and TE on database BT. These results are not 
very good compared to the state-of-the-art [4]. This can be 
explained by the fact that it is a first system that has not been 
optimized yet.  

Criterion x TE FA FR 
EER -0.87 9.57% 11.71% 4.56% 
TE -0.61 8.41% 4.35% 17.89% 

Table 1: Global performances of signers' HMMs on BT  

 

recognizing the client password, using n repetitions of such 
password and 35 world phone models. The second is the 
construction of the client model by MAP adaptation of the 
world phone models recognized in the first step, using the 
training data of each client [8]. The adaptation concerns only 
the means of the gaussians of the world phone models. 
Therefore, each client is characterized by the adapted phone 
models and n transcriptions of his password T1, T2,…, Tn. 
Finally, in the test phase, given a test segment X’, the 
transcription T* maximizing P(X’/λ*,Ti) for  i = 1,.., n is used 
to decide whether the test segment X’ was uttered by the 
claimed identity or not, following (1), according to the score 
given by :  

Log[P(X’/λ,T*) / P(X’/λ*,T*)].  

 3.2 Experiments 
FA
FR 
 
Figure 1: FA vs. FR for the signature HMM on BA and BT 

 

3. SPEECH VERIFICATION 

3.1 Model characteristics 
Given some speech utterance X, and a claimed identity, a 
Speaker Verification (SV) system has to decide by accepting 
or rejecting the claimant. Most speaker verification systems 
are based on the criterion of the log-likelihood ratio. Indeed, 
the system confirms the claimed identity if and only if : 

Log [P(X/ λ) / P(X/ λ*)] > β   (1) 

where P(X/ λ) is the likelihood of the speech utterance X for 
the claimed identity model λ, P(X/ λ*) is the likelihood of the 
speech utterance X for the independent background model λ*, 
called "world model", and β is the likelihood score threshold 
which can be speaker-dependent or not [11]. 

Roughly, there are two modes of SV: text-independent SV, 
where the message pronounced by the speaker is unknown, 
and text-dependent SV, where the SV system knows in 
advance the password or sentence that has to be pronounced 
by the client. In this work, we are interested in text-dependent 
SV using a personalized password (PP) [9], that is the client is 
free to define his own password, that will serve later for the 
verification of his identity. The system that we propose 
contains three different phases : the first one consists in 

3.2.1.Database 
In our experiment, the POLYPHONE database is used to train 
the world phone HMM models. This data contains 1000 
speakers (500 female, 500 male). Each speaker recorded 10 
sentences phonetically balanced [3]. To develop our system, 
we used a subset of the POLYVAR database. This database 
contains 148 speakers (58 female, 85 male) that recorded 
between 1 and 225 sessions. A session is a recording of 17 
different passwords. In these experiments, we used the 
password “précédent”. The subset of POLYVAR data 
considered in our experiments contains 38 clients, chosen 
from speakers which recorded at least 20 sessions. This subset 
has been divided into training data (19 speakers of database 
BA*) and test data (other 19 speakers of database BT*). The 
client HMM models are obtained by MAP adaptation of world 
HMM models using 5 repetitions of the password for each 
client. As for on-line signature data, for each speaker i, the 
genuine samples of "précédent" are split into two subsets : 
V1*(i) of 5 samples to train the HMM of speaker i, and V2*(i) 
of 15 other samples. With the samples in V2*(i) of database 
BA*, and the 35 or 36 impostor samples of each of such 
speakers, we determine the decision threshold β. Finally, with 
the samples in V2*(i) of BT*, and the 35 impostor samples of 
each of such speakers, we test the system. 

3.2.2.Results 
Each speech utterance is decomposed into frames of 20ms 
every 10ms. A cepstral vector of 12 coefficients is extracted 
from each frame, using Mel Frequency Cepstral Coefficients 
(MFCC) analysis. Mean subtraction is applied afterwards on 
each cepstral vector to perform channel normalization. 
Finally, the dimension of the feature vector is 39 (12 
coefficients, the energy, and their first and second 
derivatives). Results are presented below in Table 2 and 
Figure 2. 

Criterion x TE FA FR 
EER 16.79 11.99% 14.11% 7.02% 
TE 17.58 10.41% 11.56% 7.72% 

Table 2: Global performances of speakers' HMMs on BT* 
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H(w,b) = {x ∈ F : <w , x > + b = 0} 
FA
FR 
 
Figure 2: FA vs. FR for speakers' HMMs on BA* and BT* 

4. FUSION 

4.1 Classical approaches 
Data fusion can be performed at different levels: the simplest 
is to fuse the binary answers of the different classifiers (e.g. 
binary AND, binary OR). The problem with this approach is 
that one looses any confidence information about the answer 
of each classifier. In this study, we will consider that each 
classifier produces a score S ∈ [0, 1], which indicates the 
system acceptation level about the claimed identity. Then, 
instead of using a fixed threshold system, as: 

f(x) = 1IR+ (g(x) - τ ) 

where 1IR+  is the indicator function on the set of real positive 
numbers, g(x) is a function which depends on the example x, 
and τ is a threshold, that is f is a function giving only two 
answers (acceptation or rejection), we consider a smoothed 
version of f, namely a sigmoidal function, such as:  

s(x) = sig (g(x) - τ ) .  

In order to fuse the different scores, a common approach 
consists of averaging the L expert scores S and using a 0.5 
threshold in order to take the acceptation or rejection decision, 
that is: 

f*(x) = 1IR+ ( S* - 0.5 ) (2) 

where S* is the arithmetic mean of the L expert scores S. But 
it is also possible to consider instead of S*, a weighted mean 
of the outputs of the different experts, where the weights 
depend on the experts' errors, as presented in [6] . 

4.2 Support Vector Machines 
In few words, SVMs' goal is to look for a linear separatrix in a 
large dimension space which is considered because the input 
data are not linearly separable in the original space. We 
maximize the distance between the separatrix and the data, 
which leads to good generalization performance. Let X=(xi) 
be the data with labels Y=(yi) where yi = +1 or -1 represents 
the class of each person, and Φ is the function which sends the 
input data X in the feature space F. The distance between the 
hyperplane  

and X is called the margin ∆. Following the Structural Risk 
Minimization (SRM) principle, Vapnik [12] has shown that 
maximizing the margin (or minimizing τwτ) allows the 
minimization of the VC dimension of the separation model, 
which leads to an efficient generalization criterion. One 
defines in F the kernel K as:  

K(x,y) = <Φ(x),Φ(y)> .  

Thanks to this function, we avoid handling directly elements 
in F. We thus find the optimal hyperplane by solving, as 
shown in [12], the quadratic convex problem :  

Minimizing:  ½ (τwτ)2 + C (Σi ξ(i))  (3) 

with   yi  (<w,Φ(xi)> - b) Σ 1 - ξ(i)    i = 1,..,l 

In formulae (3), constant C and variables ξ(i) allow to deal 
with the potential non separability of Φ(x) in F. From the 
optimality conditions of Karush-Kuhn-Tucker, one can 
rewrite w in the following condensed manner : 

w = Σi ∈ SV αi yi Φ(xi )  (4) 

where SV = {i : αi > 0}  

denotes the set of support vectors. Consequently, the decision 
function can be written as : 

f(x) = sign(Σi ∈ SV αi yi K(xi ,x) - b)   (5) 

The problem in (3) is generally solved on his dual Wolfe 
form, thanks to an ad-hoc quadratic solver, using a constrainst 
activation method or an interior point method. The choice of 
Φ or equivalently K is very important in order to obtain an 
efficient solution. Traditionally, one chooses the Vapnik 
polynomial kernel K(x,y) = <Φ(x),Φ(y)>d or the Gaussian 
kernel K(x,y) = exp(-γτx-yτ2) . As a first step, we have 
chosen a linear kernel (d = 1). Indeed, the use of this type of 
kernel in a similar fusion case [1] gave better performance, 
compared to other choices. 

4.3 SVM use for fusion 
We will fuse the scores of the 2 HMM experts, each designed 
for the same person. We thus put at the SVM two inputs, one 
per expert. The first one is L(i)= log(P(O/ψ(i)))–L*(i) where 
O denotes the current signature, ψ(i) is the HMM associated 
to the claimed identity i, and L*(i) the average log-likelihood 
given by model ψ(i) on the training database V1(i) of client i, 
after smoothing L(i) by a sigmoid function. The second one is 
the quantity log(P(x/λ)/P(x/λ*)), where λ is the speech HMM 
of the current client and λ* is the world model described in 
Section 3. 

4.4 Experiments 
4.4.1.Chimeras database 
From the signature and speech data available, we built a 
database of chimeric persons, combining signature and speech 
samples of, in reality, different persons (justifying the term 
chimera). The objective of our work is to fuse on this 
chimeras database, the unimodal (signature and speech) 
identity verification systems and to compare the performance 
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of the fusion systems with those of the unimodal systems. 
Following the same protocol as the one of the signature 
framework, we split the database of chimeric persons in 2 
subsets of 19 persons each, respectively named BAF (Fusion 
Learning Base) and BTF (Fusion Test Base). For each person 
in BAF, we have at our disposal 15 genuine bimodal values 
and 36 imitation bimodal values. For each person in BTF, we 
have at our disposal 15 genuine bimodal values and 35 
imitation bimodal values.  

4.4.2.Results 
The estimation of the fusion parameters, for example the SVM 
parameters (or the weights of the experts' outputs to compute 
the weighted arithmetic mean) is done only on BAF (19 
chimeras). We hope that the decision threshold, computed by 
the SVM on BAF will be robust enough to well generalize on 
new clients, namely those of BTF. The test is thus performed 
on BTF (19 other chimeras). Table 3 presents the results of the 
different verification systems in each modality, as well as the 
results of the different fusion systems for the chimeras of 
BTF. These results have been obtained through a 
minimization of the global error rate TE. 

The confidence interval is around 1% on FA and 1.8% on FR. 
It is clear that the use of the weighted arithmetic mean allows 
an improvement of the performance compared to those of the 
unimodal systems. But the real improvement in the 
performance arises thanks to the use of a learning phase in the 
SVM. 

 

Model TE FA FR 
Signature 8.4% 4.3% 17.8% 
Speech 10.4% 11.5% 7.7% 

Arithmetic Mean (AM) 8.2% 9.3% 5.6% 
Weighted AM 4.9% 5.1% 4.5% 

linear SVM 2.4% 2.4% 2.4% 
Table 3: Comparison of the fusion models on BTF  

 

5. CONCLUSION 
In this article, we have shown that the use of data fusion 
allows to improve significantly the performance of two 
unimodal identity verification systems. Indeed, we had at our 
disposal one signature and one speaker verification systems, 
both relying on HMMs. With the available speech and 
signature databases, we built fictitious persons (chimeras) to 
whom we associated speech and signature samples. These 
chimeras are not very different from real persons as it can be 
considered that signature and speech are independent for a 
given person. This complementarity could be used during the 
fusion stage, lowering the total error rate to around 2%. To 
this end, a learning stage in the data fusion procedure has been 
necessary. The SVM used for data fusion is very simple but 
also very efficient. The drop of the global error rate is more 
impressive due to the poor performance of the initial systems 
(speech, signature). We are now in the process of improving 
the signature verification system. More tests will thus have to 
be performed in order to measure the real data fusion income 

in this framework. We have also to experiment new SVM 
families and other fusion strategies. Finally, as other 
modalities (face, fingerprints, etc…) are present in the 
BIOMET database, we will exploit them in the future. 
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ABSTRACT 

This paper describes an HMM based speaker verification 
system, which verifies speakers in their own specific feature 
space. This ‘individual’ feature space is determined by a 
Dynamic Programming (DP) feature selection algorithm. A 
suitable criterion, correlated with Equal Error Rate (EER) was 
developed and is used for this feature selection algorithm. 
The algorithm was evaluated on a text-dependent database. A 
significant improvement in verification results was 
demonstrated with the DP selected individual feature space. 
An EER of 4.8% was achieved when the feature set was the 
“almost standard” Mel Frequency Cepstrum Coefficients 
(MFCC) space (12 MFCC + 12 ∆MFCC). Under the same 
conditions, a system based on the selected feature space 
yielded an EER of only 2.7%. 

1. INTRODUCTION 
Today, Automatic Speaker Verification (ASV) systems use a 
common feature space for all speakers. Moreover, this 
common set of features is most often the set of cepstral and 
delta-cepstral coefficients, used in speech recognition tasks. 
Very little work has been done on selecting the optimal 
feature space for speaker verification/identification tasks [1, 2, 
5-9].  

The main idea in our research is that every speaker has his 
own ‘optimal’ feature space, which optimally discriminates 
him from other speakers. This was supported by preliminary 
past work [1]. 

Feature selection is the process of selecting a features subset, 
which is most effective for preserving class separability. The 
feature selection method can be specified in terms of two 
components: 1) A performance criterion 2) Selection 
procedure,  

The problem of feature selection can be described as follows: 
Given a set y of K features { }| 1,2,...,iy i K= =y  

select a subset x (of k K<  features) 
{ }| 1,2,..., ,i ix i k x= = ∈x y  such that the performance 

criterion ( )J i  is optimized. 

In speaker verification/identification tasks, the aim of this 
selection is to determine the feature space of size k K<  for 
which the recognition error is minimized. Minimizing the 
recognition error is not always easy to implement; hence 
separability measures are often introduced as criteria. 

Several selection procedures are discussed in the pattern 
recognition literature, among them: 

Exhaustive search - an optimal method for selecting a subset 
of k best features among the entire set K. It considers all the 
combinations of k out of K. Implementation of such a search 
require an enormous amount of computation, namely 

( )
!

! !
K K
k k K k

 
=  − 

 searches.   

For example, with k = 24 and K = 120, the number of searches 
is ~ 2410.872 10× (!). Therefore, there is a need for some more 
effective procedures to avoid the exhaustive search. Many sub 
optimal directed search algorithms have been proposed (for 
example genetic algorithms).  

K-best Method - this method is the simplest one. The best 
subset of k features is composed of the k best features 
considered one at a time. However, a set of the best 
individual k features is not necessarily the best set of k 
features. 

Dynamic Programming  (DP) - dynamic programming is 
utilized to find an optimal set of features with much fewer 
calculations than exhaustive search. The dynamic 
programming is a multistage optimization technique that 
makes use of the principle of optimality which states: 
whatever the initial state and decision are, the remaining 
decisions must constitute an optimal policy with regard to the 
state resulting from the first decision. When applied to the 
selection of features, the principle in conjunction with a 
functional equation permits the choice of attributes that have 
the maximum effectiveness [2]. One may view the dynamic 
programming procedure as a tree search method as shown in 
figure 1. 

In this representation, the features jx  ( 1,2,...,j K= ) are 

depicted by the nodes of the tree. Subsets can be interpreted as 
paths or branches joining the nodes of subsequent stages. 
There are k stages in this iterative algorithm, as the number of 
features in the optimal subset. Let ( )1 2, ,...,j j j j

n nq q q=q  

( 1,2,...,j K= ) be one of the K possible subsets selected after 

n stages and j

nq  represents a feature in x. For every jx  

( 1,2,...,j K= ) at the nth stage, the subset j
nq  is picked such 

that: 
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( ) ( )1 1max , ; 1,2,..., ;j i i
n n j j ni

J J x i K x− −= = ∉q q q  (1) 

where J is defined as a feature performance criterion. For a 
detailed discussion of the DP algorithm see for example [2]. 

 
stage 1     stage 2      stage 3                      stage k 

features 
x 

optimal path

survivor path

1
x  

2
x  

K
x

 
Figure 1: Feature subset selection using dynamic programming. 

To guarantee optimal results, the performance criterion, J, has 
to be monotonic, non-decreasing function of n and can be 
separated into two parts, one corresponding to the history of 
the process up to the n-1 stage and the other corresponding to 
the behavior of the process at the nth stage [3]. Most of the 
criteria used in practice, cannot guarantee these 
characteristics, especially when the features are dependent, so 
the DP becomes a sub-optimal selection method. 

2. PERFORMANCE CRITERION FOR 
SPEAKER VERIFICATION 
In verification systems, the decision to accept or reject an 
identity claim is based on comparing a score with threshold. 
In this paper the score, ( )s O , of utterance’s observations, O, 

is the log probability of the observations given the target 
speaker’s model, Tλ : ( ) ( )log | Ts p λ=O O . 

A common measure for testing performances of speaker 
verification systems is the EER. It is therefore logical to use 
the EER (or some function thereof), as the performance 
criterion.  

This however, is not practical due to the large computational 
load and due to the low resolution of such a criterion (given 
the small amount of training data available). The proposed 
performance criterion, presented here, is the estimation of the 
EER, based on the assumption that the scores’ Probability 
Density Function (PDF) of the target ( )( )| Tf s ∈ O O O  

and imposters, are both Gaussians. Figure 2 schematically 
describes the estimation of the EER. 

 

τ  Iµ Tµ

Tσ

Iσ

( )[ ]| If s ∈O O O

( )[ ]| Tf s ∈O O O

( )s O

missP FAP

 
Figure 2: Estimation of EER from target and imposters 
Gaussian-like histograms. 

Figure 3 shows the score histogram of the target’s utterances 
observations (features), TO , and the score histogram of the 
imposters’ utterances observations, IO , given the target’s 

model; in the overall feature space (120 features). Gaussian fit 
curves for these histograms are shown in bolder lines. One can 
see from figure 3 that the Gaussian fit well describes the 
scores’ PDF. 
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Figure 3: Histogram of target and imposters scores and its 
Gaussian fit. 

Under the Gaussian assumption, the false reject error, or missP  
errors and the false accept FAP  may be written: 

( )

2

|

1 1 1exp erf2 22

miss T

T T

T TT

P f s ds

s ds

τ

τ µ τ µ
σ σπσ

−∞

−∞

 = ∈ = 

    − − = − = +   
     

∫

∫

O O O

(2) 

( ) 1| erf 2
I

FA I
I

P f s ds
τ

τ µ
σ

∞  − = ∈ = − +  
 

∫ O O O  

where τ  is the threshold for which ( )miss FAP P EER= =  

(figure 3), and: 

( ) 2
0

1 1erf exp
22

x
x t dt

π
 = −  ∫  

( ){ } ( ){ }
( ){ } ( ){ }

| , |

std | , std |
T T I I

T T I I

E s E s

s s

µ µ

σ σ

= ∈ = ∈

= ∈ = ∈

O O O O O O

O O O O O O
  

the value of τ for which miss FAP P=  is given by: 
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I T T I

I T

µ σ µ στ
σ σ

+
=

+
 (3) 

Introducing the value of τ  (3) in the ( )missP EER=  equation 

(2): 

1erf 2
I T

I T
EER µ µ

σ σ
 −

= + 
+   (4)

 Since we are interested in minimizing EER, the constant ½ is 
irrelevant. Moreover, since erf(·) is a monotonically injected 
(one to one) function, its argument may be used as a criterion. 
Thus, the proposed performance criterion is 

' T I

I T
EER µ µ

σ σ
−

=
+

 (5) 

Note that this criterion is somewhat similar to the F-ratio for 
the two Gaussian curves.  

The above criterion equations are general. It is clear that in 
each point along the DP search tree (figure 1) the model Tλ  is 

generated with the appropriate feature set. 

3. EXPERIMENTAL SETUP 
The experiment was set for Text Independent speaker 
verification task. The model for each speaker was trained as a 
left-to-right Continuous Density Hidden Markov Model (CD-
HMM), with 5 states and 2 Gaussians per state. 

3.1 The overall feature set 
The overall feature set was chosen to contain K = 120 features 
from 10 groups of 12 order features. Table 1 shows the overall 
set of features and their symbols. 

# Feature name Order Symbols 
1 Mel Frequency Cepstral Coef. 

(MFCC) 
12 1 12m m÷

 

2 Linear Prediction Cepstral Coef. 
(LPCC) 

12 1 12c c÷
 

3 Log Area Ratio (LAR) 12 1 12a a÷
 

4 Linear Prediction Coef. (LPC) 12 1 12l l÷
 

5 Partial Correlation (PARCOR) 12 1 12p p÷
 

6 First diff of MFCC (∆ - MFCC) 12 1 12m m∆ ÷ ∆
 

7 First diff of LPCC(∆ - LPCC) 12 1 12c c∆ ÷ ∆
 

8 First diff of  LAR (∆ - LAR) 12 1 12a a∆ ÷ ∆
 

9 First diff of LPC (∆ - LPC) 12 1 12l l∆ ÷ ∆
 

10 First diff of PARCOR  (∆ - 
PARCOR) 

12 1 12p p∆ ÷ ∆
 

 Total number of features: 120  

Table 1: The features and their symbols. 

These features have been normalized to their standard 
deviation in the feature extraction process to improve results. 

3.2 The database 
The algorithm was evaluated with utterances of the Hebrew 
word /hamesh/ (five), taken from the Hebrew Isolated Digits 
(HID) database. The database contains high quality speech; 
sampled at 16KHz with 12 bits resolution. 

Three speakers from this database were randomly chosen to 
be target speakers. For each target there are 19 imposters. The 
number of utterances (repetitions of the word ‘five’) for each 
target speaker is between 70 to 99, and the number of 
utterances for each imposter is 45. The first 20 utterances for 
each speaker are used for training, and the rest utterances for 
testing. 

3.3 Feature selection procedure 
The procedure requires a set of imposter utterances. 
Obviously, one cannot use all the imposter utterances in the 
database – a small set of “best” imposter utterances must be 
selected. These were chosen as follows:  

For each target - (T), a CD-HMM was trained with 20 
speaker’s utterances, yielding a target model Tλ . These 

models were defined for the full 120-feature space. For each 
one of the target models, three “best” imposters (cohorts - C) 
were determined by minimizing the divergence-like criterion: 

( ) ( ) ( )

( ) ( )
1

=1

1| log | log |

1 log | log |

T

c

N
i i
T T T c

i
N

j j
c T c c

j

T

c

DIV C T p p
N

p p
N

λ λ

λ λ

=

 = − 

 − − 

∑

∑

O

O

O

O

O O

O O
 (6) 

where ( )|i
T cp λO  is the probability of the ith target’s 

utterance i
TO  given the candidate imposter model cλ .  j

cO  is 
the jth imposter’s utterance, and 

T
NO  and 

c
NO  are the 

number of target’s utterances and candidate imposter’s 
utterances respectively. The cohorts selected in the 120-
feature space were used for all sub spaces required by the DP 
algorithm. 

The feature selection procedure was executed with the EER’ 
criterion (equation (5)) using the first 10 target’s (training) 
utterances, and the first 5 utterances from each one of the 
three cohort imposters. The result of the selection procedure 
was a set of k = 24 features for each target speaker. 

4. RESULTS AND DISCUSSION 
Table 2 shows the 24 selected feature subsets for each one of 
the three target speakers, using the DP selection procedure. 
For comparison, the results of the k-best selection method are 
also given.  The DP as well as the k-best methods used the 
EER’ criterion (5). 

Table 2 shows that each speaker has a different “optimal” 
features set. Moreover, the k-best algorithm selected a 
different set of features than the DP algorithm. One can see 
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also that dominant features in the optimal sets belong to the 
MFCC family. 

Sp 
# 

Selection 
method 

Selected features 

DP 
2 3 4 8 9 11 12 5 11 11 12 7 8 11

1 5 8 10

1 3 10 3 6 11

m m m m m m m a a l l p p p
m m m m
a a l p p p

∆ ∆ ∆ ∆
∆ ∆ ∆ ∆ ∆ ∆

 

1 

k-best 
1 3 4 5 7

1 2 4 6 5 7 1 1 5 7

3 5 1 3 3 5 1 6 5

m m m m m
c c c c a a l p p p

m m c c a a l l p∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆

 
DP 

8 11 12 8 11 11 12 11 5 9 11 11

2 5 6 8 11 12

3 4 5 8 9 11

m m m a a l l p a a a l
m m m m m m
p p p p p p

∆ ∆ ∆ ∆
∆ ∆ ∆ ∆ ∆ ∆
∆ ∆ ∆ ∆ ∆ ∆

 

2 

k-best 
2 5 2 6 7 10 12 12 2 6 7 10 12

2 4 2 3 4

1 4 6 2 4 6

m m a a a a a l p p p p p
m m c c c
a a a p p p

∆ ∆ ∆ ∆ ∆
∆ ∆ ∆ ∆ ∆ ∆

 
DP 

4 7 9 11 9 9 9

1 4 5 6 9 11 12

1 1 2 5 1 3 4 8 1 5

m m m m a l p
m m m m m m m
c a a a l l l l p p

∆ ∆ ∆ ∆ ∆ ∆ ∆
∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆ ∆

 

3 

k-best 
3 4 6 7 9 1 3 1 2 3 5 9

2 9 2 3 5 9

2 4 6 8 9 9

m m m m m c c a a a a a
l l p p p p

m m m m a p∆ ∆ ∆ ∆ ∆ ∆

 Table 2: Dynamic Programming and k – best selected features 
for the target speakers. 

Figure 4 shows the average Detection Error Trade-off (DET) 
curves of three different (24 dimensional) spaces: 1) the DP 
selected feature space, 2) the k-best selected feature space, 3) 
the MFCC (12 MFCC + 12 ∆MFCC) feature space, and 4) the 
overall 120-dimention feature space. Each curve is an average 
of three DET curves of the three target speakers. 
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Figure 4: Average DET curves of speaker verification results. 

From figure 4 one can see that the DP selected features 
yielded the best results. The worst results were achieved with 
the overall 120-feature space, probably due to the “curse of 
dimensionality” [4]. 

Table 3 shows the EER values for each target speaker. 
Average EER of 2.71% was achieved with the DP selected 
feature space. This is an improvement of 43.3% comparing to 
the ‘almost standard’ MFCC feature space (average EER = 
4.78%).  

 Equal Error Rate (EER) in % 
Speaker DP k-best MFCC 120 feat 

1 2.9 9.74 5.7 14.3 
2 2.53 2.53 2.32 17.7 
3 2.62 10.05 7.01 14.45 

Average 2.71 7.33 4.78 15.28 
Table 3: Equal error rate of the verification results 

This work has proposed a DP feature selection algorithm for 
HMMs with an EER criterion. It has shown that employing an 
individual feature space can significantly improve speaker 
verification accuracy. Further work is now undertaken to 
investigate the method in text independent tasks, in 
recognition tasks and to check its sensitivity to noise using 
larger databases. 
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ABSTRACT 

This paper reports on possible ways to improve current 
speaker recognition systems by exploiting speech features 
encoded through nonlinear speech processing techniques. 
Acoustic measurements of the fundamental frequency and 
the first and second formant for several speakers are also 
reported to underline the fact that linear acoustic features 
are highly confusable among speakers and phonemes 
produced by different speakers, and therefore they are not 
robust enough for implementing accurate speech and 
speaker recognition systems.  

1. INTRODUCTION 

Speech recognition and speaker recognition differ mainly 
in the fact that the first is concerned in choosing speech 
features encoding the linguistic content of a spoken 
utterance; the latter is mainly concerned in identifying the 
spoken person. Speaker recognition is a challenging area 
in speech research and has many applications including 
voice dialing, banking over the telephone, security 
controls, forensic systems, and telephone shopping. The 
large number of possible applications deriving from this 
research area has raised a great interest in improving the 
current speaker recognition systems. A key issue for 
implementing an accurate speaker recognition system is 
the set of acoustic features extracted from the speech 
signal. This set is required to convey as much speaker-
dependent information as possible. The standard 
methodology to extract these features from the signal 
follows two trends: features are extracted through a filter 
bank processing or through linear prediction coding 
(LPC). Both the methods are to some extent linear 
procedures and are based on the underlying assumption 
that acoustic characteristics of human speech are mainly 
due to the vocal tract resonances, which form the basic 

spectral structure of the speech signal. However, human 
speech is a nonlinear phenomenon, which involves 
nonlinear biomechanical, aerodynamic, acoustic, and 
physiological factors, and LPC-derived parameters can 
only offer a sub-optimal description of the speech 
dynamics [1-4]. Therefore, in the last years there has been 
a growing interest for nonlinear models applied to speaker 
recognition applications. Several nonlinear features have 
been utilized, including the following:  
a) the information available in the LPC residue [5]; 
b) the correlation dimension of speech signal [6]; 
c) physiological parameters related to  the speech 
production system  [7]; 
d) non-gaussian probability density functions [8]; 
e) high order statistics of the acoustic measurements [9]. 
Despite of the theoretical explanations supporting the 
importance of these acoustic nonlinear features, few 
speaker recognition applications have, to date, exploited 
the concepts of nonlinear speech dynamics, mainly 
because of the high computational complexity and the 
difficulty of analyzing nonlinear systems.   

2. PARAMETERIZATION RELATED TO 
NONLINEAR MODELS 

Nonlinear methods have been applied to several speech 
applications. For example, conventional time domain 
algorithms, such as code excited linear prediction (CELP) 
coders, have been proved to perform very poorly for low 
bit rates, due to an insufficient number of bits for accurate 
modeling of the speech signal. Instead, nonlinear methods, 
such as spectral speech coding, departing from the 
traditional processing of speech signal as time varying 
waveform, and exploiting the linear prediction residual, 
were able to offer a high quality parametric model using 
only a small set of parameters [10-11].  Other nonlinear 
speech coding techniques, such as neural networks, have 
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also proved to be more effective than traditional coders, 
increasing the interest for nonlinear techniques in this area 
[12-17]. Nonlinear methods have been applied also for 
speech enhancement in noise environments, for speech 
synthesis, for examining aspects of speech articulation and 
prosody, for signal processing for speech recognition, and 
for speech noise cancellation [18-24]. In all cases, these 
methods have been proved to be more effective and to 
improve the performance of systems previously based on 
linearly processed features. 
As already discussed above, also for speaker recognition, 
several nonlinear acoustic features have been suggested 
but few systems have included them in their front-end 
modules. Among these nonlinear acoustic features we 
would like to underline the importance of LPC residue. It 
has been shown, in fact, that humans can recognize people 
by listening to the LPC residue of speech [25], and that 
the residue as a whole carries richer information than the 
fundamental frequency alone [26]. However, how to use 
this speech feature is still an open problem. Thevènaz and 
Hugli [26] proposed to combine LPC residue with 
synthesis filter parameters and obtained an overall error 
rate reduction from 5.7% (best separate method) to 4.0% 
(best combination of three methods). Nevertheless, they 
also underlined the need to explore other possible 
representations of LPC residue, acknowledging that in 
their experiment factors such as the noise in the 
transmission channel and/or semantic cues (typical of the 
speaker) have not been taken into account.  On the line of 
these suggestions Faundez [27] and Faundez and 
Rodriguez [13] proposed to exploit the LPC residue of the 
cepstrum coefficients derived from LPC, and use a 
nonlinear model such as a neural network to learn the 
codebook of each speaker whose sentences were encoded 
using the above nonlinear features. The combined features 
were extracted as differences between the errors computed 
from LPC cepstrum coefficients and the residual error 
(multiplied by an experimental constant obtained through 
trial and error procedures). Then codebooks for each 
speaker were generated using a multilayer neural network 
(MLP). The overall improvement in performance was of  
2.63% (the error rate dropped from 6.31% to 3.68%).  

3. SPEECH & SPEAKER RECOGNITION: 
CHANGING APPROACH 

Extraction of speaker independent features from the 
speech signal is the fundamental problem of speech 
recognition, whereas speaker recognition applications 
require acoustic features able to characterize uniquely the 
speaker identity. Therefore, while acoustic features for 
speech recognition would be insensitive to the intra and 
inter-speaker variability, as well as to factors such as 
frequency distortions introduced by the room acoustics, 

and the frequency responses of the microphone and the 
transmission channel, speaker recognition features would 
be insensitive to the latter factors but very sensitive to 
variation in pronunciation among speakers. Consequently, 
speech and speaker recognition should use different 
feature sets. However, in current practice, the front-end 
and computational models from many speaker recognition 
applications have been adapted from techniques 
developed for speech recognition. Should both the 
features and the models be different? Our knowledge of 
the speech signal suggests that it would be necessary to 
identify different feature sets for the two problems. When 
the research goal is to develop machines that are intended 
to process the informational contents of the data at hand, 
special care should be used in encoding the data for the 
training of such devices. In particular, for speech 
applications, the encoding process should take into 
account both the nature of the signal and the final 
objective of the application. Speech signal is redundant 
and non-stationary in nature. LPC coding schemes take 
advantage of the redundancy but do not offer a way to 
account for nonstationarity, and for nonlinear 
redundancies such as the fractal structure of frication, sub-
harmonics in the voice source, and nonlinear source tract 
interaction [1-3]. For both speech and speaker recognition 
applications such information, if encoded appropriately, 
should improve the systems’ performance. Therefore, 
further investigations are needed to identify the 
appropriate acoustic features. New time-frequency 
representations both acoustical and perception based, 
should be explored. Moreover, since the human decoding 
of the speech signal is based on decisions in narrow 
frequency bands processed independently from each other, 
sub-band processing techniques should be considered as 
future feature extraction algorithms. Time dependent and 
multi time dependent fractal dimensions, as well as 
Lyapunov exponents and dimension and metric entropy in 
phoneme signal, which have been mostly used for speech 
recognition application, could also be useful, maybe with 
appropriate modifications, for speaker recognition. 
Combinations of these features should be exploited and 
comparative evaluations for both speech and speaker 
recognition systems based on such features should be 
made [28-31].  
Nonlinear modeling and filtering techniques, such as 
Neural Networks (NN) and Hidden Markov Models 
(HMM) should be better investigated to control noise 
effects and channel distortions [21]. Nonlinear methods 
should also be used for extracting information regarding 
intra-subject variability in speaking rate, and for 
characterizing regularities and irregularities during normal 
and abnormal speech performances, and therefore, be 
helpful for identifying the speaker identity. High order 
statistics could be exploited to increase robustness. We 
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will expect that through nonlinear methods it will be 
possible also to overcome problems due to the 
experimental setup (different environmental and/or 
transmission conditions, and different training and testing 
conditions). Accurate acoustic measurements should be 
made to help to identify the acoustic features that fit better 
for speech or speaker recognition applications.  

4. SOME ACOUSTIC DATA 

In this section we report the results of an acoustic analysis 
suggesting that the acoustic features usually used for 
speaker recognition, and generally obtained with some 
linear speech processing algorithms, are not enough robust 
to discriminate between speakers. This is mostly due to 
the many sources of variability that affect the speech 
signal, and particularly in this case the phonetic, the 
within-speaker and the acoustic variability. The data for 
this analysis were extracted from TIMIT SPEECH 
DATABASE. From this database we selected 5 English 
vowels /aa, ae, ao, ey, iy/ each one produced by a group of 
four speakers (two males, Sp1 and Sp2, and two females, 
Sp3 and Sp4). For each group of speakers, we selected a 
minimum of 9 and a maximum of 14 sentences containing 
one of the 5 vowels introduced above. For each vowel, for 
each speaker, and for each vowel repetition, the 
fundamental frequency (F0), the first, and the second 
formant (F1, F2) (in the middle of the vowel) were 
measured using LPC or FFT as processing algorithms 
(note that these procedures are both linear). Then simple 
statistics were performed on the data, such as calculating 
the mean, the variance, the standard deviation (SD), the 
median, the maximum and minimum value, and the 
excursion range. The results for the vowel /ao/ are 
illustrated in Figure 1, whereas Figure 2 reports (for the 
same vowel) the pattern of the variance and SD value of 
each speaker. Table 1 reports the mean value, the SD and 
the variance for each vowel and for each speaker under 
examination. 
The reported data are the result of a pilot study to support 
the need of non-linear processing algorithms for speaker 
recognition. As it can be seen from Figure 1, it should be 
difficult for any automatic speaker recognition system to 
discriminate between speaker 1 (Sp1) and speaker 2 (Sp2) 
if the acoustic features used to identify the speaker are the 
pattern of F0, F1 and F2. There is in fact not a significant 
difference between the mean values of these acoustic 
features, and Sp1 can be easily confused with Sp2. The 
other linear statistics, such as the median, the excursion 
range and the maximum and minimum value of F0, F1 
and F2 did not help in the discrimination process. The 
acoustic features of the female speaker Sp3 are also very 
close to Sp1 and Sp2, except for the maximum value of 
F0, F1 and F2. 

Sp1 Sp2 Sp3 Sp4
Phoneme /iy/
Mean F0 119 119 218 195
SD 16 14 23 20
Var 257 200 519 405
Mean F1 362 394 413 412
SD 78 100 54 58
Var 6088 9993 2928 3342
Mean F2 2183 1940 2221 2559
SD 169 142 190 180
Var 28524 20279 35950 32370 
Phoneme /ey/ 
Mean F0 105 103 164 225
SD 10 6 22 23
Var 90 35 485 549
Mean F1 516 530 560 419
SD 105 89 44 72
Var 11083 7994 1932 5232
Mean F2 1748 1757 2142 2598
SD 135 113 225 345
Var 18238 12739 50767 118742 
Phoneme /aa/ 
Mean F0 171 155 171 201
SD 19 11 26 14
Var 360 118 681 185
Mean F1 749 708 772 967
SD 66 81 166 106
Var 4351 6495 27488 11235 
Mean F2 1289 1187 1254 1545
SD 99 131 175 244
Var 9873 17124 30458 59669 
Phoneme /ae/ 
Mean F0 102 89 206 195
SD 9 10 27 29
Var 83 107 708 829
Mean F1 629 615 750 634
SD 44 49 48 159
Var 1933 2442 2339 25173 
Mean F2 1661 1490 1768 2133
SD 93 122 128 491
Var 8711 14984 16432 241908 
Phoneme /ao/ 
Mean F0 124 113 138 229
SD 7 11 22 34
Var 48 112 497 1166
Mean F1 541 553 574 674
SD 79 89 169 150
Var 6164 7955 28706 22718 
Mean F2 910 950 1112 1003
SD 94 125 155 196
Var 8769 15666 24170 38627 

Table 1: Mean, SD and Variance of F0, F1, and F2 
measured for each speaker and each vowel. 

Moreover, the data in Table 1 show that for each group of 
speakers and for each phoneme there are at least two 
speakers that have similar acoustic features and can be 
confused with each other if we assume that these features 
are descriptive of the speaker. For example, for the 
phonemes /iy, ey, ae/, Sp1 and Sp2 are not uniquely 
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described by F0, F1, and F2, and for the phoneme /aa/ the
female speaker Sp3 shows the same F0, F1, and F2 pattern
of the male speaker Sp1. The significance of this result
increases by considering that each selected vowel was
produced by speakers randomly chosen from TIMIT,
belonging to different US regions and having different
dialectal accents. 
Figure 2 show, for the vowel /ao/ the pattern of the
variance and SD of F0, F1 and F2 for each speaker. This
pattern seems to be clearly unique and significantly 
different among speakers. Moreover, the data in Table 1
show that these measurements are not only significantly
different for each speaker given a vowel but are different
among all the speakers, independently from the vowels.
The values of the variance and the SD of F0, F1, and F2 
show significant differences among all the 12 selected
speakers. Therefore, a linear combination of the variance
values of F0, F1 and F2, may be assumed to be descriptive
of what can be called “the vocal print” of the speaker. For 
example, we found that the square root of the difference
VarF2 – VarF1 – VarF0 is in general significantly
different for each speaker given the vowel, and only two
speakers among the twelve selected showed an equal
value.

0 100 200 300
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Range

Mean

Median

F0 statistics

0 450 900

Phoneme /ao/
F1 statistics

0 900 1800

F2 Statistics

Sp4

Sp3

Sp2

Sp1

Figure 1: Linear statistics for the phoneme /ao/. 

Clearly, with these few experimental data, we cannot
reach the conclusion that the square root of this difference
can be used as descriptive of the speaker. These data are

reported to further support the need of a non-linear
processing approach to improve the performance of an
automatic speaker recognition system. More analyses are 
needed to identify robust non-linear features, and this pilot
study only suggests a particular approach.
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Figure 2: SD and variance patterns of F0, F1 and F2 
for each speaker.

5. CONCLUSIONS

It is clear to the signal processing community that
nonlinear approaches offer potentially significant benefits
for many problems. Speech data in particular constitute an 
amazing test bench for the evaluation and the assessment
of nonlinear methods. The COST 277 action is actively
exploring a wide variety of nonlinear techniques, which
can be useful to improve key speech applications such as
speech and speaker recognition, speech coding, speech
enhancement in noisy environments and speech synthesis.
The COST action does not aim to invalidate all the
research that has been performed in the area of speech
processing and encoding during the past years.
Nevertheless, it is looking for new approaches and new
ideas that allow the implementation of more robust and 
reliable automatic speech based systems.  COST is also an 
ideal way of ensuring collaborative European research in 
the area of speech and signal processing. Anyone
interested in this project is asked to contact any of the
authors for further information or to look at the web site 
http://www.ee.ed.ac.uk/~cost277.
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ABSTRACT

Gaussianmixture models(GMMs) remainthe stateof the art
techniquefor modelingspectralenvelopefeaturesfor speaker
recognitionsystems.Prosodicfeaturesareknown tocarryinfor-
mationconcerningthespeaker’s identity andthey canbecom-
binedwith thespectralenvelopefeaturesin orderto increasethe
performanceof thespeaker recognitionsystem.

In this paper, a Bayesiannetwork approachfor modelingthe
pitch andspectralenvelopefeaturesis presented.Within this
approach,conditional statisticaldistributions (representedby
GMMs)of thefeaturesaresimultaneouslyexploitedfor increas-
ing therecognitionscore,particularlyin noisyconditions.

1. INTRODUCTION

In human decoding of speech,suprasegmental information
playsan importantrole. Suprasegmentalfeatures,in particu-
lar prosodicfeatures,areknown to carryinformationregarding
the identity of the speaker. Several authorshave reportedon
the useof prosodicfeatures,suchas fundamentalfrequency,
that correlate to pitch and on the short-time signal energy
which correlatesto loudness.However, interestin the useof
prosodicfeaturesappearsto have diminishedin recentyears
becausethesefeaturesalonecould not give the level of per-
formancerequiredfor speaker identificationandverificationin
text-independentsystems.Still, we do not know the bestway
to combinesuprasegmentalprosodicmeasureswith segmen-
tal acousticmeasuresextractedfrom the speechsignal in the
speakerverificationprocess.

The Gaussianmixturemodels(GMMs) [1] arewidely usedto
characterizethe spectralenvelopeandhave beensuccessfully
appliedto text-independentspeaker recognitionsystems.It is
well known that the effect of channeldistortionsandnoiseon
theperformanceof suchsystemsis aseriousconcern.Prosodic
featuresareknown to belessaffectedby theseimpairmentsthan
spectralenvelopefeatures.Suprasegmentalfeaturesarethere-
foreworth re-examiningfor speaker recognitionsystems.

The informationcarriedby the pitch, which is not presentin
unvoicedregions,is noteasilymodeled.A new statisticalmod-
elingapproachis necessaryto represent,in aunifiedframework,
spectralenvelopefeaturesandpitch relatedfeatures,aswell as
theirdependencies.

Moreover, sincethe pitch contourvariationsareslow in com-
parisonto spectralenvelopefeatures,it canbedownsampledin

orderto reduceredundantdata(Figure1).

Bayesiannetworks[2] areapowerful tool for modelingstatisti-
cal dependenciesbetweenfeatures,moreover, they canalsobe
usedfor inferingmissingor unobservedfeatures.A few experi-
mentshavebeenconductedfor speechrecognition[3], but none
in thespeaker recognitionfield.

Time

Downsampled pitch

Spectral envelope
features

tt-1 t+1 t+2

unvoicedvoiced voiced

1,...,l,...,L 1,...,l,...,L 1,...,l,...,L 1,...,l,...,L

Voicing Status

Figure 1. Structure of the features

In this paper, a multi-rateBayesiannetwork approach,capable
of takingadvantageof thedependenciesbetweenthepitch and
short-termfeaturesis presented.The voicing statusis intro-
ducedasanauxiliary feature.Thepitch aswell asthespectral
envelopefeaturesaremodeledin adifferentmanner, depending
on thevoicingstatus.

2. THE BAYESIAN NETWORK

Severalauthorshavereportedontheusageof pitch% in speaker
recognitionexperiments[4] [5]. Theseexperimentshighlight
thesubstantialamountof informationconcerningthespeaker’s
identity carriedby the pitch. However, this prosodicfeature
aloneis not discriminative enoughfor speaker recognitionand
spectralenvelopefeaturescanbeadvantageouslyusedto com-
pletethe setof acousticparameters.The primary problemfor
this is how to incorporatepitchandshort-termfeaturesin auni-
fied framework, given that the pitch valuecanbe absent(un-
voiced speech)or present(voiced speech). Variousmethods
have beeninvestigatedfor handlingtheunvoicedregion [6] [7]
in speechrecognitionsystems.

Spectralenvelopefeaturesthatbelongto voicedregionspresent
commoncharacteristics(presenceof theresponseto theglottal
excitation,specificdistribution of formants,etc.). Thesechar-
acteristicsare different than thoseof featuresfrom unvoiced

mauro
 COST 275 Workshop - The Advent of Biometrics on the Internet

mauro
- 99 -

mauro
Fondazione Ugo Bordoni

mauro
November 7-8, 2002Rome - Italy

mauro




regions. In order to bettercapturethe variationsand to bet-
ter modelthedistributionsof voicedandunvoicedfeatures,the
Bayesiannetwork introducedin this paperincludesthevoicing
statuss asanauxiliary feature.At time t, thevoicingstatuscan
best = 1 (voiced)or st = 2 (unvoiced).

The main ideais to build conditionalmodels(for the pitch as
well as for the spectralenvelopefeatures),given the voicing
statuss.

Supposethat at time t, thereare L featurevectors~xt,l, l =
1, ..., L associatedwith %t (seeFigure 1). Spectralenvelope
featuresaim at modelingtheenvelopeof thespectrum,exclud-
ing asmuchaspossible,the characteristicsof harmonicsthat
representthe pitch. Thereforethe pitch and the spectralen-
velopecarrycomplementaryanduncorrelatedinformationand
onecanassumethatgiventhevoicing statusst, ~xt,l and%t are
conditionallyindependent,i.e.:

p(~xt,l|%t, st) = p(~xt,l|st). (1)

The Bayesiannetwork associatedto the featuresat time t is
shown in Figure2

���

���

��	��
 � ����� � ������ �

Figure 2. Bayesian network associated to the voicing sta-
tus s, the pitch % and the spectral envelope ~x at time t.

2.1. The Conditional Models
AlthoughBayesiannetworksareoftendefinedonly by discrete
probabilitiestables,in thispaperwealsoincorporatecontinuous
densityfunctions.Thefinal scorefor a givenutteranceremains
a log-likelihood.

Underagivenvoicingstatus,spectralenvelopefeatures~xt,l are
supposedto be independentand identically distributed. They
are thereforerepresentedby only two conditionalprobability
densityfunctionsp(~x|s = 1) andp(~x|s = 2). Two Gaussian
mixture models(GMMs) areusedfor representingthesepdfs.
In this manner, thestatisticalcharacteristicsof thespectralen-
velopefeaturesaredefinedby thesetsof parameters

λ
~x
i =

{

c
~x
i,m, µ

~x
i,m, σ

~x
i,m

}

, (2)

where, i = 1, 2 representsthe voicing status and m =
1, ..., M~x

i ; M~x
i beingthenumberof mixturesassociatedto each

GMM.

Sinceevery groupof vectors~xt,l, l = 1, ..., L is associatedto
onevoicingstatuss, duringthetrainingstagethegoalis to sep-
aratethesevectorsinto two groups,onefor eachvoicing status
andthento trainbothGMMs separately.

The pitch modeling also dependson the voicing status. In
voiced zones,one GMM is usedfor modeling the statistical
propertiesof the pitch values. p(%|s = 1) is thencompletely
definedby:

λ
% = {c%

m, µ
%
m, σ

%
m} . (3)

wherem = 1, ..., M
%
1

; M
%
1

beingthenumberof mixturesused
for modeling the distribution of the pitch. Although several
mixturescanbeusedfor this purpose,only oneGaussianmix-
ture is usedin our experiments.This uniqueGaussianclosely
approximatesthedistributionof %.

In unvoicedregions,a value for the pitch doesnot physically
exist; nevertheless,a tableof discreteprobabilitiescanbestill
usedto representit. If we set %t = 0 in theseregions, the
probabilityp(% = 0|s = 2) will alwaysequalone. The pitch
canbe thereforecharacterizedby p(% = 0|s = 2) = 1 and
p(% 6= 0|s = 2) = 0.

Finally, the voicing statuss probabilitiesare definedby two
weights,w1 andw2 thatrepresenttheprobabilitiesof beingin a
voicedzonep(s = 1) andtheprobabilityof beingin aunvoiced
zonep(s = 2) respectively.

The completesetof trainingdatathat belongsto an utterance,
O = {η1, ..., ηT }, whereηt = {%t, ~xt,l}, l = 1, ...L, andthe
sequenceof statesS = {s1, ..., sT } arethereforecompletely
modeledby theBayesiannetwork (representedin Figure2)with
parametersλ:

p(s = i) = wi,

p(~x|s = i) definedby λ
~x
i ,

p(%|s = 1) definedby λ
%
, and

p(% = 0|s = 2) = 1 ; p(% 6= 0|s = 2) = 0. (4)

The main problemwhentraining the network is to determine,
in a reliablemanner, the sequenceof statesS = {s1, ..., sT }
for an observed sampleO. This sequenceof statesrelies
on a correct voiced/unvoiced decision. One procedurefor
extracting reliable pitch estimates,associatedwith a reliable
voiced/unvoiceddecision,is presentedin [8].

Oncethe sequenceS is defined,vectors~x are separatedinto
two groups. The multivariateprobability densityfunctionsof
thevectorsin eachgroup,modeledby aGMM, is trainedusing
theExpectation-Maximization(EM) algorithm.Theparameters
for themodelof thepitch in voicedzonesarecalculatedin the
samemanner.

3. LIKELIHOOD ESTIMATION

Let O = {η1, ..., ηT }, bea testsequenceandS = {s1, ..., sT }
the correspondingvoicing statussequence.Given the model
andthestatest, theconditionallikelihoodfor thecoupleηt =
(%t, ~xtl) is (SeeEquation1):

p(ηt|st, λ) = p(%t, ~xt,l|st, λ)

= p(~xt,l|st, λ) · p(%t|st, λ), (5)

Several likelihood measurescan be calculated,for example:
p(O, S|λ) or p(O|S, λ). In thefirst case,we assumethatthere
is someinformationaboutthespeakersidentity in thesequence
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of voicing statusS. In thesecondcase,we considerS asgiven
anduseit to calculatethelikelihood.

Thefirst likelihoodmeasurecanbecalculatedasfollows:

p(O, S|λ) = p(η1|s1, λ) · wi1 ·

·p(η2|s2, λ) · wi2 · ...

... · p(ηT |sT , λ) · wiT
(6)

whichcanberewrittenas

p(O, S|λ) =

T
∏

t=1

p(ηt|st, λ) ·
2

∏

i=1

w
Ni

i , (7)

whereNi is the numberof timesthat the sequenceis at state
s = i.

We canthenseparatethe influenceof the sequenceS andthe
sequenceO:

p(O, S|λ) = p(O|S, λ) · p(S|λ). (8)

We canalsoseparatetheinfluenceof thepitch andthespectral
envelope:

p(O, S|λ) = p(X|S, λ) · p(P |S, λ) · p(S|λ) (9)

whereX is the setof spectralenvelopefeaturevectorsandP

thesetof pitchvalues.

This decompositioncango further. The setof spectralenve-
lope featurevectorsX canbeseparatedinto two setsXV and
XU containingthe voiced and unvoiced vectorsrespectively,
with their likelihoodsbeing p(XV |λ~x

1) and p(XU |λ~x
2). The

pitch likelihood can be also simplified. Indeedp(P |S, λ) =
p(PV |λ%), sincep(PU |s = 2) = 1. Therefore,

p(O, S%|λ) = p(XV |λ~x
1)·p(XU |λ~x

2)·p(PV |λ%)·p(S|λ) (10)

In orderto obtainthe log-likelihoodLL andat the sametime
makethismeasureindependentof thenumberof elementsin the
testsequenceO, we take the logarithm of both sidesin Equa-
tion 10 anddivide by T . If at the sametime we bring out the
numberof framesin eachgroupin orderto normalizeseparate
likelihoods,weobtain:

LL(O, S|λ) =
N1

T
LLL(XV |λ~x

1) +

+
N2

T
LLL(XU |λ~x

2) +

+
N1

T
LL(PV |λ%) +

+

2
∑

i=1

Ni

T
log(wi) (11)

whereLLL() is the normalizedlikelihood for a group of L

spectralenvelopefeaturevectors. As this equationshows, in-
dividual likelihoodsareweightedby coefficientsthat represent
the proportionof eachgroup in the utterance. The last term
is associatedto the sequenceof voicing status.As we cansee
in Equation8, thesecondproposedmeasurefor the likelihood
p(O|S, λ) canbe obtainedby droppingthe last term in Equa-
tion 11.

4. EXPERIMENTS

Thefollowing speakerverificationexperimentshavebeenmade
in ordertooutlinethebehavior of individuallikelihoodsin noisy
conditions.Theimportanceof voicedandunvoicedspeech,the
importanceof the pitch as well as the importanceof the se-
quenceof voicing statuswill bepointedout. In theresultspre-
sentedhere,48speakersof theSwitchboardDatabasewereused
to build theworld modeland40 otherspeakersfor performing
theverificationitself. Approximatelyoneminuteof speechper
speaker wasusedto train themodels.Utterancesfrom another
sessionwith durationsof 10 secondswereusedfor tests. 16
mixtureswereusedin eachGMM for thespectralenvelopefea-
tures.During thetestphase,Gaussiannoiseat differentsignal-
to-noiseratios(SNRs)wasaddedto thetestutterances.Results
for cleanspeechandSNR=10dB arepresentedin thissection.

Table 1. Definition of Likelihoods

Notation Likelihood calculation
LL(X) Classical GMM system
LL(XV ) LLL(XV |λ~x

1
)

LL(XU ) LLL(XU |λ
~x
2
)

LL(O,S) LL(O,S|λ)
LL(PV ) LL(PV |λ%)

Figure 3 shows the performanceof a classicalGMM sys-
tem comparedto the proposedhere(whenusing the measure
LL(O, S|λ)). As wecansee,thenew systempreservestheper-
formancein cleanconditionsandtheperformanceis improved
in the presenceof noise(SNR=10dB). Individual likelihood
contributionsarethereforepresentedin Figure4 in orderto out-
line what,indeed,makesthesystemmoreefficient.

0.10.20.5 1 2 5 10 20 40 80

0.1
0.2

0.5
1
2

5

10

20

40

80
SNR = Inf[dB]

False Alarm Probability

M
is

s 
P

ro
ba

bi
lit

y

LL(X)
LL(O,S)

0.10.20.5 1 2 5 10 20 40 80

0.1
0.2

0.5
1
2

5

10

20

40

80
SNR = 10[dB]

False Alarm Probability

M
is

s 
P

ro
ba

bi
lit

y

LL(X)
LL(O,S)

Figure 3. Comparison between performances of a classi-
cal GMM system and the system described in this paper.

Figure4 shows thecontributionof thedifferentlikelihoodparts
for cleanspeechandfor SNR=10dB. Several conclusionscan
be taken from theseresults. First, we seethat the sequence
of statesS, doesnot containsignificantinformationaboutthe
speaker’s identity. Indeed,the proportionsof voiced and un-
voicedspeecharehighly dependenton the linguistic content.
After viewing theseresults,it wasdecidedto usethe measure
LL(O|S, λ) insteadof LL(O, S|λ)

Second,wecanalsoseethatthepitchis themostrobustfeature.
Indeed,its DET curve remainsalmost the samefor different
levelsof noise(up to SNR=5dB in our experiments).This is a
consequenceof the robust extractionalgorithm[8] that allows
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to retrieve the correctvaluesof the pitch even in very noisy
conditions.

Third, theunvoicedpartof thespeechis moreaffectedby noise
thanthevoicedpart. This doesnot cometo a surprisesincewe
know that this unvoicedparthaslow energy level. We cansee
thatfor SNR=10dB its DET curve is worsethantheDET curve
for S.

Finally, voicedfeaturesperformwell in cleanconditions. Al-
thoughthey are lessaffectedby the noisethan unvoiced fea-
tures,they remainaffected.

The resultsobtainedwhen combining the envelope features
with thepitch couldbeimprovedby droppingfeaturesmasked
by noise.This is a subjectof our ongoingresearch.Oneinter-
mediarysolutioncanbeto dropall unvoicedfeatures.By doing
this, only thevoicedpartof thespeech,that is lessaffectedby
noise,is usedandthesystemincreasesits robustnessto noise.
Theresultsarepresentedin Figure5.

As a complementaryresult, the EERsfor this simplified sys-
tem arecomparedto thoseof the classicalGMM systemasa
functionof theSNR.
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Figure 4. Performance of the different likelihood parts in
Equation 11.
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Figure 5. The performances of the proposed system when
discarding unvoiced features are compared to a classical
GMM system.

5. CONCLUSIONS

The Bayesiannetwork approachpresentedin this paperhas
provedits capacityto representandexploit theinformationcar-
ried by additional featuressuch as pitch and voicing status.
Thepitch,carryinginformationaboutthespeaker’s identity, has
beenprovedto bestronglyrobustto noise.

Informationcarriedby the voicing statusseemsto not contain
relevantinformationaboutthespeaker’s identityandit hasbeen
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Figure 6. Equal error rate as a function of the SNR.

not consideredin the verification process. Nevertheless,be-
causeof its flexibility , theBayesianNetwork approachcanin-
corporatein thefutureotherprosodicfeatures.

While unvoiced featurescan positively contribute to the final
scorein cleanconditions,they areeasilyaffectedby noiseand
their usedegradesthe performanceof the systemwhennoise
is present.Corrupteddatacanbe discardedandthe Bayesian
network canstill beusedto infer themissinglikelihoodvalues
andcomputethescores.
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ABSTRACT

A speaker verification system which allows users to chose their
own password is presented. The system has no a priori knowledge
of passwords. A hybrid HMM/ANN system is used to infer the
phonetic transcription of the password. The emission probabilities
are then modeled by a multi-Gaussians HMM model. Evaluation
experiments, conducted on PolyVar database, showed results com-
parable with a system where the correct phonetic transcription of
the password is known a priori.

1. INTRODUCTION

In most text-dependent speaker verification systems, the password
is constrained to be within a small vocabulary. So, the system
has some a priori knowledge (the phonetic transcription of the
word) about the password of the speaker. However, in speaker
verification based on user customized password (SV-UCP), users
can choose their own password from an unconstrained vocabulary.
This enables better user friendliness and increased security. Nev-
ertheless, the SV-UCP raises some issues in both enrollment and
test phases:

1. We have to automatically find (infer) the topology (in terms
of sub-word models like phonemes) of the password model
from a few repetitions of the user password. The inferred
model should be representative of the lexical content of the
password. This step requires a good speaker independent
speech recognition system.

2. We have to quickly adapt the parameters of the inferred
model towards the characteristics of the speaker using only
a small amount of the adaptation data.

3. We have to determine the a priori threshold (speaker de-
pendent or speaker independent) for the decision to accept
or reject a speaker.

4. We have to find an appropriate world model for score nor-
malization.

The approach presented here exploits some of the advantages of
the hybrid HMM/ANN systems [1] where an Artificial Neural Net-
work (ANN) is used to estimate Hidden Markov Model (HMM)
emission posterior probabilities (or scaled likelihoods). In this
framework, HMM/ANN systems usually yield very good phonetic
recognition rates, and are also well suited in estimating a confi-
dence measure [2, 3], which makes them particularly amenable to
perform HMM inference from acoustic data. The emission prob-
abilities of the inferred HMM model are then modeled in terms

�Also affiliated with The Swiss Federal Institute of Technology at
Lausanne (EPFL), CH-1015 Lausanne, Switzerland.

of speaker adapted multi-Gaussians HMMs models. Some related
works can be found in [4, 5].

The rest of the paper is organized as follows: Section 2 briefly
introduces the similarity measure that we have used in experi-
ments, while Section 3 describes the evaluation databases. Sec-
tion � presents a detailed description of the method and Section �
describes the experiments conducted and provides an analysis of
the results obtained.

2. SV-UCP DECISION RULES

In SV-UCP, we are interested in estimating the joint posterior prob-
ability � ���� ����� representing the probability that the correct
speaker �� has pronounced the correct password �� given the
observed acoustic vector sequence � . During verification, this
probability is compared to the joint posterior probability that any
other speaker (impostor) may have pronounced the correct pass-
word � ���� ����� and to the joint posterior probability that any
speaker (impostor or client) may have pronounced any other pass-
word (text) � ���� ����. Hence, the decision rules can be formu-
lated as follows:

� � �� if � ���� ����� � � ���� ����� (1)

and � ���� ����� � � ���� ���� (2)

Using Bayes rule, and assuming that the simultaneous probabil-
ity of any speaker and any word is equal for all combinations of
speakers and words, decision rules (1) and (2) can be rewritten as
follows:

� ������ ���

� ������ ���
�

�
� ���� ���

� ���� ���
� ��

�
(3)

� ������ ���

� ������ ��
�

�
� ���� ��

� ���� ���
� ��

�
(4)

where �� and �� are the decision thresholds.
To estimate � ������ �� we have used a Gaussian Mixture

Model (GMM). So � ������ �� � � �����.
Taking the logarithm of (3) and (4), and normalizing each

probability by the number of frames in the test utterance, after
having removed the silence frames, yields to the following log-
likelihood ratios:�
�����

�

��

�	
 � ������ ����
�

��

�	
 � ������ ����
�
�	�

(5)�
�����

�

��

�	
 � ������ ����
�

��

�	
 � �����
�
� 	� (6)
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The first decision rule (5) is used to verify if the speaker who
pronounced the correct password is the true claiment or not. The
verification is mainly based on the characteristics of the speaker,
and hence, it represents the speaker verification part. The sec-
ond decison rule (6) is used to verify if what is pronounced (text)
is the correct password of the claimed identity or not. This is
the utterance verification part, except that we use the speaker-
dependent HMM password model instead of speaker-independent
HMM model.

Usually, the decision to accept or reject a speaker is taken in
two steps. First, we perform an utterance verification step, and if
the score exceeds the threshold ��, then we perform a speaker ver-
ification step. So, the speaker is accepted if the two scores exceed
their respective thresholds simultaneously. It has been found [6]
that the combination of these two scores can significantly improve
the performance of the system. In this paper, among different com-
bination techniques, we have used a simple weighted combination
technique. The final decision to accept a speaker can be defined as
follows:

� ���� � ��� �� ���� � Æ (7)

where � � � � �. The values of the parameter � and the threshold
Æ are optimized using a development set.

3. DATABASE, PROTOCOL AND ACOUSTIC FEATURES

Two databases were used in this work. The Swiss French Poly-
phone database [7], was used to train different speaker-independent
speech recognizers. The speaker verification experiments were
conducted using the PolyVar database [7]. This database com-
prises telephone recordings from ��� speakers, each speaker record-
ing between � and ��	 sessions. Each session consists of one rep-
etition of the same set of �
 words common for all speakers. This
set of �
 words was divided into three subsets data11 and data22

with 
 words in each subset and data3with the remaining � words.
A set of �� speakers (�� males and �� females) who have more
than �� sessions were selected. This set was also divided into two
subsets speakers1and speakers2of �	 speakers. For each speaker
in speakers1and speakers2and each word in data1and data2, the
first  utterances of the same word are used as training data, and
between �� and �� utterances were used as client accesses with
the correct password. Each speaker in speakers1(respectively in
speakers2) is considered as an impostor for each speaker in speak-
ers1 (respectively in speakers2). Two accesses with the correct
password from each impostor (in speakers1and speakers2) and
� accesses with a wrong password3 from each speaker (client and
impostor in speaker1) are used as impostor accesses. Later we will
refer to (speakers1, data1), (speakers1, data2), (speakers2, data2),
(speakers2, data1) as dev1, dev2, eva1and eva2respectively. Un-
like dev1and dev2, there is no impostor accesses in eva1and eva2
with a wrong password; all the test accesses are done with the cor-
rect passwords.

For acoustic parameters, two kinds of parameters were used:
�� RASTA-PLP coefficients with their first temporal derivatives as
well as the first and second derivative of the log energy were calcu-
lated every �� ms over �� ms window, resulting in �� coefficients.
These coefficients, which are more suitable for speech recogni-
tion, were used to train a speaker-independent multi-layer percep-

1data1 = � exposition, message, mode d’emploi, musée, précédent,
quitter, suivant�

2data2 = � annulation, casino, cinéma, concert, galerie du manoir,
gainadda, louis moret �

3chosen from data3

tron (SI-MLP) which is used to infer the password of the user.
In order to keep the characteristic of the user, MFCCs were used
for speaker adaptation. �� MFCCs with energy complemented by
their first derivatives were calculated every �� ms over �� ms win-
dow, resulting in �� coefficients.

4. THE APPROACH

The approach presented here is based on hidden Markov models
(HMM). We started from:

1. A well trained Speaker-Independent Multi-Layer Percep-
tron (referred to as SI-MLP) with parameters �. This ANN
was trained on Swiss French Polyphone database with RA-
STA-PLP features. The SI-MLP had ��� input units with
	 consecutive 26 dimensional acoustic vectors, ��� hidden
units and �� outputs, each output associated with a specific
phone. This SI-MLP achieved ��� as a phonetic recog-
nition rate. To this MLP we associated an ergodic HMM
model � with �� states. Each state belongs to a specific
output of the SI-MLP.

2. A HMM speaker-independent speech recognition (which
we will refer to as �) with �� context-independent phone
models. The phone models consisted of � states left-to-right
HMM with � mixtures/state. This HMM model was used as
a prior distribution for MAP (maximum a posteriori) adap-
tation [8] of a new client and to build the “world model”
for score normalization. This HMM model was trained on
Swiss French Polyphone database with MFCC.

3. A GMM with parameters � was modeled by �� (diagonal
covariance) Gaussians and trained on Swiss French Poly-
phone database with MFCC. This GMM was used for ut-
terance score normalization.

4.1. HMM topology inference

For each new customer, we match (using Viterbi alignment) each
of the utterances ( repetitions) in the enrollment data with the er-
godic HMM model� using local posterior probability ��	��
�� ��
estimated by the SI-MLP (�). The result is  phonetic transcrip-
tions from which we select the best one to build up the user HMM
password model. Two criteria were used to determine the best
phonetic transcription:

1. The highest, time normalized accumulated log posterior prob-
ability (HNPP) defined as:

�� � ��� ���
�����

�
�

��

���
���

���  �	���� �
���� ��

�
(8)

where 	���� represents the phonetic symbol associated with
the acoustic frame 
��� of the ��� repetition. �� is the
length of the utterance �.

2. The highest, global average time normalized accumulated
log posterior probability (HANPP): we force align all the
enrollment utterances on each phonetic transcription using
local posterior probability estimated by the SI-MLP. The
best phonetic transcription is the one which best match all
the enrollment utterances.

The topology of the user customized HMM model �� is then sim-
ply built-up by strictly concatenating left-to-right (with only loops
and skips to the next state) HMM states corresponding to each of
the phones in the above “optimal” phonetic sequence �� .
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4.2. HMM parameter adaptation

Once the user HMM model�� is inferred, a MAP adaptation pro-
cedure using all the enrollment data is performed. This procedure
consisted of adapting the mean of the Gaussians of the phone mod-
els of the speaker independent speech recognizer (�) which con-
stitute the inferred model �� as well as the transition probabili-
ties between this phone models. The result is a speaker-dependent
HMM model (��).

4.3. Score computation

Having created all models, the two log-likelihood ratios LLR1and
LLR2in (5) and (6) are estimated as follows:

���� �
�

��

��� � ������ ����
�

��

��� � ������ �� (9)

���� �
�

��

��� � ������ ����
�

��

��� � ���	� (10)

During verification, a simple silence detector based on an unsu-
pervised bi-Gaussian model was used to remove the silence frames
before GMM score computation, while in the HMM a silence model
is applied in the beginning and the end of the password ��.

4.4. Threshold determination

The performance of the method was optimized using a develop-
ment set to minimize the equal error rate (EER) using a speaker-
independent threshold. In our experiments, to assure that speakers
in development and evaluation sets have different passwords, we
have estimated the thresholds Æ� and Æ� using dev1and dev2re-
spectively, and we have used them as a priori thresholds on eva1
and eva2respectively.

4.5. Decision

To take the decision to accept or reject a speaker, first we normalize
the score (7) (to get a common prior threshold for all speakers)
of a test access from a speaker in eva1(respectively in eva2), by
subtracting the threshold Æ� (respectively Æ�) from the score of the
test access. If the normalized score is positive, then the speaker is
accepted, otherwise, the speaker is rejected.

5. EXPERIMENTS AND RESULTS

All experiments reported here were conducted using the Torch li-
brary4. For comparison purposes, results with the correct phonetic
transcription of the password are also given.

5.1. Results

Figure 1 shows the performance of the reference (COR) and the
SV-UCP systems with the two criteria used for HMM inference.
The circles correspond to the performance of the systems with
a priori threshold. Table 1 gives more details.

From Figure 1, we can see that the circles are not close to the
EER region (crosses). Indicating that both development and eval-
uation sets have two very distinct thresholds. This is probably due
to the fact that both development and evaluation sets have differ-
ent passwords and we do not have enough words in the devlopment
set to reliably estimate a speaker independent threshold. Figure 1
and Table 1 show that the two SV-UCP systems have comparable

4http://www.Torch.ch
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Fig. 1. DET curve comparing the performance of the reference
system and the UCP systems on the evaluation set. FA [%] is the
false acceptance rate and FR [%] is the false rejection rate

Threshold FA [%] FR [%] HTER[%]

HANPP
POSTERIOR 3.984 3.979 3.981

PRIOR 8.156 1.971 5.064

HNPP
POSTERIOR 3.660 3.660 3.660

PRIOR 7.915 2.083 4.999

COR
POSTERIOR 3.482 3.491 3.486

PRIOR 7.455 1.764 4.609

Table 1. The peformance of each system on the evaluation set:
The first line is the EER estimated a postoriori and the second line
is the HTER estimated using a priori threshold.

performance, but they perform slghitly worse than the reference
system.

5.2. Analysis

To determine the reasons for these results, and to evaluate how
good the inferred HMM model is, we plot the variations of the
EER on the developement set and the associated HTER (Half Time
Error Rate) estimated with a priori threshold on the evaluation set
as a function of the combined parameter 	. The results are shown
in Figure 2.

There are two informative values of 	 which can help us to
analyse the results obtained above. These values correspond to the
performance of the system where 	 � 
 and 	 � �.

� For 	 � 
, the performance of the combined system be-
comes equal to the performance of the utterance verification
part (LLR2). In this case, the reference and the SV-UCP
systems will have the same normalization model (GMM) to
estimate LLR2. So, if one of these systems performs better
than the others, this should be attributed to the user HMM
password model. Or the HTERs on the evaluation set for
the reference and the SV-UCP systems show no difference
between these three systems. This indicates that the small
improvement of the reference system can not be attributed
to the fact that in this system we use the correct phonetic
transcription of the password while for the other systems,
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Fig. 2. EER variations on the developemnt set and HTER varia-
tions on the evaluation set as a function of the combined parameter
�.

we infer the phonetic transcription.

� For � � �, the performance of the combined system be-
comes equal to the performance of the speaker verification
part (LLR1). To estimate LLR1, the client model (��,��)
and the normalization model (��,�) have the same topol-
ogy5 within the same system, but it is different from one
system to another. In this case, if one system performs bet-
ter than the other, this performance can be attributed to ei-
ther the user model (inferred HMM password) or the nor-
malization (world) model. As we have just seen in the case
for � � �, the client model performs comparably for all
the systems. So, the improvement in the reference system
is mainly caused by the normalization (world) model which
is better than the one used in the SV-UCP.

One possible explanation is that the world model should reflect
how speakers pronounce the password and not how the client pro-
nounces it as used in this experiment for the SV-UCP. The simplest
way to model this inter-variability in pronunciation is to choose the
correct phonetic transcription of the password as a world model.
This is another reason why we need good phonetic speaker inde-
pendent speech recognition.

6. CONCLUSION

In this paper, user customized password speaker verification based
on the hidden Markov model is presented. A hybrid HMM/ANN
was used to find the phonetic transcriptions of the enrollment ut-
terances, from which we built up the user HMM password model.
The system gave comparable results compared to the reference
system, where the correct phonetic transcription of the password
is known a priori. The main conclusions are:

1. As we can expect from the results, randomly choosing one
of the phonetic transcriptions to build the HMM model does
not significantly affect the performance of the system. How-
ever, we have to make sure that the speaker effectively pro-
nounces the same password.

2. In SV-UCP within the HMM framework, not only how to
infer the HMM password is important, but which model
we use as a “world” model for score normalization is also
important.

5By the same topology, we mean the same states and the same connec-
tions between states

3. The technique used here for HMM inference is based on
single pronunciation modeling. As a speaker can not pro-
nounce exactly the same word in the same manner from
one trial to another, choosing one phonetic transcription
to model the password is not a good choice. It is clear
that the word model allowing more than one pronunciation
should perform better than word model allowing just one
pronunciation. One solution is to use all the inferred pho-
netic transcriptions to model the HMM password by keep-
ing them separately, or we can merge them to build one
HMM model [9].
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ABSTRACT 

This paper is concerned with the development of biometric 
systems and strategies that can intelligently adapt to user 
behavior and preferences in order to improve their 
performance and usability. We present a system architecture 
founded on intelligent software agents to provide an adaptive 
and learning interface. In particular a novel concept of 
interface utility is developed and strategies for optimizing it 
are outlined. The paper shows how the system can 
continuously monitor performance to improve the reliability of 
its decisions and provide a satisfactory user experience. 
Directions for future research in this area are also outlined.  

1. INTRODUCTION 

Interest in biometric systems for identity authentication has 
been growing in recent years. The strengths of biometric 
systems are well known, however, the success of any 
biometric system is measured ultimately by its usability and 
user acceptance [1]. Serious obstacles to wider adoption of 
biometric systems include user interface issues that result in 
significant failure to enroll and failure to verify rates. Poor 
templates and template aging are important factors that need to 
be addressed by any biometric system developer. 

This paper considers strategies for improving the performance 
of single-modality biometric systems through the adoption of 
an intelligent agent architecture in the design of the system. 

In the description given below the example of a specific 
commercial fingerprint verification system is used. The 
general principles of this approach, however, could be applied 
to other biometric products and modalities, and it is hoped that 
further work will demonstrate this in a multi-modal context. 
This particular system has two main parameters that affect 
enrolment and verification procedures. 

• Security Level. This parameter (threshold) is related 
to the False Accept/False Reject rates of the system. 
The higher the security level, the lower the chance 
of false accept, although it does increase the chance 
of false reject. There are 9 levels of security settings. 

• Quality Setting. This parameter is related to the 
image quality that is acquired by the device sensor. 
The value of this quality setting ranges from 0 - 100. 

2. SYSTEM ARCHITECTURE 
The system components are shown in Figure 1. These 
components are intended to act as an intermediate layer 

between the biometric device interface API, responsible for 
sample acquisition, enrollment and verification procedures, 
and the user interface itself. 

Some terms need to be defined in order to further explain the 
mechanics of the system. We define a transaction as a single 
attempt by a user to verify his/her identity. A session consists 
of one or more transactions conducted within a certain 
timeframe. 

2.1 Software Agents 
An agent is described as anything that can be viewed as 
perceiving its environment through sensors and acting upon 
that environment through effectors [2]. Much work on 
software agents has been performed in various fields 
[3,4,5,6,7], however, it is the approach to combine biometrics 
and the use of software agents in this manner which is 
considered novel. Some of the properties of the software 
agents readily lend themselves to this type of application.  

Our system exhibits adaptivity, “the ability to modify an 
internal representation of the environment through sensing of 
the environment in order to change future sensing, acting and 
reacting for the purpose of improving assistance” and 
autonomy, “the ability to sense, act and react over time within 
an environment without direct intervention”. Each component 
as described in the following sections has its own goal which 
through its operation attempts to satisfy. 

2.2 The Role of Utility 
Generally most biometric systems have some form of 
verification threshold. This threshold is usually related to the 
false accept rate of a system and ultimately the equal error rate 
(EER). Successful verification at a higher security level 
indicates that the system has increased confidence in the 
identity of the user. 

The use of utility for user modeling in adaptive systems is not 
new [8]. We propose to employ the notion of utility in a 
different manner. In our system it refers to the agent’s utility 
with respect to the levels of security that the user is achieving. 
In other words the agents ‘happiness’ is directly related to the 
confidence in which it has in the identity of the user. 

The goal of the system is to try and maximise its utility over 
the period of time that the system is being used.  The value of 
utility is directly used to change the behaviour of the agent 
with respect to the user.  i.e. an agent with a low utility score 
will aggressively attempt to aid the user with the donation of 
higher quality samples through the use of extended user 
assistance. Whilst an agent with a relatively high utility score 

mauro
 COST 275 Workshop - The Advent of Biometrics on the Internet

mauro
- 109 -

mauro
Fondazione Ugo Bordoni

mauro
November 7-8, 2002Rome - Italy

mauro




Value

0

1

1 2 3 4 65 7 8 9
Security Level

is less likely to offer the degree of assistance the low utility 
agent is exhibiting, however, will still be able to offer help if 
the agent determines the user is experiencing difficulty in 
donating samples. 

2.3 Calculation of Utility  

Since the modality we are dealing with gives us 2 attributes 
when dealing with samples donated from the user, Multi 
Attribute Utility Theory (MAUT) [9,10] can be used in this 
instance to generate an overall utility score from these 2 
factors. 

According to MAUT, the overall evaluation v(x) of an object x 
is defined as a weighted addition its evaluation with respect to 
its relevant value dimensions. In our system we are evaluating 
the user interaction based on  value dimensions, Security level 
and Quality. The overall evaluation is defined by the 
following overall value function which gives us the utility 
value: 

( ) ( )∑
=

=
n

i
ii xvwxv

1

 

Here, vi(x) is the evaluation of the object on the i-th value 
dimension and wi the weight determining the impact of the i-th 
value dimension on the overall evaluation (also called the 
relative importance of a dimension), n is the number of 
different value dimensions, and 

1
1

=∑ =

n

i iw  

We need to construct a scale for each of the attributes to 
represent the value function of an attribute. The figure below 
demonstrates the value function for the security level attribute. 
The quality attribute follows a similar linear scale. 

 

 

 

 

 

Figure 1 Value Function 

The table below illustrates 2 different biometric transactions. 

 

Attribute Transaction 1 Transaction 2 Relative 
Weight 

Security 0.55 0.99 0.8 

Quality 0.40 0.45 0.2 

Table 1 Utility Calculation 

To calculate the utility of Transaction 1 for instance the 
following equation is used. 

(0.55 * 0.8) + (0.4 * 0.2) = 0.52 

A similar analysis of Transaction 2 would yield a utility score 
of 0.88.  

By using the above formula we can generate a utility score for 
each biometric event the user attempts. In our model we give 
more weight to the security level attribute over the quality 
attribute.  

2.4 Verification Monitor 

This agent is responsible for the monitoring and setting of the 
2 parameters that correspond to the utility rating. It is 
recommended that the level of security that is used for 
verification purposes is kept at the level at which enrollment 
occurred or below, attempting a match at higher levels may 
lead to incorrect results. The matching procedure 
automatically attempts to match up to the enrollment security 
level. The result from this operation is used as one parameter 
to calculate the utility of the transaction. 

The ‘Quality’ setting of any acquired sample is handled in a 
different manner. Since this parameter plays a role in the 
calculation of utility the agent here has the opportunity to 
adjust this factor in order to increase the utility rating. This is 
achieved in the following manner:- 

The recommended value of the quality setting for verification 
transactions is 40. If the user was enrolled at a much higher 
level of quality (say 60), the system assumes that user should 
be able to produce a sample of at least this value at some 
stage. In order to proactively adjust this quality setting this 
agent examines the results obtained from the session logs. 

If a user is achieving successful verification, at a rate above 
75% (see Section 3) over the last session then the agent will 
attempt to increase the Quality setting for the next user 
session. There is a roll back mechanism in place here as 
mentioned below so if the analysis agent believes that the 
image capture settings are unrealistic for the user then these 
settings can be reduced, to a level which the user can achieve. 

The speed at which this agent increases the Quality setting is 
determined obviously by user performance itself. However, 
there are 2 more factors which govern the rate at which this 
process can develop, these are 

1. The number of concurrent sessions in which the user has 
achieved the specified percentage of successful transactions. 

2. The actual percentage of successful transactions that the 
user must perform in order that the session is marked as a 
valid session to be counted in (1) above. 

 

2.5 Analysis Engine 
This component is responsible for the examination of any 
user-donated sample. This is independent of whether the user 
is enrolling or verifying. By examining the biometric sample 
and knowing the result of the transaction (i.e. pass or fail) this 
component can attempt to classify the nature of any failure 
using the error types described below.  

TYPE A User Fault 

These types of fault involve the poor usage of the device. The 
user is not donating a sample of sufficient quality (i.e. the 
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image is too dark or too light). The system will have some 
initial quality limits for establishing this fault type, although 
through monitoring the quality values that are obtained, both 
for images which fail and the ones that pass, these limits are 
gradually adjusted over time 

TYPE B Device Error 

To classify image acquisition problems we can take image 
samples from the sensor and calculate simple parameters to 
determine optical irregularities. An important test here is to 
attempt to determine whether the optical device is clean, this 
being an important factor that can influence the quality of the 
acquired image. 

TYPE C Template Aging 

The aspect of template aging here of course rests on what 
particular modality is being used. However, the majority of 
biometric modalities have to ensure that templates are kept 
current as the user characteristic upon which the modality is 
based gradually changes over time. These types of error will 
be difficult to classify. The only constraint we have used is 
based on a time limit for the validity of the template.  If we are 
approaching the time when templates need reacquisition (set 
in software) then we must be aware that verification errors 
around this time may be due to template aging. 

TYPE D Acquisition Parameter Error 

This type of error may be flagged if the system believes that 
the current image acquisition parameters are unrealistic for the 
current user. This type of fault can be identified by keeping 
track of the current and previous acquisition parameters. After 
an unsuccessful transaction event the user is made aware of 
the possible nature of the fault as determined by the analysis 
engine.  

The results from the analysis agent are logged in an XML 
(eXtensible Markup Language) file. This file is mined 
periodically and is used to determine the overall system 
behaviour.  

2.6 Template Generation Monitor 

This component is responsible for the generation of user 
templates and also the reenrollment of the user at the 
appropriate time. During enrollment the goal of the agent is to 
attempt to acquire the best quality templates a user can 
realistically donate. At this time the quality setting is set to the 
manufacturers recommended setting for enrollment, this 
setting is used as the default to ensure that the largest number 
of users can actually enroll in the system. The templates are 
enrolled at the highest security level that is possible. This is in 
order to minimize the false reject rate by generating high 
quality templates. 

The reenrollment of a user at the necessary time is also dealt 
with by this component. Data is available for the time between 
physical changes in bodily characteristics [11], upon which 
many biometrics are based. These values are used for the 
default time between template reacquisition. Another 
mechanism for invoking reenrollment is triggered by the 
Analysis Engine described above. These methods of template 

management are intended to alleviate any possible template 
aging issues the user may develop with the system. Naturally 
the user can opt to reenroll at any time without having to be 
prompted by the application itself. 

At the time of reenrollment, however, a different process is 
invoked. Since we know what levels the user has been 
achieving over the period of time since enrollment, we can 
analyse these results and determine whether there is a 
possibility that either the quality or security settings for this 
user can be modified. This process is augmented by another 
feature of this component that can accept samples from the 
analysis agent obtained from the user during the verification 
phase. In this manner the agent can increase its confidence in 
the ability of the user to produce a sample that is capable of 
reenrollment at higher security/quality level, before actually 
asking the user to reenroll at these levels. 

 

2.7 Calibration Monitor 

Many biometric devices have the capability to be calibrated. 
In the fingerprint modality examined here, this is an important 
feature. Every subject will use the device in a slightly different 
way. Since the device requires the finger to be placed on the 
sensing area, each subject may apply a different amount of 
pressure. If the same calibration data is used for all the users 
this may lead to unacceptable image quality for a portion of 
the subject set. In an attempt to rectify this problem, this 
system records calibration details for each user individually. 
This calibration data is initially saved before the user can 
initiate enrollment, and is valid only for a specified amount of 
time. If the analysis agent determines that the samples 
acquired are failing due to old calibration data the user will be 
prompted to recalibrate the device. 

3. SYSTEM BEHAVIOUR  

The behavior of the overall agent entity is based upon the 
current utility value for the user. After each session the user 
logs will be mined to determine the overall utility score. The 
method with which this session utility score is calculated is 
described below. 

An overall mean utility score is calculated for the session, this 
value is then scaled using a utility transformation function 
which generates a percentage figure for the session under 
examination. This figure is scaled based on the maximum 
figure of utility that the user can produce based on the security 
level and quality setting at which the user templates were 
acquired. This normalized session utility score represents the 
performance of the user over the last session. This figure is 
used to determine one of the following 4 behavior bands 
which determine the degree of user feedback the system 
exhibits in order to attempt to increase the performance of the 
user :- 
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Normalized Session 
Utility % 

Behaviour 
Band 

0 – 25 1 

25.1 – 50 2 

50.1 - 75 3 

75.1 – 100 4 

Table 2 Behaviour Levels 

Behaviour Band 1 

This band represents the lowest performance band. In this case 
the user is achieving poor verification scores. In this state the 
system is actively trying to increase the performance of the 
user. The system will examine any identified fault types and 
will enter into a dialog with the user in an attempt to 
determine the cause of this poor recognition rate. Some 
possible solutions may be offered to the user after this dialog. 
Another mechanism is to examine the identified fault types 
occurring and determine whether these faults are directly 
related to the poor scores. There is a threshold for the number 
of concurrent sessions that produce a score in this particular 
band, this threshold dictates the point at which the system 
gracefully declines from offering such active assistance. This 
action is taken due to the fact that in biometric systems users 
who cannot produce samples of sufficient quality exist, and no 
matter how much assistance is provided no improvement in 
system usage can be obtained, these users are known as 
‘goats’. Naturally the user can indicate at the relevant time if 
this extended assistance is required, and the agent will take the 
necessary action. 

Behaviour Band 2 

This band represents a level of performance from the user 
which is still considered below average. The system may 
decide to take proactive action based on the threshold for the 
number of sequential Band 2 sessions. A similar procedure 
may be taken towards fault analysis as exhibited in Band 1, in 
which fault analysis and interactive user dialog is initiated 
which is hoped may lead to increased user performance. 

Behaviour Band 3 

This behavior band represents a level of performance by the 
user that is considered adequate. The agent will monitor the 
performance of the user but will not actively provide 
assistance to the user unless explicitly requested. It is expected 
that this band will be the normal band of operation for the 
majority of the users of the system.  

Behaviour Band 4 

In this band the user is achieving good verification scores. The 
system does not need to actively aid the user in the donation 
of samples, however, is still monitoring for specific fault types 
and will offer assistance on these if they occur.  Sustained 
scores in this range indicate to the template generation agent 

that there may be a possibility of increasing the user’s security 
level of enrollment templates (if possible) at the appropriate 
time.  

4. CONCLUSIONS 
A novel method has been presented in this paper to address 
some of the issues surrounding current biometric technologies, 
involving the use of software agents and focusing on a single 
modality. It is hoped that further work can demonstrate this 
concept in a multimodal context. 
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ABSTRACT 
Many experts maintain that user psychology should be 
considered as one of the key factors for the success of a 
biometric application. Therefore the understanding of the user 
base and associated psychology is going to stand beside 
traditional biometric performance metrics such as FAR, FRR, 
EER in order to predict globally the actual systems 
performance across a broad variety of operational conditions. 
The UPI (User Psychology Index) is a metric of user 
psychology and was first introduced by Ashbourn in the early 
90s and takes into account a number of factors that will be 
analysed in the present paper. In order to enlarge the scenario 
of the UPI, the present paper proposes to correlate the 
psychological aspects to the medical risk factors which are 
potentially involved in biometrics. These factors, until now, 
have been rarely mentioned among the factors of influence 
and, as explained in the paper, could become an important 
issue in biometrics. Finally, a description of how user 
acceptance may be taken into account in the design of a 
biometric application is reported by means of a brief 
description of “Pentakis”, a software program developed by 
Avanti oriented to helps end users, whether in the government 
or corporate sector, to understand the implications of 
deploying biometrics and related technologies across a diverse 
range and scale of applications. 

1. INTRODUCTION   
Biometrics uses physical characteristics and personal traits for 
purposes of automatically recognizing individuals [1], [2]. 
Unfortunately, although many research and economic efforts 
have been produced for many years in this field, it should be 
admitted that biometric techniques aren't still widely used. 
Obstacles include immature and expensive technology and 
user resistance. With particular reference to the user, it 
becomes increasingly clear that its psychology may have a 
dramatic impact upon biometric systems’ performance. 
Furthermore the user psychology could be directly influenced 

by further variations in environmental and operational 
conditions, producing a complex scenario which is often 
misunderstood when deploying biometrics and related 
technologies. 

To aid the understanding and consideration of user 
psychology, the user psychology index (UPI) has been created 
as a metric that influences practically the algorithms of a 
biometric project.  

After the introduction, the second paragraph of the present 
paper analyzes some of the psychological issues which 
characterize the relationship between users and different 
biometric techniques while the third paragraph describes in 
detail the User Psychology Index (UPI). The fourth paragraph 
highlights the possible interactions between medical aspects 
and biometrics and the relative consequences for the UPI. 
Finally the fifth paragraph introduces “Pentakis”, a software 
tool developed by Ashbourn to aid the logical development of 
biometric applications. The program, still in the phase of 
revision, will be soon available for free downloading. 
Together with a brief description of the main features of the 
program, the paragraph well evidences the strong importance 
given by Pentakis to UPI.   

2. SOME CONSIDERATIONS ABOUT 
PSYCHOLOGICAL FACTORS IN THE 
USE OF BIOMETRIC TECHNIQUES 
Users reacts differently in front of different biometric 
techniques and the present paragraph analyzes some of the 
most common psychological and emotional factors which 
characterize the relationship between biometrics and users. As 
a necessary premise, in analysing the user position, it should 
be well evidenced that user resistance may increase or 
decrease according to the operative scenario of the biometric 
process. Hand characteristics (two fingers or hand geometry) 
are used, both for accessing to the Florida Walt Disney 
amusement parks, both in many time&attendance applications. 
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It is reasonable to asses that users can react very differently in 
the two contexts and that therefore the degree of acceptance 
may vary consistently. One aspect seems anyway clear: the 
more users know about the biometric sensor and its benefits, 
the more the application has chances of being successful. In 
this sense an organization should provide its employees with 
information and training on the chosen biometric method, so 
they have a chance to become familiar with the requirements 
before the system is implemented [3]. 

2.1 Face Recognition 
Users are generally well disposed toward face recognition. 
The lack of contact with the sensor and the freedom from 
carrying identification badges (in one to many applications), 
give to the technique characteristics of practicality that  define 
face recognition as fast and easy to use [4]. Pilot projects 
which have been undertaken using facial scan biometrics in 
popular applications such as ATM access and network logon 
suggest that acceptance of the technology is high among users. 
According to specific studies, there are some reservations 
which may limit, to some degree, facial scan's broader usage 
[5]. Subjects who had used the technology were asked how did 
they feel about using finger scan or a facial scan system 
instead of a PIN when using an ATM. They had to attribute a 
score ranging from a very comfortable to a very 
uncomfortable rating.  

• Finger scan and face geometry both reached excellent 
ratings, showing the viability of biometrics in this area, 
but the ratings were markedly better for finger than for 
face. There are a handful of possible explanations for this 
lower rating: 

• Many people simply don't like having their picture taken; 
much less having to look at their own low-resolution 
image on a computer screen or terminal (complaints 
about the quality of the camera); 

• People don’t recognize “facial id” as an authenticator in 
the same way they recognize fingerprints. The face is 
almost too personal a part of the body to think of its 
being "scanned", broken into grids or axes, or having 
prominent features made note of.  

• In specific applications facial scans don’t require consent 
(ie, hidden cameras). So, also if most vendors suggest 
that facial scan is the least intrusive technology, if 
intrusiveness is defined is a different way, facial scan 
may be among the most intrusive technologies. Users that 
may use face recognition for ATM or time & attendance, 
could react negatively in realizing that the same process 
of recognition may be used also without their specific 
knowledge. 

Furthermore, other problems may arise from privacy concerns. 
Some vendors claim to be able to detect, from particular face 
recognition techniques, information about various health or 
emotional issues. It is evident that if the user extends 
(erroneously) this feature to all face recognition systems, the 
user confidence with this biometric technique may suffer.  

In conclusion, face recognition is, potentially, a very friendly, 
clean and comfortable biometric technique whose main 

psychological problems may arise from the potentially dual 
deployment mode  (overt, non overt). 

2.2 Fingerprint  
The main psychological concerns around fingerprint 
biometrics consist in the fact that some users occasionally see 
it as invasive, with its connotations of criminality, police 
bookings, etc..  Vendors are therefore very careful to point out 
that they are not associated with the FBI's fingerprint-
recognition system, that most devices can't store raw 
fingerprints and that fingerprints can't be reconstructed based 
on the data stored within these systems. However, some users 
may be reluctant to have their fingerprints recorded in a 
database [6]. 

2.3 Hand geometry 
Hand geometry is one of the most acceptable biometric 
techniques from the point of view of the user. One of the most 
significant points of attraction consists in the modality of 
usage of hand geometry which is verification and not for 
identification, thus reassuring the user that he/she will not be 
included in a data base. 

Hand geometry is used successfully for time & attendance 
since its implementation is less costly, easier to use, more 
accepted, and useful for organizations with a large number of 
users and low-medium level of security. 

A significant example of the good psychological acceptance is 
the successful deployment of hand geometry biometrics in the 
Walt Disney amusement park in Orlando (US).  

A dark side of hand geometry is the potential fear of the users 
for germs contamination due to the contact of the hand with 
the reader.  

As pointed out in the second paragraph of the present paper, 
the context of the application is crucial since the perception of 
this potential “risk” may be low or negligible in some cases 
but may more significant in time & attendance applications 
due to a potential psychological link which associates 
biometrics with work and then fatigue resulting in a repulsion 
for the technology. 

2.4 Iris recognition 
Iris recognition [7] is undoubtedly the less intrusive of the eye 
related biometrics. Matching is readily achievable; it is a non 
contact technology, in general principles may be considered 
non-invasive, it is scalable and fast.  

There are conflicting opinions about the user acceptance of iris 
recognition. Some consider it accepted by the public, some 
other experts less. The most significant psychological 
problems arise from the part of the body used for recognition. 
The scanning of the iris involves the acquisition of data arising 
from a very delicate part of the body that many people feel 
very sensitive and protective of  (their eyes).  

Furthermore, it should be highlighted that there is still a 
certain confusion between iris recognition and retinal 
scanning. Retinal scanning appeared on the market before iris 
recognition and experienced some complaints because of the 
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perceived intrusiveness. Iris scanning has inherited, unjustly, 
some of the criticisms directed to retinal scanning (see also 
paragraph on medical concerns), thus increasing the potential 
diffidence for a technology based on the analysis of the eye. 

On the other hand it should be highlighted that iris scanning 
has a great appeal among certain “educated to technology 
classes of users” such as users and workers of airports. 

Pilot projects based on iris recognition are in operation in 
several airports in Canada, U.K., U.S., Germany. Probably the 
most significant application is the ABC (Automated Border 
Control) project that is running at Schipol airport in 
Amsterdam. 

In conclusion, from the psychological point of view, the trend 
for iris recognition seems very positive, increasing 
proportionally to the degree of education in the field of 
biometrics. 

Lastly, although iris recognition may allow identification (one 
to many) processes, and therefore the creation of a data base, 
users do not make a correlation with law enforcements’ 
archives as is may happen for fingerprints. 

3. USER PSICOLOGY INDEX 
When we consider the performance of biometric devices and 
systems we tend to centre our thinking around the familiar 
parameters of false accepts, false rejects, and equal error rates 
as quoted by the biometric device manufacturer. The 
manufacturer may also quote a figure for the time required to 
search a database when the system is operating in 
identification mode (where applicable - only a few products 
currently work well in identification mode). Interesting though 
these figures may be, they are not always realized under real 
world operating conditions for a variety of reasons outside of 
the manufacturers control. Systems architecture has an 
important part to play (the subject of a future paper) but 
perhaps the most significant affect on live performance is that 
produced as a result of user psychology. This is a complex 
area worthy of further investigation and consideration if we 
are to implement successful biometric projects. 

To adopt a metrics, the User Psychology Index (UPI) has been 
introduced. It consists of a value, used in conjunction with 
published device and system performance characteristics as a 
method of evaluating project proposals and designing 
biometric systems. As an example of real implementation, we 
could assume that an index of x is given to a: 

“knowledgeable and sympathetic user, highly familiar with 
both the device and principles of operation, using the device in 
a relaxed and comfortable environment where the result is non 
critical to the user at that time” 

where an index of y is given to: 

“an hostile user, with little familiarity of either the device or 
principles of operation, using the device in an uncomfortable 
environment where the result is non critical to the user at that 
time and there additional external pressures”. 

The two extreme values x and y, opportunely weighted may 
alter in a significant way the design of a biometric project. 
Some variables characteristic of the UPI are reported below. 

Variable Positive value  Negative value 

Knowledge of 
the system 

Knowledgeable Non informed 

Attitude Sympathetic Hostile 

Environment Relaxed/comfortable Uncomfortable 

Outcome for 
the user 

Critical  Non critical 

Additional ext. 
pressures 

Presence Non presence 

Table 1: Some variables and their opposite values in the 
determination of the User Psychology Index (UPI) 

 

4. MEDICAL CONCERNS AND UPI 
One of the variables in the user psychology index may be 
represented by the perception of eventual medical risk 
potentially associated to the biometric process. 

Two medical aspects individuated connected to biometrics 
have been individuated: a potential risk associated to the use 
of biometrics and a potential risk for  privacy connected to the 
health information extractable by biometrics. 

For example, …though an examination of the retina…, an 
expert may determine that a patient may be suffering from 
common afflictions like diabetes, arteriosclerosis and 
hypertension [8], [9].  

The users, already reluctant in some cases to use biometric 
technologies, may become, understandably, very hostile if 
rumors report that a biometric process may influence the 
health or infringe the privacy of individuals. 

It should be anyway put in evidence that, in most cases, the 
direct medical risk is really low as, also the possibility of 
achieving, distributing or else selling medical information 
accessed by means of biometrics is equally a remote 
possibility. 

It is anyway imperative that users be aware of the eventual 
risks associated to the use of a specific technique and for these 
reasons direct and indirect medical risks are candidates to be 
probably soon integrated in the UPI.  

5. PENTAKIS 
Pentakis is a software program which helps end users, whether 
in the government or corporate sector, to understand the 
implications of deploying biometrics and related technologies 
across a diverse range and scale of applications. Furthermore, 
it helps to develop one’s own thinking in this context via a 
series of interactive wizards which enable the users to explore 
different scenarios and save the results to a database for 
subsequent analysis.  
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The UPI was later developed into an intuitive software 
program which enabled users to explore a variety of scenarios 
and proposed more realistic performance figures accordingly.  

The user psychology wizard included with Pentakis represents 
a further development of this concept, providing more 
flexibility and introducing a new performance metric – the 
Average Error Rate (AER) which provides a simple to 
understand depiction of expected errors. 

Figure 1: Screenshot of the Pentakis section dedicated to User 
Psychology 

Like the other Pentakis wizards, the user psychology wizard 
takes the form of an intuitive tabbed dialogue which steps the 
user through a series of questions in order to arrive at a well 
considered conclusion. 

The analysis starts with the request of the FAR and FFR 
quoted by the device manufacturer. Then a series of 
parameters have to be entered: 

Device Details: the user simply enters the name of the capture 
device being considered and the published figures for the false 
accept and false reject rates. This information is available 
from the device vendors; 

Usability: the user selects a rating which best describes how 
usable the system is from the users perspective; 

Template: the user selects a rating which best describes the 
quality of the biometric reference templates being used. This 
parameter is directly affected by the enrolment procedures and 
quality of the enrolment software and hardware; 

Familiarity: the user selects a rating which describes how 
familiar the majority of users are with using the system. 
Frequent use of a system deploying these technologies usually 
results in a lesser number of user errors; 

Competence: the user selects a rating which describes how 
competent the majority of users are perceived to be. This 
parameter is partly dependent upon the quality of training;. 

Attitude: the user select a rating which best describes the 
expected attitude of the majority of users for this scenario; 

Environment: the user selects a rating which reflects the 
environment where the system is deployed; 

External Pressure: the users select a rating which indicates the 
degree of external pressure upon the user in a typical 
operational scenario. 

At the end of the data input, in the “conclusions” section, a 
task calculates a proposed set of realisable performance 
figures based upon the selections chosen. These include a 
proposed AER figure which will give you an idea of expected 
average error rates for the particular scenario described. 

6. CONCLUSIONS 
The present paper has highlighted the importance of taking 
into the right account the psychological aspects of the users in 
designing biometric applications. In particular it has been 
shown that a specific metric, the UPI (User Psychology 
Index), has been introduced ad-hoc to try to numerically 
evaluate these psychological factors. In the future other 
parameters will probably be integrated in the UPI and, among 
these, the perception of a potential direct or indirect medical 
risk represents a plausible candidate. Finally, an example of 
the functioning modality of the UPI has been shown by means 
of “Pentakis”, a software program oriented to end users to take 
into the right account many factors which characterize the 
scenario of the biometric application.. 
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STRUCTURAL CONSTRAINTS FOR NOISE RESISTANT MULTI-MODAL VERIFICATION

Conrad Sanderson

IDIAP
PO Box 592, CH-1920 Martigny, Switzerland

ABSTRACT

In this paper we propose a piece-wise linear classifier for use as
the decision stage in a two-modal verification system, comprised
of a face and a speech expert. The classifier utilizes a fixed de-
cision boundary that has been specifically designed to account for
the effects of noisy audio conditions. Experimental results on the
multi-session VidTIMIT database show that in clean conditions,
the proposed classifier is outperformed by a traditional weighted
summation decision stage (using both fixed and adaptive weights);
however, in high noise conditions the PL classifier obtains better
performance than the fixed approach and has similar performance
as the adaptive approach, with the advantage of having a fixed (non-
adaptive) structure.

1. INTRODUCTION
Recently there has been a lot of interest in multi-modal biometric
person verification systems [1]. A biometric verification (or au-
thentication) system verifies the identity of a claimant based on the
person’s physical attributes, such as their voice, face or fingerprints.
Apart from security applications (e.g., access control), verification
systems are also useful in forensic work (where the task is whether
a given biometric sample belongs to a given suspect) and law en-
forcement applications [16].

A multi-modal verification system is usually comprised of sev-
eral modality experts (e.g., speech and face experts). Each expert
provides an opinion on a claim, which, for mathematical conve-
nience, is in the [0,1] interval. The opinions from

���
modality ex-

perts then form an
� �

-dimensional opinion vector, which is used
by a decision stage to make the final accept or reject verdict. The
decision stage is often a binary classifier discriminating between
true claimant and impostor classes [1].

Multi-modal systems fall into two categories: non-adaptive and
adaptive. While non-adaptive multi-modal systems exhibit lower
error rates and are more robust to environmental conditions than
mono-modal systems, their performance can still significantly de-
grade when one of the experts is processing noise corrupted infor-
mation (e.g., speech with ambient noise) [10]. In adaptive multi-
modal systems, the contribution of the noise-affected expert is var-
ied according to current environmental conditions, in an attempt to
decrease the performance degradation [11].

In this paper we propose a structurally noise resistant piece-
wise linear (PL) classifier for use in a non-adaptive system. In con-
trast to an adaptive system, where the decision boundary is effec-
tively adjusted to take into account noisy conditions, the proposed
classifier utilizes a fixed decision boundary that has been specifi-
cally designed to account for the effects of noisy conditions. This
approach has the advantage of having a simpler structure than an
adaptive approach.

The rest of the paper is organized as follows. In Sections 2
and 3 the speech and face experts are described, respectively. In
Section 4 the traditional weighted summation decision stage is de-
scribed, as well as a method to adjust the weights so the contribu-

tion of the speech expert is decreased is noisy conditions. The pro-
posed PL classifier is described in Section 5. Section 6 is devoted
to experiments comparing the proposed classifier against the tra-
ditional weighted summation decision stage (in both adaptive and
non-adaptive configurations).

2. SPEECH EXPERT
The speech expert is comprised of two main components: speech
feature extraction and a Gaussian Mixture Model (GMM) classi-
fier. The speech signal is analyzed on a frame by frame basis, with
a typical frame length of 20 ms and a frame advance of 10 ms. For
each frame, a 37-dimensional feature vector is extracted, comprised
of Mel Frequency Cepstral Coefficients (MFCC) [7], their corre-
sponding deltas [9] and Maximum Auto-Correlation Values (which
represent pitch and voicing information) [15].

The distribution of feature vectors for each person is modeled
by a GMM. Given a set of training vectors, an

���
-mixture GMM

is trained using a k-means clustering algorithm followed by 10 iter-
ations of the Expectation Maximization (EM) algorithm [2, 4].

Given a claim for person � ’s identity and a set of feature vec-
tors ���
	��������������� supporting the claim, the average log likelihood
of the claimant being the true claimant is calculated using:����� � !#"%$'& �� �)( � ������#*,+.-0/ �213 � � !#"�$ (1)

where / �213 � !4$�& ( �657 ���98 7�: �213<; 1= 7?>A@B7 $ (2)

and
!�&DC 8 74> 1= 7?>�@E7GF � 57 ��� (3)

Here H " is the model for person � .
���

is the number of mixtures,I 7 is the weight for mixture J (with constraint K � 57 ��� I 7 �ML ),
and NMOP�6Q �R%SUT�V is a multi-variate Gaussian function with mean �R
and diagonal covariance matrix T [4]. Given a set 	�H�W ��XW ��� of Y
background person models for person � , the average log likelihood
of the claimant being an impostor is found using:

�Z���[� ! " $9& *,+.- \6]^ X_W ����`badc �Z���[� ! W $fe (4)

The set of background person models is found using the method
described in [8]. An opinion on the claim is found using:g &h�Z���[� !4"Z$�ij�Z���[� ! " $ (5)

The opinion reflects the likelihood that a given claimant is the true
claimant (i.e., a low opinion suggests that the claimant is an im-
postor, while a high opinion suggests that the claimant is the true
claimant). In mono-modal systems, the opinion can be thresholded
to achieve the final verification decision.

3. FACE EXPERT
The face expert is similar to the speech expert. It differs in the
feature extraction method: Principal Component Analysis (PCA)
[13] is employed to extract features from frontal face images. Given
a face image matrix k of size �mlon (in our experiments we use
64 l 56), we construct a vector representation by concatenating all
the columns of k to form a column vector �p of dimensionality �[n .
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A feature vector � of dimensionality � is then derived from a face
vector �p using: 13 &����Z� 1� i 1��� $ (6)

where � contains � eigenvectors (with largest corresponding eigen-
values) of the training data covariance matrix, and

1� �
is the mean

of training face vectors. Typically, � �
	�� .
4. WEIGHTED SUMMATION DECISION STAGE
A straightforward way to reach a verification decision given several
expert opinions is via weighted summation, followed by threshold-
ing [14]. The opinions of

� �
experts are first fused as follows:� & ��_������� � g � (7)

where � � is the opinion of the i-th expert (in the [0,1] interval), with
corresponding weight � � (also in the [0,1] interval). The weights
have a K ������� � � ��L constraint. The verification decision is then
reached as follows: given a threshold � , the claim is accepted whenp�� � (i.e., true claimant); the claim is rejected when

p�� � (i.e.,
impostor). Eqn. (7) can be modified to:� � 1g $9&�1� � 1g i�� (8)

where �� � ����� ���f� ����� and �� � ����� ����� ����� . The decision is accord-
ingly modified to: the claim is accepted when k O �� V � � ; the claim
is rejected when k O �� V � � .

It can be seen that Eqn. (8) is a form of a linear discrimi-
nant function [4], indicating that the procedure of weighted sum-
mation and thresholding creates a linear decision boundary in

���
-

dimensional space which discriminates between the true claimant
and impostor classes.

4.1. Adaptivity
When fusing opinions from a speech and a face expert, it is possi-
ble to decrease the contribution of the speech expert when working
in low audio SNR conditions. A weight update method presented
in [11] is summarized as follows. Every time a speech utterance
is recorded, it is preceded by a short segment which contains only
ambient noise. From each training utterance, MFCC feature vec-
tors from the noise segment are used to construct a global noise
GMM, H noise. Given a test speech utterance,

�
noise MFCC fea-

ture vectors, 	9� � � � noise����� , representing the noise segment, are used
to estimate the utterance’s quality by measuring the mismatch fromH noise as follows:

 & ]!
noise

� noise_����� *,+.-0/ �213 � � ! noise
$

(9)

The larger the difference between the training and testing condi-
tions, the lower " is going to be. " is then mapped to the � � S L �
interval using a sigmoı̈d: 

map
& ]]$# `badc�% i'&?�  i)( $+* (10)

where , and - describe the shape of the sigmoı̈d. The values of ,
and - are selected so that " map is close to one for clean training
utterances and close to zero for training utterances artificially cor-
rupted with noise (thus this adaptation method is dependent on the
noise type that caused the mismatch).

Let us assume that the face expert is the first expert and that
the speech expert is the second expert. Given an a priori weight�/.�0 apriori for the speech expert (found for clean conditions), the
adapted weight for the speech expert is found using:

� . &  map � .�0 apriori (11)

Since we are using a two modal system, there is a K .����� � � � L
constraint on the weights. Thus the corresponding weight for the
face expert is found using: � � �ML213� . .

5. STRUCTURALLY NOISE RESISTANT PIECE-WISE
LINEAR CLASSIFIER

5.1. Motivation
For a given claim, let us construct an opinion vector �� ���4� � � . � � ,
where � � is the opinion of the face expert and � . is the opinion of
the speech expert. Moreover, let us refer to the distribution of opin-
ion vectors for true claims and impostor claims as the true claimant
and impostor opinion distributions, respectively.

The opinion distributions for clean and noisy audio conditions
are shown in Figs. 1 and 2, respectively. In noisy conditions, the
speech signal was corrupted with additive white Gaussian noise,
simulating ambient noise.

As can be observed, the main effect of noisy conditions is the
movement of the mean of the true claimant opinion distribution to-
ward the � � axis. This movement can be explained by analyzing
Eqn. (5). Let us suppose a true claim has been made. In clean con-
ditions 5 O �76 H " V will be high while 5 O �76 H " V will be low, causing� . (the opinion of the speech expert) to be high. When the speech
expert is processing noisy speech signals, there is a mismatch be-
tween training and testing conditions, causing the feature vectors
to drift away from the feature space described by the true claimant
model ( H " ). This in turn causes causes 5 O �76 H " V to decrease. If5 O �76 H " V decreases by the same amount as 5 O �76 H " V , then � . is
relatively unchanged. However, to model possible impostors, the
parametric model representing H " [see Eqn. (4)] may cover a wide
area of the feature space. Thus while the feature vectors may have
drifted away from the feature space described by the true claimant
model, they may still be “inside” the space described by the im-
postor model, causing 5 O �76 H " V to decrease by a smaller amount,
which in turn causes � . to decrease.

Let us now suppose that an impostor claim has been made.
In clean conditions 5 O ��6 H " V will be low while 5 O �76 H " V will be
high, causing � . to be low. The true claimant model does not rep-
resent the impostor feature space, indicating that 5 O �76 H " V should
be consistently low for impostor claims in noisy conditions. As de-
scribed above, the parametric model representing H " may cover
a wide area of the feature space, thus even though the features
have drifted due to mismatched conditions, they may still be “in-
side” the space described by the impostor model. This indicates
that 5 O ��6 H " V should remain relatively high in noisy conditions,
which in turn indicates that the impostor opinion distribution should
change relatively little due to noisy conditions.

While Figs. 1 and 2 were obtained by corrupting the speech
signals with additive white Gaussian noise, we would expect a sim-
ilar movement of the mean of the true claim opinion distribution for
other noise types. Generally any noise types alters the features ob-
tained, which would cause 5 O �76 H " V to decrease, and as explained
above, this leads to a decrease of � . .
5.2. Classifier Definition
Let us describe the PL classifier as a discriminant function com-
posed of two linear discriminant functions:8 � 1g $'&:9; < &?� 1g $ if g .>= & g .�0 �@?�A( � 1g $ otherwise

(12)

where �� ���B� � � . � � is a 2-dimensional opinion vector,& � 1g $ & 8 � g � i g . #�C � (13)( � 1g $ & 8 . g � i g . #�C . (14)

and � .�0 �D?EA is the threshold for selecting whether to use ,�O.�� V or -�O.�� V .
Fig. 3 shows an example of the decision surface. The verifica-
tion decision is reached as follows. The claim is accepted whenF O.�� V2G � (i.e., true claimant); the claim is rejected when F O �� VIH �
(i.e., impostor).

mauro
November 7-8, 2002Rome - Italy

mauro
 COST 275 Workshop - The Advent of Biometrics on the Internet

mauro
- 120 -

mauro
Fondazione Ugo Bordoni

mauro




0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

o
1
   (FACE EXPERT)

o 2   
(S

PE
EC

H
 E

XP
ER

T)

TRUE CLAIM
IMPOSTOR CLAIM
PL (INITIAL SOLUTION)
PL (FINAL SOLUTION)

Fig. 1. Initial and final decision boundaries used by PL classifier and distri-
bution of opinion vectors for true & impostor claims using clean speech

The first segment of the decision boundary can be described by,�O.�� V �
� , which reduces Eqn. (13) to:� & 8 � g � i g . #�C � (15)

hence, g . & 8 � g � #�C � (16)

If we assume � . is a function of � � , Eqn. (16) is simply the de-
scription of a line [12], where I � is the gradient and � � is the value
at which the line intercepts the � . axis. Similar argument can be
applied to the description of the second segment of the decision
boundary. Given I �.S � �.SbI . and � . , we can find � .�0 �D?EA as follows.
The two lines intersect at a single point �� �D?EA � � � � 0 �D?EA � .�0 �@?�A � � ;
moreover, when the two lines intersect, ,9O �� �@?�A V � -dO.�� �D?EA V � � .
Hence, g .�0 �@?�A & 8 � g � 0 �@?�A #�C � (17)

and g .�0 �@?�A & 8 . g � 0 �@?�A #�C . (18)

which leads to: g � 0 �@?�A & C � i C .8 . i 8 � (19)

g .�0 �@?�A & 8 . � C � i C .8 . i 8 ��� #�C . (20)

5.3. Structural Constraints and Training
As described in Section 5.1, the main effect of noisy conditions is
the movement of the mean of the true claim opinion distribution to-
ward the � � axis. We would like to obtain a decision surface which
minimizes the increase of verification errors due to this movement.
Structurally, this requirement translates to a decision surface that
is as steep as possible; moreover, we would like the classifier to
be trained for Equal Error Rate (EER) performance. This in turn
translates to the following constraints on the parameters of the PL
classifier:

1. Both lines must exist in valid 2D opinion space (where the
opinion from each expert is in the [0,1] interval) indicating
that their intersect is constrained to exist in valid 2D opinion
space.

2. Gradients for both lines have to be as large as possible.

3. The EER criterion must be satisfied.

Let H PL � 	 I � S � �.SbI . S � . � be the set of PL classifier parameters.
Given an initial solution (described in Section 5.4), the downhill
simplex optimization method [5, 6] can be used to find the final
parameters. The following function is minimized:� �f!

PL
$'&�� � �f!

PL
$ # � . ��! PL

$ # �	���f!
PL
$

(21)

where 
 � O H PL
V through 
 � O H PL

V (defined below) represent con-
straints 1 to 3 described above, respectively.
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Fig. 2. Final decision boundaries used by PL classifier and distribution of
opinion vectors for true & impostor claims using noisy speech (SNR = -
8 dB) � � �f!

PL
$ & � � # � . (22)

where
� 7 & 9; < � g 7 0 �D?EA � if g 7 0 �@?�A� �

or g 7 0 �@?�A = ]�
otherwise

(23)

where � � 0 �@?�A and � .�0 �@?�A are found using Eqns. (19) and (20), respec-
tively, � . �f! PL

$ & ����
]8 � ���� # ����

]8 . ���� (24)

and finally
�����f!

PL
$ & ���� FA%] ����� i FR%] ����� ���� (25)

where FA% and FR% is the False Acceptance rate and False Rejec-
tion rate, respectively.

5.4. Initial Solution of PL Parameters
The initial solution for H PL is based on the impostor opinion dis-
tribution. Let us assume that the distribution can be described by a
2D Gaussian function with a diagonal covariance matrix, indicating
that it can be characterized by 	 R � SAR . S�� � S�� . � , where R 7 and � 7
is the mean and standard deviation in the j-th dimension, respec-
tively. Under the Gaussian assumption, 95% of the values for the
j-th dimension lie in the � R 7 1�� � 7 SbR 7�� � � 7 � interval [4]. Let us
use this property to define three points in 2D opinion space (shown
graphically in Fig. 4):� � & � 3 � >�� � $ & � = � > = . #���� . $ (26)� . & � 3 . >�� . $ & � = � #���� �! +�"$#&% ')( > = . #*��� . "�+-,.#�% ')(0/ (27)� � & � 3 � >�� �P$ & � = � #���� � > = . $ (28)

Thus the gradient ( I � ) and the intercept ( � � ) for the first line can
be found using: 8 � & � . i � �3 . i 3 � (29)C � & � � i 8 � 3 � (30)

Similarly, the gradient ( I . ) and the intercept ( � . ) for the second
line can be found using:8 . & � �Bi � .3 � i 3 . (31)C . & � . i 8 . 3 . (32)

The initial solution for real data is shown in Fig. 1.

6. EXPERIMENTS

6.1. VidTIMIT Audio-Visual Database
The VidTIMIT database [11], is comprised of video and corre-
sponding audio recordings of 43 people, reciting short sentences.
It was recorded in 3 sessions, with a mean delay of 7 days between
Session 1 and 2, and 6 days between Session 2 and 3. The mean
duration of each sentence is 4.25 seconds, or approximately 106
video frames. For more information on the database, please see
http://www.idiap.ch/˜sanders/vidtimit/
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6.2. Experimental Setup
Session 1 was used for training the speech and face experts. Each
expert used 8 mixture client models. To find the performance, Ses-
sions 2 and 3 were used for obtaining expert opinions of known im-
postor and true claims. Four utterances, each from 8 fixed persons
(4 male and 4 female), were used for simulating impostor accesses
against the remaining 35 persons. As in [8], 10 background person
models were used for the impostor likelihood calculation. For each
of the remaining 35 persons, their four utterances were used sep-
arately as true claims. In total there were 1120 impostor and 140
true claims.

Speech signals were corrupted by additive white Gaussian noise,
with the SNR varying from 28 to -8 dB. Opinions of the experts
were mapped to the � � S L � interval using the method described in
[11]. Based on manual observation of plots of speech signals from
the VidTIMIT database,

�
noise was set to 30 for the adaptive weight

adjustment method [see Eqn. (9)]. As in [11], H noise was comprised
of a single mixture. The sigmoı̈d parameters , and - [in Eqn. (10)]
were obtained by observing how " in Eqn. (9) decreased as the SNR
was lowered on utterances in Session 1 (i.e., training utterances).
The resulting value of " map in Eqn. (10) was close to one for clean
utterances and close to zero for utterances with an SNR of -8 dB.

Performance of the following configurations was found: face
expert alone, speech expert alone, weighted summation fusion with
fixed & adaptive weights and the proposed piece-wise linear classi-
fier. In multi-modal cases, the face expert provided the first opinion
( � � ) while the speech expert provided the second opinion ( � . ) when
forming the opinion vector �� � �B� � � . � � .

As a common starting point, classifier parameters (for all ap-
proaches) were selected to obtain performance as close as possible
to EER on clean test data (following the standard practice in the
speaker verification area of using EER as a measure of expected
performance [3]). The parameters for the weighted summation de-
cision stage were found via an exhaustive search procedure. Given
the common starting point, the performance in noisy conditions was
then found in terms of False Acceptance rate (FA%) and False Re-
jection rate (FR%) and combined into one number:

TE
&

FA%
#

FR% (33)

where TE stands for Total Error. Results are presented in Fig. 5. It
must be noted that results for noisy conditions cannot be reported
in terms of EER; doing so would amount to adjusting classifier pa-
rameters to achieve EER performance, which can be interpreted as
a non-causal adaptation method.

The distribution of opinion vectors for clean and noisy data (as
well as the decision boundary used by the PL classifier) is shown in
Figs. 1 and 2, respectively.

6.3. Discussion and Conclusions
As can be observed in Figs. 1 and 2, the decision boundary used
by the PL classifier effectively takes into account the movement
of opinion vectors due to noisy conditions. In clean and low noise
conditions the weighted summation decision stage (using both fixed
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Fig. 5. Performance of the PL classifier compared to fixed and adaptive
weighted summation decision stage

and adaptive weights) outperforms the PL classifier. However, in
high noise conditions (SNR G 0) the PL classifier obtains better
performance than the fixed approach and has similar performance
as the adaptive approach, with the advantage of having a fixed (non-
adaptive) structure. Moreover, unlike the weight update algorithm
used in the adaptive approach, the PL classifier does not make a
direct assumption about the type of noise that caused the mismatch
between training and testing conditions.
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ABSTRACT(*)

The current need of large multimodal databases to evaluate 
automatic biometric recognition systems has motivated the 
development of the MCYT-Fingerprint-Signature Subcorpora 
Multimodal Database. The main purpose aimed during its 
preparation has been to contemplate the whole of variability 
factors of the acquisition process due to the moment in which 
the capture is accomplished and the own acquisition 
conditions. In this paper the demand of such a database is 
proposed, the procedures employed for its acquisition are 
exposed, and the database contents are described with details.  

1. INTRODUCTION 
One of the most important problems present in the 
performance evaluation of automatic recognition systems 
based in the biometric characteristics of the individuals, in 
both identification and verification modes, is the insufficient 
availability of multimodal databases representing the features 
of large populations. The representability of a biometric 
database is determined by the number of individuals enrolled, 
the number of available biometric features per individual, and 
the number of realizations (repetitions) for each biometric 
feature, which represent the set of variability factors of the 
acquisition process. 

As already mentioned, the main problem involved in the 
development of a biometric database is the availability of a 
large number of individuals implicated in the offer of its 
biometric features. Often, the acquisition of the biometric 
features is accomplished in different moments and in different 
conditions, which suppose high degree of collaborativeness 
for the participants. For that reason, nowadays, the number of 
existing public databases for the performance evaluation of the 
recognition systems based on fingerprints and signature is 
very limited. Outstanding public databases are: the DB 4 NIST 
Fingerprint Image Groups [1] and FVC200x [2] fingerprint 
databases, and the Philips Research Laboratories Signature 
Database. 

In this context, the Biometric Research Laboratory – ATVS, 
of the Universidad Politécnica de Madrid has promoted the 

                                                                

(*) This work has been supported by Ministerio de Ciencia y 
Tecnología, Spain, under project TIC00-1669-C04. 

plan of action and the development of the project: MCYT 
Biometric Multimodal Database involving Fingerprints and 
Signatures. The participants of this project are academic 
institutions (Universidad Politécnica de Madrid, Universidad 
Politécnica de Cataluña, Universidad del País Vasco and 
Universidad de Valladolid), telecommunication companies, 
and forensic institutions. One of the main objectives achieved 
once the project has been accomplished is the development of 
a multimodal biometric database, which includes the ten 
fingerprints and the on-line signature of each individual 
enrolled in the database. The total number of individuals 
composing the database is 300. The variability characteristics 
inherent to the acquisition process are represented by a 
significant number of captures of the biometric features, under 
different levels of control, which will be further detailed. 

The multimodal database MCYT-Fingerprint-Signature 
Subcorpora is presented as a new database which permits the 
development and evaluation of the biometric recognition 
algorithms based on fingerprint and on-line signature, in the 
case of managing a single biometric feature, and in the case of 
combining both of them in a multimodal recognition system. 

The scope of utility of the MCYT-Fingerprint-Signature 
Database involves mainly the automatic recognition of civil, 
commercial and forensic applications. 

2. DESCRIPTION OF THE MCYT-
FINGERPRINT SUBCORPUS 
DATABASE 
One of the purposes of the project is the development of a 
database of  fingerprints captured with different types of 
sensors and different acquisition conditions. Subsequently, the 
acquisition protocol conducted during the development of that 
database is described, and several recommendations are 
considered. 

The whole process of fingerprint capturing is accomplished 
under the control and supervision of an operator. Two types of 
acquisition devices are used: (i) a silicon capacitive capture 
device, model 100SC from Precise Biometrics [3], and (ii) an 
optical capture device, model UareU from Digital Persona [4]. 
Each person contributes with several realizations of the ten 
fingerprints to the database. For each capture device, the 
acquisition software creates a directory with the name of the 
corresponding session. 
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Once the acquisition software opens a session, it proceeds to 
capture the fingerprint images. Each capture process generates 
a bitmap file representing the image of the fingerprint, in an 8-
bit gray scale. The file sizes and the generated image 
resolution are: (i) 89 kB and 300x300 pixels respectively, in 
the case of the silicon device, and (ii) 102 kB and 256x400 
pixels, in the case of the optical device. 

With the aim of evaluating the automatic recognition systems 
under different acquisition conditions, the MCYT-Fingerprint 
Subcorpus Database includes 12 different captures of each 
fingerprint, acquired in one only session, under different 
levels of control (high, medium, and low), which will be 
further described. Therefore, in each capture session each 
individual provides a total number of 120 fingerprint images 
to the database (10 fingers x 12 images/finger). 

The acquisition software interface follows a fixed acquisition 
protocol. A text window on the screen guides in every moment 
the finger to be captured. Also, a viewer to control the finger 
position on the sensor of the scanner is provided. Based on a 
certain control level, when the operator decides that the 
position of the finger is the correct one, the acquisition and 
storage of the image are accomplished. 

The acquisition software automatically names, accordingly 
with the protocol, the file which contains de recent acquired 
fingerprint. The assigned file name perfectly identifies the 
employed scanner, the finger from which the image is stored, 
the number of capture, and the applied level of control. Figure 
1 shows the aspect presented by the interface of the 
acquisition software of the Precise Biometrics scanner, and 
figure 2 shows the same outline for the Digital Persona 
scanner. 

In the viewers of both interfaces a rectangle appears, in each 
acquisition, to control the position of the finger on the screen 
sensor. The software automatically changes the size of this 
rectangle depending on the level control of the capture image. 
The acquisition control is accomplished in three levels; 
therefore, for each finger the following images are captured: 

(i) Three acquisitions with low control level: the individual 
can put his finger on the screen sensor without any position 
restrictions, but without watching the computer screen. The 
operator must regard that at least one core and/or one delta of 

the fingerprint fall into the restricted area delimited by the 
rectangle of the interface viewer. 

 (ii) Three acquisitions with medium control level: in this 
stage, the individual must observe the computer screen while 
the finger is located on the screen sensor. At the same time, 
the image must be centered into the new rectangle of smaller 
size which appear on the interface viewer. 

 (iii) Six acquisitions with high control level: the acquisition is 
accomplished as in the above stage, but the rectangle has now 
a smaller size. In this case, the position restrictions are more 
severe, and one core of the fingerprint must always fall under 
this rectangle. 

Figure 3 shows three examples of images from the MCYT-
Fingerprint Database, belonging to a same finger, acquired 
with the optical scanner under the three control levels 
described above. Figure 4 shows the same examples for the 
silicon scanner. 

The quality of the images of the MCYT-Fingerprint Database 
is: good, in the 50% of the acquisitions; medium, in the 40%; 
and low, in the remaining 10%. This significant percentage of 
low quality images is due to different factors which appear in 
the acquisition process: lacks of impression in the image due 
to the adverse skin conditions (scares, marks, humidity, 
dirtiness, etc), the particular configuration of the ridges in 
some fingers, the pressure applied on the screen sensor, the 
background noise introduced by capture device, and the non-
cooperative attitude of some individuals. In these cases, the 
ridges structure of the fingerprint is not well defined, and 
therefore, the automatic recognition systems must perform an 
efficient preprocess stage to reconstruct the damaged ridges.  

3. DESCRIPTION OF THE MCYT-
SIGNATURE SUBCORPUS DATABASE 
For each individual, the on-line signature capture session is 
achieved after the fingerprints are registered in the database. 
Since the acquisition of the on-line signatures is accomplished 
during the handwriting process, a digital graphic card is 
needed to acquire the graphic and the dynamic information of 
the handwriting performed on the capture area. The 
acquisition device used is the GD-0405U Intuos graphic card, 

Figure 1: Acquisition software interface with the silicon 
capture device 100 SC from Precise Biometrics. 

Figure 2: Acquisition software interface with the optical 
capture device UareU from Digital Persona. 
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from Wacom [5]. This card provides the following dynamic 
signals: the x and y coordinates of the writing, the pressure 
applied by the pen over the card, and the azimuth and 
inclination angles of the pen (see figure 5). The sample 
frequency of the obtained signals is 100 points per second. 
The graphic card resolution is 2,540 lines per inch (100 
lines/mm), and the precision is +/- 0.25 mm. The capture area 
for writing is 127x106 mm. All the information provided by 
the graphic card and other additional dynamic parameters 
derived from it, permit the automatic biometric systems to 
establish a signature model for recognition. 

The detection processes of signature start up and signature 
ending are accomplished by the capture software. The 
signature start up is determined by the first sample obtained 
from the graphic card in which the pen-card contact exists. In 
this case the pressure is non-cero. Therefore, the first samples 
obtained from the graphic card are rejected until a non-cero 
sample is received. The signature ending is determined by the 
last sample with non-cero pressure. To make the acquisition 
process completely automatic, in each pen raising a 3 seconds 
timer is activated. If no samples with non-cero pressure are 
received in this interval, the capture process is deactivated, 
and the set of signature samples received are stored. 
Otherwise, the timer is deactivated until the next pen raising. 

In figure 6 part of the view presented by the acquisition 
software interface on the computer screen is shown. The 
resulting image of the signature and the different signals 
acquired are depicted. 

To establish a signature model, some dynamic parameters 
derived from those provided by the graphic card, may be 
calculated. The most significant are [6]: the trajectory angle, 
the trajectory curvature radius, the tangential acceleration of 
the movement, its normal acceleration and its displacement. 

For each individual, the database consist of 25 different 
genuine signatures, and 25 impostor signatures previously 
trained. Genuine and impostor signatures are consecutively 
acquired. Each individual imitates the signatures of the five 
previous signatories, performing five impostor signatures for 
everyone of them. Since each signature is imitated by five 
different individuals, the dependence with the imitators 
skillful is reduced. Before the impostor signatures are acquired 
the impostor individual is trained. Therefore, the automatic 
recognition systems can be evaluated in the most unfavourable 
conditions. 

4. CONCLUSIONS 
In this paper the multimodal biometric MCYT-Fingerprint-
Signature Subcorpora Database is described. The high number 
of participating individuals in its development, the high 
number of acquisitions obtained from each biometric feature, 
for different capture control levels, and different sensor 
devices, permit to consider the whole of variability factors of 
the acquisition process, conferring the database the sufficient 
representability of the global population. Therefore, the 
MCYT database allows the efficient evaluation of the 
automatic recognition systems based on the fingerprint or on 
the on-line signature. In addition, the multimodality 
characteristic of the database also permits the evaluation of 
classification systems, in which both biometric features are 
combined. 

Figure 3: Examples of acquired images employing the 
optical scanner with the three different control levels: (a) 
low, (b) medium, and (c) high. 

Figure 4: Examples of acquired images employing the 
silicon scanner with the three different control levels: (a) 
low, (b) medium, and (c) high. 

Figure 5: Azimuth and inclination angles of the pen respect 
to the plane of the graphic card GD-0405U from Wacom. 

(a)                             (b)                             (c)     

(a)                             (b)                            (c)     
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Figure 6: (a) Acquired signature image. (b) Dynamic signals 
obtained from the graphic card during the handwriting 
process: x coordinate, y coordinate, pressure, azimuth, and 
inclination 

(a) 

(b) 
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ABSTRACT 

This work focuses on the description of the environment and 
the procedures utilized at ISTC-SPFD for the biometric data 
collection of visual face-related articulatory (spatio-temporal) 
movements useful for lip-reading, bimodal communication 
theory, and the development of bimodal talking head and 
bimodal speech recognition applications.  

1. INTRODUCTION 

The knowledge that both acoustic and visual signal 
simultaneously convey extra linguistic, paralinguistic and 
linguistic information it is rather spread in the speech 
communication community. 

Considering and simplifying the knowledge made available in 
the literature by phoneticians, psychologists and computer 
science researchers, it is useful to remember that (see Figure 1 
[1]): 

- speech signal transmits:  

• information related to segmental phonological units (i.e. 
vocalic and consonantal phonemes driving lexical 
access) focused on spectral configurations, presence or 
absence of voice bar, etc.; 

• information on the sintagmatic structure of the 
utterance, on possible focalizations, on sentence 
performatives, due to prosodic and intonation 
characteristics, carried by F0, energy and duration 
variations; 

• paralinguistic information related to emotions and 
attitudes carried by F0, energy and duration variations, 
but also by amodal characteristics of vibrations of the 
vocal folds,  by specific modifications of the spectral 
shape, etc [2]; 

- visual signal transmits: 

• segmental linguistic information, visemes, groups pf 
phonologically equivalent visibile articulatory 
movements [3-5], that is of labial, mandibular and 
tongue (obviously considering only the front part of the 
tongue associated with the visibility of teeth) gestures 
and movements  etc. 

• suprasegmental linguistic information (focalizations, 
performatives, old/new information) carried partially by 
variations of labial movements (amplitude and duration 
variations) and mainly by forehead, eyebrows, eyes, and 
glance movements which represent the so-called “visual 
prosody” [6],  

• paralinguistic information related to emotions and 
attitudes carried by specific forehead, eyebrows, eyes, 

and mouth configurations, as indicated by FACS system 
by Ekman and Friesen [7]. 

and (emotions)

segmental (phonemes),
suprasegmental (prosody)
and (emotions)

and (emotions)

segmental (phonemes),
suprasegmental (prosody)
and (emotions)

Figure 1. Visual and audio sources of linguistic and 
paralinguistic information.  

The definition of the spatio-temporal characteristics of visible 
articulatory movements is actually important because it 
provides the basic experimental material with which various 
relevant theoretical problems could be tackled, such as, for 
example: 

Visual Prosodic
Paralinguistic info

Linguistic Info

Paralinguistic Info 

Visual Prosodic
Paralinguistic info

Linguistic Info

Paralinguistic Info 
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• the quantification of the available visible information 
relative to each phonological unit; 

• the definition of the perceptive role of various 
articulatory parameters and of their relation and possible 
co occurrence with linguistic (distinctive) features; 

• the identification of rules able to capture the variability 
induced by phonetic context, prosodic variations, speech 
rate;  

• the determination of the iso- or aniso-morphism between 
articulatory movements and their correspondent acoustic 
product in order to formulate adequate rules for the 
integration of visual and auditory information useful for 
the synthesis of visible speech (talking heads); 

but also various relevant applications could be conceived, 
such as, for example: 

• the implementation of new audio-visual technological 
applications such as new talking head and new bimodal 
speech recognition systems.  

The relevance of scientific studies resulting to the 
individuation of acoustic and visual correlates of all the above 
cited information it is quite evident at least for some 
languages, in particular for American English.  

As for the “acoustic” speech signal, various multi-level 
labeling systems describing the co-occurrence of the different 
levels of linguistic information have been implemented [8]. 

As for the “visual” speech signal, a similar standard for this 
kind of systems is far to be reached mainly because the 
inventory of all the possible visual units in all the possible 
levels of information, in particular those related to the “visual 
prosody”, is far to be completed. 

Segmentation and labeling of both acoustic and visual signals 
in representative units are particularly important for linguistic 
and psycholinguistic studies because looking into the 
coherence of bimodal information it is possible then to 
elaborate specific co-production theoretical models aiming to 
reach specific communicative tasks [9]. 

In fact, in order to develop theories on audio/visual production 
and perception of speech [10-12] and also to support various 
technological applications in telecommunications [13], in man 
machine interaction or in language teaching and rehabilitation, 
such as bimodal audio/visual speech synthesis [14-15] and 
recognition systems [16-19], it is essential to: 

• identify the minimal units conveying visual linguistic 
information (visemes) [3-5], i.e. on the basis of 
articulatory parameters,  specifying which are the 
consonants belonging to each of them; 

• determine the relationships between the visible 
articulatory movements and the corresponding co-
produced acoustic signal, i.e. determine the iso- or 
aniso-morphism between articulatory movements and 
their correspondent acoustic product.  

This kind of information is partially language specific 
because, even though significant and expected cross-linguistic 
parallelisms are present due to the high versus low visibility of 

anterior versus posterior articulation loci, language specific 
characteristics arise due to the different size and structure of 
the phonological inventories ([20-21] for English visemes, and 
[14], [22] for French visemes). 

2.  BIOMETRIC DATA COLLECTION AT 
ISTC-SPFD: ENVIRONMENT AND 
PROCEDURES 

For all the reasons mentioned above in the Introduction the 
importance of the collection and management of biometric 
data of visual face-related articulatory (spatio-temporal) 
movements is quite obvious. 

During then last five years at ISTC-SPFD biometric visual 
face-related articulatory (spatio-temporal) movements were 
recorded and analyzed with ELITE [23]. 

ELITE is a fully automatic movement analyzer for 3D 
kinematics data acquisition. This system ensures a high 
accuracy and minimum discomfort to the subject. In fact, only 
small, non obtrusive, passive markers of 2mm of diameter, 
realized by reflective paper, are attached onto the speaking 
subject's face. The subjects are placed in the field of view of 
two CCD TV cameras at 1.5 meters from them. These 
cameras light up the markers by an infrared stroboscope, not 
visible in order to avoid any disturbance to the subject. ELITE 
is characterized by a two level architecture. The first level 
includes an interface to the environment and a fast processor 
for shape recognition (FPSR). The outputs of the TV cameras 
are sent at a frame rate of 100 Hz to the FPSR which provides 
for markers recognition based on a cross-correlation algorithm 
implemented in real-time by a pipe-lined parallel hardware. 
This algorithm allows the use of the system also in adverse 
lighting conditions, being able to discriminate between 
markers and reflexes of different shapes although brighter. 
Furthermore, since for each marker several pixels are 
recognized, the cross-correlation algorithm allows the 
computation of the weighted center of mass increasing the 
accuracy of the system up to 0.1mm on 28cm of field of view. 
The coordinates of the recognized markers are sent to the 
second  level which is constituted by a general purpose 
personal computer. This level provides for 3D coordinate 
reconstruction, starting from the 2D perspective projections, 
by means of a stereophotogrammetric procedure which allows 
a free positioning of the TV cameras. The collinearity 
equations [24] are iteratively linearized and solved at least 
squares after the acquisition of a known control object [25]. 
The 3D data coordinates are then used to evaluate the 
parameters described hereinafter. 

The input data consist of various speech stimuli such as 
simple disyllabic symmetric /'VCV/ and asymmetric /’V1CV2/ 
nonsense words, usually embedded in a carrier phrase, where 
C=consonants and V,V1,V2=vowels, or content words, 
sentences and “emotional” sentences uttered by a different set 
of male and female speakers, depending on the data collected. 
All the subjects producing the stimuli were northern Italian 
university students, aged between 19 and 22, and were paid 
volunteers. They usually repeated five times, in random order, 
each of the stimuli. The speaker comfortably sits on a chair, 
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with a microphone in front of him, and utters the experimental 
paradigm words, under request of the operator. 

The current complete acquisition pattern used also for 
“emotion” studies  is graphically illustrated in Figure 2(a), but 
in the past a more simple pattern considering only lips/mouth 
movements, such as that illustrated in Figure 2(b) was 
considered.  

Figure 2. (a) Complete acquisition pattern for the data 
collection of articulatory movements; (b) position of the 
reflecting markers and of the reference planes during data 
collections for lips/mouth movements. Identification numbers 
are indicated next to their corresponding markers. 

 

As illustrated in Figure 2(b), with this simpler acquisition 
pattern three reference points and five target points on the face 
of the subjects were considered. 

In particular, the movements of the markers placed on the 
central points of the vermilion border of the upper lip (marker 
2), and lower lip (marker 5), together with the movements of 
the marker placed on the corners of the mouth (markers 3, 4) 
were analyzed, while the markers placed on the tip of the nose 
(marker 1) and on the lobe of the ears (markers 7, 8) served 
only as reference points. In fact, in order to eliminate the 
effects of the head movement, the opening and closing 
gestures of the upper and lower lip movements were 
calculated as the distance of the markers 2 and 5 placed on the 
lips, from the transversal plane Ω depicted in Figure 3 and 
defined by the line crossing markers 7 and 8, placed on the ear 
lobes, and  marker 1, placed on the tip of the nose. Similar 
distances with the frontal plane ∆ perpendicular to the above 
one serve as a measure of upper and lower lip protrusion. A 
total of 14 values, defined as the difference between various 
markers or between markers and reference planes, plus the 
correspondent instantaneous velocity obtained by numerical 
differentiation, constitute the articulatory vector which has 
been used together with the acoustic vector in order to 
represent the target stimuli. The articulatory parameters, also 
listed in Table 1, were besides the upper and lower lip opening 
and closing movements (UL, LL), and the upper and lower lip 
protrusion (ULP, LLP), the lip opening height (LOH) 
calculated as the distance between markers 2 and 5, the lip 
opening width (LOW), calculated as the distance between 
markers 3 and 4, the jaw opening (JO), measured as the 

distance between the markers placed on the chin and on the tip 
of the nose, and the corresponding velocities. 

code Meaning definition 
   

UL upper lip vertical movement d(m2,Ω) 
LL lower lip vertical movement d(m5,Ω) 

ULP upper lip protrusion d(m2,∆) 
LLP lower lip protrusion d(m5,∆) 
LOH lip opening height d(m2,m5) 
LOW lip opening width d(m3,m4) 

JO jaw opening d(m6,Ω) 
ULv ∂UL/∂t ∂d(m2,Ω)/∂t 
LLv ∂LL/∂t ∂d(m5,Ω)/∂t 

ULPv ∂ULP/∂t ∂d(m2,∆)/∂t 
LLPv ∂LLP/∂t ∂d(m5,∆)/∂t 
LOHv ∂LOH/∂t ∂d(m2,m5)/∂t 
LOWv ∂LOW/∂t ∂d(m3,m4)/∂t 

JOv ∂JO/∂t ∂d(m6,Ω)/∂t 

Table 1. A subset of the articulatory parameter definitions 
used in data collections for lips/mouth movements. 

An example of some the extracted articulatory parameters for 
the sequence /'apa/.is given in Figure 3. 
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Figure 3. Time evolution of displacement and velocity of 
some of the markers and articulatory parameters illustrated in 
figure 2 (b) associated with the sequence /'apa/. 

3.  CONCLUDING REMARKS  

We believe that the collected articulatory data could be useful 
both for theoretical modeling the way in which 
communicative informaton is conveyed by acoustic and visual 
signal simultaneously and for technological bimodal 
applications. 
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As for the implementation of “emotional speech” recognition 
systems or especially for the design of realistic “emotive” 
talking heads appropriate for various tasks and functional in 
various situations, we should be able to choose the 
information not only necessary but also more suitable to that 
aim.  

As for bimodal synthesis, for example, besides extra linguistic 
information related to sex, race and age of the talker and those 
idiosyncratic (e.g.: morphology  of the face, eyes, nose etc.., 
frequency of vocal folds vibration, speech intensity, etc.) that 
are socially and socio-linguistic relevant for technological 
applications (e.g. virtual actor, handicap-aids for augmented 
speech communication etc.), a talking head shall correctly 
transmit selectable linguistic and  paralinguistic information 
depending on the specific tasks and applications for which it is 
designed.  

All this information can be extracted by applying statistical or 
rule based approach working on real articulatory data such as 
those collected within this environment [26].   
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